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Abstract. In Reinforcement Learning (RL) environments, detect-
ing environment drift is essential for maintaining robust policy per-
formance in production systems, particularly within the context of
MLOps. This paper proposes EDSVM, a novel environment drift
detection method, which trains Support Vector Machines on un-
drifted and synthetic drifted examples generated by altering transi-
tion dynamics. By using decision function values as drift indicators,
our method achieves competitive results compared to state-of-the-art
baselines for the area-under-the-curve (AUC) metric. Additionally,
we evaluate the performance of EDSVM when integrated with var-
ious Change Point Detection algorithms in terms of delay and false
alarms, highlighting its potential for automating the monitoring of
RL policies and supporting adaptive updates to production pipelines
in MLOps workflows.

1 Introduction

Reinforcement Learning (RL) is a branch of Machine Learning (ML)
in which agents learn to make decisions by interacting with an envi-
ronment. Rather than being explicitly instructed on which actions
to take, RL agents discover optimal policies through trial and error,
guided by the rewards they receive from the environment [26]. In
production settings, maintaining the performance of RL agents over
time is critical, particularly in dynamic environments where subtle
changes can significantly impact decision-making effectiveness. Ma-
chine Learning Operations (MLOps) provides a framework for effi-
ciently deploying, monitoring, and maintaining ML models, includ-
ing RL policies, in production environments [23]. Li et al. [18] pro-
posed the concept of Reinforcement Learning Operations (RLOps),
applying MLOps to RL. RLOps focuses on the practices that de-
liver RL policies to production environments. Within RL, MLOps
is particularly crucial for monitoring agent performance and detect-
ing potential degradation caused by environment drift—changes in
the underlying transition dynamics [28]. Environment drift poses a
significant challenge in RL systems, as even minor shifts in the en-
vironment can lead to reduced policy effectiveness and necessitate
timely detection and intervention.
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This study proposes a novel approach for detecting environment
drift in RL systems by leveraging Support Vector Machines (SVMs)
trained on both undrifted examples from training environments and
synthetic drifted examples. The synthetic drifted examples are gen-
erated by modifying the transition dynamics, where synthetic ob-
servations are created through interpolation between current, past,
and future states, with drift rates sampled from predefined intervals.
By incorporating these synthetic examples into the training process,
our method effectively enables SVMs to distinguish between drifted
and undrifted data. The decision function values (distances to the
decision boundary) are used as anomaly scores, i.e., indicators of
drift, monitored by change point detection algorithms such as Page-
Hinkley [22], ADWIN [5], and KSWIN [24], allowing us to detect
environment drift accurately.

We address the following research questions:

o RQ1 Can synthetic drifted examples effectively enhance environ-
ment drift detection of SVM in reinforcement learning systems?

e RQ2 How do different change point detection algorithms impact
the effectiveness of our environment drift detection methods?

Through these research questions, our goal is to evaluate the effec-
tiveness of SVM-based monitoring metrics and their ability to im-
prove the detection of environment drift in RL systems. The main
contributions of this paper are as follows:

1. We propose a novel approach to environment drift detection in
RL systems by leveraging SVMs trained on synthetic drifted ex-
amples. This approach introduces a technique for generating syn-
thetic examples that simulate various drift scenarios by modifying
transition dynamics.

2. We perform a comprehensive experimental evaluation across mul-

tiple RL environments, benchmarking our method against state-
of-the-art baselines. The results demonstrate our approach’s ef-
fectiveness, robustness, and competitive performance, as well as
its ability to distinguish undrifted and drifted environments under
diverse scenarios.

3. We explore the effects of integrating different change point detec-

tion algorithms, including Page-Hinkley, ADWIN, and KSWIN,
into our method. These algorithms are designed to detect shifts in
data distributions over time, and their integration enables us to en-



hance the precision and reliability of our environment drift detec-
tion framework. Specifically, we evaluate their impact on two crit-
ical metrics: detection delay and false alarms. By analyzing these
metrics in combination with the decision function values produced
by our SVM-based method, we aim to identify the most effective
algorithm for balancing timely detection while minimizing unnec-
essary interventions. Our results offer insights into the trade-offs
among these algorithms and their suitability for dynamic RL en-
vironments.

The remainder of this paper is structured as follows: Section 2
outlines the problem statement and introduces the research questions
that guide our study. Section 3 provides an overview of related work
on environment drift detection in RL systems, situating our approach
within the existing literature. Section 4 details our proposed method-
ology, including the generation of synthetic drifted examples, the
training of SVMs for drift detection, and the integration of change
point detection algorithms to enhance performance in production set-
tings. Section 5 describes the experimental setup, presents the results,
and compares the effectiveness of our method against state-of-the-art
baselines. Section 6 discusses our findings, highlighting the strengths
and limitations of the proposed approach, and outlines potential di-
rections for future research. Finally, Section 7 discusses the threats
to the validity of our work, and Section 8 concludes.

2 Problem Statement

Environment drift in RL refers to changes in the underlying Markov
decision process of the environment, characterized by shifts in the
conditional distribution P(0¢+1]o¢, at), where o; and 0¢41 represent
the observations at time steps ¢ and ¢ + 1, respectively, and a; is the
action taken at time t. Detecting environment drift intends to identify
the specific time step when this shift occurs, allowing timely adjust-
ments to the RL policy.

3 Related Works

This section will discuss related works on coping with environmental
drift detection and compare these works with our method.

3.1 Concept Drift Detection in Supervised Learning

In supervised learning, concept drift refers to shifts in the relation-
ship between input features and the target variable over time [14].
This phenomenon can be represented as changes in the conditional
distribution P(y|x), where x denotes the input features and y denotes
the target variable. Detecting concept drift is crucial for maintaining
the performance of ML models in dynamic environments, and nu-
merous studies have been conducted to address this challenge. Many
approaches to concept drift detection rely on monitoring the predic-
tion error of ML models through statistical tests. For instance, the
Drift Detection Method (DDM), proposed by Gama et al. [13], tracks
the online error rate of a model and raises the alarm when statistically
significant changes are observed. Similarly, the Early Drift Detection
Method (EDDM), introduced by Baena-Garcia et al. [2], focuses on
detecting gradual drifts by analyzing the intervals between classi-
fication errors. Building on these methods, Frias-Blanco et al. [12]
introduced the Hoeffding Drift Detection Method (HDDM), which
enhances DDM by incorporating Hoeffding’s inequality to improve
its sensitivity to drift. Additionally, Yan [30] proposed the Accurate
Concept Drift Detection Method (ACDDM), which also leverages

Hoeffding’s inequality to detect inconsistencies in error rates for drift
detection. A key limitation of these methods is their reliance on la-
beled data, which can be difficult to obtain in production environ-
ments. To address this, Baier et al. [3] developed a concept drift de-
tection method for neural networks that exploits model uncertainty,
reducing the dependence on labeled data. For a broader perspective,
Bayram et al. [4] provides a comprehensive review of existing con-
cept drift detection methods, offering valuable insights into the field’s
current state.

3.2 Environment Drift Detection in Reinforcement
Learning

Compared with the large number of drift detection works for super-
vised learning models, environment drift detection for reinforcement
agents has not been sufficiently studied.

Wang et al. [28] proposed a method where a detector was em-
ployed to detect environment drift by exploring the environment with
equal probability. Incremental learning was then used to update the
Q-function, allowing it to adapt to the drifted environment. However,
this approach has several limitations: (1) Deploying a detector for
exploration in the production environments is impractical. (2) The
method defines environment drift in the context of a deterministic en-
vironment, making it less applicable to stochastic environments. (3)
The incremental learning strategy is tailored for tabular Q-learning,
limiting its applicability to other reinforcement learning algorithms.

Greenberg and Mannor [15] introduced a method for detecting
environment drift by monitoring the deterioration of episodic per-
formance. This approach tracks the episodic returns of an RL agent
and sends alarms when significant declines occur, indicating poten-
tial changes in the environment. While effective in identifying drift,
this method has limitations in realistic production settings where
episodes are not well-defined. As a result, more general approaches
that do not rely on episodic structures are necessary for effectively
detecting and managing environment drift in continuous production
environments.

Fang and Zdun [11] introduced GPAction, a method that utilizes a
Gaussian Process to predict actions based on state transitions. The
prediction error of these actions is used as an indicator to detect
drifts. However, this approach is specifically designed for environ-
ments with continuous action spaces, limiting its applicability to dis-
crete action space scenarios.

In contrast to these previous works, our approach can detect drifts
in RL environments with infinite state spaces, continuous and dis-
crete action spaces, and stochastic dynamics, all at the granularity
of individual time steps. Additionally, our method operates indepen-
dently of the underlying RL policies, offering a more flexible and
general solution for environment drift detection.

Several studies frame environment drift detection as either an
Anomaly Detection (AD) or an Out-of-Distribution (OOD) detec-
tion problem. Miiller et al [21] developed the concept of anomaly
detection in reinforcement learning. Other works [9, 17] employed
neural networks to predict future states, using the prediction error as
an indicator of out-of-distribution events in the context of the respec-
tive environments. Wang et al. [27] proposed an anomaly detection
framework, OIL-AD, for sequential decision processes. Their ap-
proach utilizes a transformer to learn both the Q-function and state-
value function, using the resulting function values as features for a
detection model to predict the anomaly level.

Compared to these methods, which rely on complex neural net-
works and transformers, our approach leverages the simplicity and



efficiency of Support Vector Machines (SVMs). By using SVMs
trained on synthetic drifted data, our method offers a more computa-
tionally efficient solution without the need for intricate network ar-
chitectures or extensive training. This simplicity makes our approach
more practical for real-time environment drift detection, especially
in scenarios where computational resources are limited.

4 Methodology

This section outlines our methodology for detecting environment
drift in Reinforcement Learning environments, organized into three
key components. First, we detail the process of generating syn-
thetic drifted examples during training, a critical step in enabling the
drift detector to distinguish between drifted and undrifted scenarios.
These synthetic examples replicate subtle environment changes, al-
lowing the model to learn patterns indicative of drift. Second, we
describe the application of Support Vector Machines for drift de-
tection, along with optimization strategies designed to enhance the
model’s performance and sensitivity. Finally, we explain the inte-
gration of change point detection algorithms, such as Page-Hinkley,
ADWIN, and KSWIN, into our framework. A diagram illustrating
the full EDSVM workflow is provided in Figure 1.

4.1 Generating Synthetic Drifted Examples for
Training

To effectively train a model for environment drift detection, we gen-
erate synthetic drifted examples that simulate the behavior of the
environment under drifted conditions. These synthetic examples are
the foundation for distinguishing between undrifted and drifted states
during the model’s training phase.

We begin by assuming an RL environment where the dynamic is
defined by the conditional distribution P(0¢41|0¢, at), with o, rep-
resenting the observation at time ¢, and a; the action that is taken. To
introduce synthetic drift, we modify this transition in a controlled
manner. For each undrifted example (o¢, as,0¢+1), we synthesize
a corresponding drifted example (o, at, 0} 1), where 0y ; denotes
the fabricated observation of the synthetic drifted example.

The fabricated observation o}, is generated by applying a
weighted combination of the corresponding original observation
o¢+1 and the adjacency observations o; or 042, as shown by Equa-
tion 1 and 2, respectively.

0ir1 = (1 —=XNoeg1 + o + ¢, ~ N(0,0.005) (1)

Oir1 = (1= XN)ogpr1 + Aotya + ¢, ¢ ~ N(0,0.005) (2)

By incorporating o; in Equation 1, we introduce a drift that reflects
a situation where the drifted observation o}, is closer to the previ-
ous observation o; than the undrifted observation 0;1. This mimics
cases where the environment struggles to progress normally. On the
other hand, using 042 in Equation 2 introduces a forward-looking
aspect, creating a drifted state that suggests an acceleration in the en-
vironment dynamics. A is a small positive number denoting the drift
rate sampled from a uniform distribution 2/(0.02, 0.05). Keeping A
small ensures that the fabricated observation of the drifted example
remains close to the undrifted one, simulating subtle shifts in the
environment dynamics. This helps train the model to detect more re-
alistic, gradual and unobvious drifts often encountered in real-world

scenarios [7]. e represents a slight noise sampled from a normal dis-
tribution with a mean of 0 and a standard deviation of 0.005. Adding
this noise combined with the varying drift rate A introduces extra ran-
domness to the fabricated observation, mimicking the inherent vari-
ability and uncertainty that can occur in real-world environments.

4.2  Training and Optimization of EDSVM

The motivation for using SVMs [8] in our approach is based on sev-
eral key advantages that make SVMs particularly well-suited for de-
tecting environment drift. Unlike other classifiers, such as Random
Forests or Neural Networks, SVMs are designed to maximize the de-
cision margin between classes, leading to a well-defined hyperplane
that optimally separates positive and negative classes. This property
is particularly valuable for detecting subtle shifts, as it enables SVMs
to identify the most effective separation, even in high-dimensional
feature spaces. Furthermore, SVMs tend to be less prone to overfit-
ting, especially when working with limited training data, and their
outputs, specifically the distances from the decision boundary, pro-
vide a clear and interpretable metric.

During training, the SVM is trained on a combination of undrifted
and synthetic drifted examples, where each example is represented
as a tuple (o¢, at, Aot), with Aoy = o441 — o capturing the state
change. The training process optimizes the SVM to maximize the
margin between drifted (labeled as 1) and synthetic undrifted ex-
amples (labeled as —1), ensuring the model learns a clear boundary
separating these classes. In this context, we use Optuna [1], a hyper-
parameter optimization tool based on Bayesian optimization using a
tree-structured parzen estimator [29], to fine-tune the SVM hyperpa-
rameters, specifically aiming to maximize the difference in decision
function values (distances from the hyperplane) between undrifted
and synthetic drifted examples. This optimization ensures that the
SVM can better distinguish subtle shifts in the environment dynam-
ics.

4.3 Integration of Change Point Detection Algorithins

In production settings, instead of directly classifying each instance
as drifted or undrifted, we continuously monitor the sequence of drift
scores, defined as the values of negative decision functions. These de-
cision function values correspond to the distances from the decision
boundary, with significant and persistent increases from the baseline
of undrifted

values observed during the training stage, serving as indicators
of environment drift. To further enhance this approach, we incorpo-
rate change point detection algorithms designed for monitoring real-
valued sequences, such as Page-Hinkley, ADWIN, and KSWIN, to
analyze these drift score sequences and identify points where sig-
nificant shifts occur. This integration enables nuanced and dynamic
detection of drift by capturing trends and patterns over time while
leveraging the strengths of statistical change point detection meth-
ods.

5 Experiments

This section evaluates the effectiveness of our proposed environment
drift detection approach. First, the experimental setup, including the
RL environments and policies used, is described in detail. Next, we
describe the methods used to simulate environment drifts. We then
discuss the baseline methods selected for comparison and the per-
formance metrics used for evaluation. Following this, we present the
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Overview of the three-phase framework for detecting environment drift in reinforcement learning. Phase 1 collects undrifted transitions and

generates synthetic drifted transitions. Phase 2 trains and optimizes the SVM drift detector by maximizing the margin d between undrifted examples (o) and
synthetic drifted examples (x). Phase 3 applies change point detection to the sequence of drift scores output by the SVM drift detector. Here, o; denotes the
observation at time step ¢, a+ the action at time step ¢, Aot = 0¢41 — ot the change in observation, and dr(t) the drift score at time ¢.

results of the experiments and conclude with an ablation study to an-
alyze (1) the effect of synthetic drifted examples and (2) the effect of
different change point detection algorithms, namely Page-Hinkley,
ADWIN, and KSWIN, on false alarms and delay of environment
drift detection. To enable the applicability of our study, the complete
code and implementation details for reproducing the experiments are
available in a Zenodo repository [10].

5.1 Experimental Setup

We conducted our experiments in five different RL environments,
each with specific RL policies, to evaluate the performance of our
method in detecting environment drift.

5.1.1 Environments & Policies

The following RL environments and policies are used in our experi-
ments. Each environment presents unique dynamics and challenges,
requiring tailored policies to achieve optimal control.

CartPole with DQN The Cart Pole environment features a pole
mounted on a cart, with the pole attached by an unactuated joint.
The cart moves along a frictionless track, and the goal is to keep the
pole balanced in an upright position by applying forces that move the
cart left or right. In this environment, we utilized a Deep Q-learning
(DQN) [20] policy to control the cart.

LunarLander with PPO The LunarLander environment involves
guiding a spacecraft to safely land on a designated landing pad.
The lander is equipped with main and side engines, which must
be controlled to achieve a soft landing while avoiding obstacles
and minimizing fuel consumption. A Proximal Policy Optimization
(PPO) [25] policy is applied to navigate the lander.

Mujoco Hopper with PPO The Hopper environment, simulated
in MuJoCo, features a two-dimensional one-legged robot that must
learn to hop forward as quickly and stably as possible. The robot’s
balance and propulsion are controlled using a PPO policy, which is
trained to maximize forward velocity while minimizing instability.

Mujoco Halfcheetah with SAC The HalfCheetah environment
simulates a two-dimensional robot with a cheetah-like body, where
the goal is to achieve fast and stable forward motion. A Soft Actor-
Critic (SAC) [16] policy is employed to train the agent, leveraging
both exploration and exploitation to optimize performance in this
challenging continuous control task.

Mujoco Humanoid with SAC The Humanoid environment in-
volves a high-dimensional humanoid robot tasked with maintaining
balance and walking forward efficiently. The SAC policy is trained
to manage complex dynamics and degrees of freedom, enabling the
robot to navigate the environment while minimizing energy usage
and maintaining stability.

5.1.2  Simulations of Environment Drift

According to Yang et al. [31], there are two types of environment
drifts: semantic drifts and noisy observations. Semantic drifts refer
to changes in the expected outcome of the environment given the
current observation and action, denoted as i, |o;,a,- These can
be simulated by modifying the environment parameters or applying
uniform noise to actions. Noisy observations relate to changes in the
uncertainty of the observations, represented as crgt+1 os,a; - ThiS type
of drift corresponds to sensor noise and can be simulated by adding
small Gaussian noise to the observations o:1. Our study focuses on
minor drifts, where the changes in episodic rewards are limited to
less than 5%. It makes more sense to detect minor drifts than severe
drifts, as in the case of severe drifts, rewards can often be directly
used as a signal for environment drifts.

To simulate semantic drift, we introduced targeted modifications
to each environment:

Ju—

. CartPole: We increased the force magnitude from 10.0 to 11.5.

2. LunarLander: A wind effect with a power of 0.7 was enabled.

3. Hopper: The action vector was multiplied by a uniform noise vec-
tor sampled from U (0.8, 1).

4. HalfCheetah: The action vector was multiplied by a uniform
noise vector sampled from U (0.95, 1).

5. Humanoid: The action vector was multiplied by a uniform noise

vector sampled from U(1, 1.2).



For noisy observation simulations, Gaussian noise with ¢ = 0.005
was added to the observations in each environment to emulate sen-
sory anomalies. The effects of the drift simulations on episodic re-
wards are presented in Table 1.

Env Semantic Drift ~ Noisy Observation
CartPole 0.03% -0.01%
LunarLander -3.72% -0.52%
Hopper -1.10% -0.01%
HalfCheetah  -3.10% -1.50%
Humanoid -4.40% -1.20%

Table 1. Impact of environment drifts on the percentage change in average
episodic rewards across different environments. For the CartPole
environment, the step rewards were modified to be the cosine of the pole
angle, as the original step reward (returning 1 for each step) lacked sufficient
information on pole balancing performance.

To train our method with synthetic examples, each training envi-
ronment is run for 20000 steps to collect both undrifted examples
(labeled as 1) and synthetic drifted examples (labeled as -1). This
data collection process is consistent across all environments and is
used not only to train our method but also to prepare datasets for
the baseline methods. Of the collected data, 70% is allocated for
training, while the remaining 30% is reserved for validation. The
validation set is used for hyperparameter tuning and to select the
best-performing model during the training process, ensuring robust
performance across different scenarios. An SVM with a radial ba-
sis function (RBF) kernel is used, and Optuna [1] is utilized to tune
the hyperparameters C' and +y. The optimization process maximizes
the difference between the decision function values for undrifted and
synthetic drifted examples, ensuring that the SVM effectively distin-
guishes between the two classes.

5.2  Baselines

To evaluate the performance of our environment drift detection
method (EDSVM), we compare it against the following state-of-
the-art baselines. These include two prediction error-based methods:
PEDM [17] and RIQN [9]. Additionally, we include two commonly
used unsupervised anomaly detection techniques: Local Outlier Fac-
tor (LOF) [6] and Isolated Forest (IForest) [19]. This comprehensive
evaluation highlights the effectiveness of our approach in detecting a
wide range of environment drifts.

e PEDM [17]: This baseline consists of a probabilistic ensemble of
neural networks that predict 0,41 based on o; and a;. The mean
squared error of this model serves as an indicator of environment
drift.

e RIQN [9]: This baseline applies recurrent implicit quantile net-
work (RIQN) to predict o1 given o:. The absolute value of the
prediction error is used as an indicator of environment drift.

e LOF [6]: This baseline leverages the Local Outlier Factor algo-
rithm, trained on undrifted examples represented as (o¢, at, Aot).
During training, Optuna is employed to optimize the decision
function values on undrifted validation examples. The negative
decision function value serves as the drift indicator, signaling po-
tential environment changes.

e IFO [19]: This baseline trains the Isolated Forest algorithm with
undrifted examples represented as (o, at, Aot ). During training,
Optuna is applied to optimize the decision function values on un-
drifted validation examples. The negative decision function value
is used as an environment drift indicator.

5.3 Evaluation Metrics

Each experiment is run for 6,000 steps to simulate the production
environment, with environment drift injected at the 3,000th step. To
assess the effectiveness of our method and baselines, we evaluate the
Area Under the Curve (AUC) over the entire 6,000 steps of the drift
indicator. AUC is particularly suited for this evaluation because it is
independent of thresholding, allowing for a consistent and fair com-
parison across different methods, often using varying thresholding
techniques to process the drift indicator.

To ensure robust evaluation, we train three models for each method
and run the experiment on each environment ten times per model,
resulting in a total of 30 records for each method. This setup allows
us to capture variability and assess the consistency of each method’s
performance across multiple runs.

For our method, we further assess its performance using additional
metrics: delay and false alarms. These metrics are evaluated under
different change point detection algorithms, including Page-Hinkley,
ADWIN, and KSWIN, which will be discussed in Section 5.5.

5.4 Results

In this section, we present the results of our experiments across the
five RL environments, evaluating the effectiveness of our proposed
method, EDSVM, and comparing it with the baseline approaches. We
analyze the performance of each method based on the AUC metric,
which indicates the model’s ability to distinguish between undrifted
and drifted states. The results of semantic drifts and noisy observa-
tions are summarized in Table 2 and Table 3, respectively.

Env EDSVM PEDM RIQN LOF IFO
CartPole 0.83 1.00 0.59 0.51 0.1
LunarLander  0.61 0.55 0.60 0.53 0.52
Hopper 0.57 0.54 0.49 0.52 049
HalfCheetah  0.74 0.56 0.50 049 050
Humanoid 0.69 0.62 0.53 0.50 0.50

Table 2. Mean AUC values for detecting semantic drifts in different
environments using various methods.

Env EDSVM PEDM RIQN LOF [IFO
CartPole 0.81 0.85 0.59 0.51 0.51
LunarLander  0.99 0.67 0.55 0.51 0.50
Hopper 0.99 0.84 0.52 0.50 0.50
HalfCheetah  0.59 0.55 0.54 0.50  0.50
Humanoid 0.99 0.50 0.50 0.51 050

Table 3. Mean AUC values for detecting noisy observation drifts in
different environments using various methods.

The results in Tables 2 and 3 highlight the consistent and robust
performance of EDSVM in detecting both semantic drifts and noisy
observation drifts across various environments. EDSVM achieves the
highest AUC values in four out of five environments for each type
of drift, including complex domains such as HalfCheetah, Hopper,
and Humanoid. Even in the few cases where another method (e.g.,
PEDM) slightly outperforms it, EDSVM remains highly competitive.

5.5 Ablation Study

In this section, we present an ablation study to investigate the im-
pact of synthetic drift examples and evaluate the performance of the



three change point detection algorithms, Page-Hinkley, ADWIN, and
KSWIN, in terms of detection delay and false alarm rates. This anal-
ysis provides valuable insights into the role of synthetic examples in
improving drift detection and evaluates the practical effectiveness of
these algorithms in conjunction with our proposed method.

5.5.1 Effects of Synthetic Drifted Data

To analyze the effects of synthetic drifted examples, we compare the
AUC of EDSVM with a One-Class SVM (OSVM) trained exclu-
sively on undrifted examples. Optuna is employed to optimize the hy-
perparameters v and «y to maximize the decision function values on
undrifted validation examples. This approach highlights the contri-
bution of synthetic drifted examples in enhancing the drift detection
performance of EDSVM. The results of semantic drifts and noisy
observation drifts are listed in Table 4 and Table 5, respectively.

Cp LL HO HC HN
OSVM 053 057 045 042 0.60
EDSVM 083 0.61 057 074 0.69

Table 4. Mean AUC values of One-Class SVM (OSVM) and EDSVM for
detecting semantic drifts in different environments. Abbreviations: CP =
CartPole, LL = LunarLander, HO = Hopper, HC = HalfCheetah, HN =
Humanoid.

CP LL HO  HC HN
OSVM 053 082 082 049 0385
EDSVM 081 099 099 059 0.99

Table 5. Mean AUC values of One-Class SVM (OSVM) and EDSVM for

detecting noisy observation drifts in different environments. Abbreviations:

CP = CartPole, LL = LunarLander, HO = Hopper, HC = HalfCheetah, HN =
Humanoid.

The results in Tables 4 and 5 highlight the superior performance
of EDSVM compared to One-Class SVM (OSVM) in detecting both
semantic and noisy observation drifts across all environments. These
findings demonstrate the effectiveness of the generated synthetic
drifted examples based on our method.

5.5.2  Evaluation of Delay and False Alarms across Change
Point Detection Algorithms

In this section, we evaluate the performance of the different change
point detection algorithms, Page-Hinkley, ADWIN, and KSWIN, re-
garding delay and false alarms when integrated with our method. De-
lay measures the time it takes for the algorithm to detect a drift after it
occurs, while false alarms quantify the number of incorrect drift de-
tections during undrifted periods. These metrics provide a compre-
hensive assessment of the practical applicability of each algorithm
in real-world scenarios, where timely and accurate drift detection is
crucial. The results of semantic drifts and noisy observation drifts
are listed in Table 6 and Table 7, respectively. To ensure consistency,
the anomaly scores from the production environment (i.e., negative
decision function values) are normalized using the mean and stan-
dard deviation of the anomaly scores from the training environment.
We use the default settings of each change point detection algorithm.
Specifically, for Page-Hinkley, we set § = 0.005, & = 0.9999, and
threshold to 50.0. For ADWIN, we use § = 0.002. For KSWIN, « is
set to 0.005, and window size is set to 100.

CP LL HO HC HN
PH D 243 105.57  2.33 539 606.13
F 28 4.5 1.73 1.97 3.43
AD D 567.13 867.57 151 8325 1510.67
F 1.13 1.3 0.3 0.3 0.83
KS D 26334 28575 29355 2363.03 2746.83
F 993 11.63 25.5 8.67 8.53

Table 6. Mean delay (D) and false alarms (F) for detecting semantic drifts
of change point detection algorithms in different environments. The units of
delay (D) and false alarms (F) are the number of steps, where smaller values
indicate better performance. Abbreviations: PH = Page-Hinkley, AD =
ADWIN, KS = KSWIN, CP = CartPole, LL = LunarLander, HO = Hopper,
HC = HalfCheetah, HN = Humanoid.

CP LL HO HC HN
PH D 97 1.17 1.17 99.67 8
F 263 39 2.23 1.73 4.53
AD D 610.86 39 35.8 1693.2 454
F 13 1.23 0.33 0.5 1.3
KS D 24662 26973 2880.6 2449.7 2761.27
F 10.63 11.3 24.6 9.03 9.33

Table 7. Mean delay (D) and false alarms (F) for detecting noisy
observation drifts of change point detection algorithms in different
environments. The units of delay (D) and false alarms (F) are the number of
steps, where smaller values indicate better performance. Abbreviations: PH
= Page-Hinkley, AD = ADWIN, KS = KSWIN, CP = CartPole, LL =
LunarLander, HO = Hopper, HC = HalfCheetah, HN = Humanoid.

According to Table 6 and Table 7, Page-Hinkley has the low-
est average delay in detecting both semantic and noisy observation
drifts and also demonstrates a good balance between delay and false
alarms. ADWIN achieves the lowest false alarms in detecting both
semantic and noisy observation drifts, making it ideal for scenarios
where accuracy is more critical than speed. However, it suffers from
higher delays. Compared with Page-Hinkley and ADWIN, KSWIN
consistently performs the worst, with the highest delays and false
alarms across all environments and drift types. Therefore, it is not
recommended for either semantic or noisy observation drift detec-
tion.

6 Discussion

The results presented in Section 5.4 demonstrate the effectiveness of
our proposed method in detecting environment drifts across various
RL environments.

Comparison of Performance EDSVM demonstrated consistently
strong performance in terms of AUC, ranking among the top meth-
ods across all environments for both semantic and noisy observation
drifts. It achieved the highest AUC values in most settings, especially
in complex environments such as HalfCheetah, Hopper, and Hu-
manoid, underscoring its robustness as a general-purpose drift detec-
tion approach. In contrast, unsupervised baselines such as LOF and
IFO performed noticeably worse, suggesting that generic anomaly
detection methods may not be well-suited for capturing subtle envi-
ronment changes in RL.

Effectiveness of Synthetic Drifted Examples The results in Ta-
bles 4 and 5 highlight the effectiveness of synthetic drifted exam-
ples in improving drift detection. EDSVM consistently outperformed
OSVM in both semantic and noisy observation drifts across all en-
vironments, with notable AUC gains in complex scenarios such as



HalfCheetah and Humanoid. These findings demonstrate that syn-
thetic drifted examples enhance the model’s ability to generalize and
detect subtle environment changes, making EDSVM a robust choice
for diverse drift types.

Delay & False Alarms under Different Change Point Detection
Algorithms The results (Tables 6 and 7) show that Page-Hinkley
achieved the lowest delays, making it ideal for real-time drift de-
tection, though with slightly higher false alarms than ADWIN. AD-
WIN minimized false alarms, offering greater precision at the cost of
higher delays. KSWIN performed the worst, with the highest delays
and false alarm rates, making it unsuitable for effective drift detec-
tion.

Future Directions A key future direction is integrating EDSVM
into CI/CD pipelines (commonly employed in MLOps) to enable
automated monitoring, drift detection, and adaptive policy updates
in production environments. This would streamline the process of
maintaining reinforcement learning systems by ensuring the timely
detection of environment drifts and triggering appropriate responses.

Another promising avenue is to investigate the effectiveness of
synthetic drifted examples for training other supervised machine
learning models beyond SVMs. Exploring models such as neural net-
works, decision forests, or ensemble methods could reveal alterna-
tive approaches that either complement or outperform EDSVM under
specific conditions, potentially improving the flexibility and general-
izability of environment drift detection frameworks.

Additionally, we aim to extend this framework for multi-agent RL
systems and evaluate its performance under more complex and real-
istic drift scenarios.

7 Threats to Validity

This section discusses the threats to validity of our study.

Internal Validity The generation of synthetic drift may not fully
capture the complexity of real-world drifts. Furthermore, the perfor-
mance of EDSVM depends on careful hyperparameter optimization,
and suboptimal configurations can affect the results. The evaluation
is limited to the evaluated change point detection, which may over-
look more powerful alternatives. To mitigate these risks, we have
introduced different types of drifts, compared our method to a broad
range of baselines, and used three state-of-the-art change point de-
tection algorithms (Page-Hinkley, ADWIN, and KSWIN).

External Validity The experiments were conducted in a limited
number of RL environments that may not fully represent the diversity
of real-world applications. Furthermore, the method assumes that en-
vironment drifts are primarily caused by changes in transition prob-
ability distributions, which may not fully cover all aspects of drifts.
Although we evaluated our work in five environments with different
policies, two types of drifts, and different complexity, an evaluation
in more real-world cases would further improve the external validity.

Construct Validity The use of synthetic drift examples for training
and evaluation may not fully reflect the behavior of the method when
detecting real drifts, which may exhibit more complex patterns. Fur-
thermore, while AUC, false alarms, and detection delays are standard
metrics, they may not capture all practical performance aspects, such
as the cost of false alarms or delayed detection. Future work could
validate the method using real-world drift data and explore alterna-
tive evaluation metrics that are better aligned with practical require-
ments.

8 Conclusion

This paper presented a novel approach for detecting environment
drift in reinforcement learning systems using Support Vector Ma-
chines trained on synthetic drifted examples. Our methodology ef-
fectively addresses the challenges of detecting both semantic and
noisy observation drifts without relying solely on real drifted data,
which can be costly or difficult to obtain. By incorporating synthetic
drifted examples, our method, EDSVM, achieves robust drift detec-
tion across diverse RL environments.

Through extensive experiments, we demonstrated that EDSVM
performs competitively with state-of-the-art baselines, including
PEDM and RIQN, in terms of AUC across various drift scenarios.
The ablation study further explored the impact of synthetic drifted
examples, revealing their critical role in enhancing detection per-
formance. We also evaluated the change point detection algorithms
Page-Hinkley, ADWIN, and KSWIN in the context of analyzing de-
lay and false alarms. These insights underscore the practicality and
versatility of our approach in real-world RL applications.

Looking forward, integrating EDSVM into CI/CD/CT pipelines
offers an exciting opportunity to enable automated monitoring, drift
detection, and policy adaptation in production environments. Addi-
tionally, future works could explore the effectiveness of synthetic
drifted examples for other supervised learning models for environ-
ment drift detection, and extend this framework to multi-agent RL
systems.
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