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Abstract The growing complexity of critical infrastructures such as power grids,
transportation networks, and water supply has introduced the need for effective
monitoring solutions. However, advanced data analytics requires more computa-
tional power than resource-constrained edge devices can provide. This paper ex-
plores the deployment of AI-driven models in the cloud-edge continuum where sen-
sors connect to edge nodes that forward the data to a powerful central server. The
central server handles intensive tasks like training and updating AI models, which
are then distributed to edge devices for real-time inference. We handle issues such
as resource constraints and the diminishing performance of static models over time.
We present approaches to improve response times and data processing by introduc-
ing optimized setups and implementing dynamic model updates. Our findings show
that integrating AI models with edge devices supported by centralized training can
improve real-time monitoring capabilities in resource-constrained environments.

1 Introduction

Infrastructures such as power grids, transportation networks, and water supply sys-
tems have become increasingly complex and interconnected. These systems use In-
ternet of Things (IoT) devices that generate vast amounts of data that require sophis-
ticated analytic models for timely and accurate processing. Performing data pro-
cessing tasks at or near the source becomes important to mitigate latency, maintain
privacy, and reduce bandwidth consumption. Deploying analytic models directly
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on edge devices allows real-time inference without continuously transmitting large
volumes of sensitive data, thus lowering dependence on stable, high-bandwidth con-
nections. However, low-cost edge devices have limited computational power, which
hinders the implementation of advanced data analytics directly at the source.

Traditional methods often rely on cloud computing to handle computational tasks
due to its high processing capabilities. However, cloud computing typically requires
high bandwidth and stable network connections—requirements not always guaran-
teed in critical infrastructure environments that may struggle with latency. More-
over, static machine learning models can experience diminished performance over
time because of concept and data drift. To overcome such issues, we explore the
deployment of AI-driven models within a cloud-edge continuum architecture. In
our setup, sensors connect to edge nodes that forward collected data to a powerful
central server along with updated machine learning models. The system assigns in-
tensive tasks, such as processing, training, and updating AI-driven security models,
to the central server. The updated models are then sent back to the edge devices for
real-time inference, providing low-latency responses and reduced bandwidth use.

Our approach is tailored for low-power edge devices and establishes a continuous
feedback loop where the central server improves the security models based on ag-
gregated data from multiple sources. This methodology enhances the response times
of resource-constrained devices and maintains the performance of AI models. The
implementation follows a microservices-based architecture that allows for modular
deployment, scalability, and fault tolerance. Our work addresses the limitations of
resource-constrained devices, improves the performance of AI models over time,
and ensures the system remains active even in the face of evolving challenges. The
rest of the paper is organized as follows. In Section 2, we discuss related work and
existing solutions. Section 3 details our system architecture and implementation.
In Section 4, we present experimental results and evaluate the performance of our
approach. Finally, Section 5 concludes the paper and identifies future directions.

2 Background and Related Work

Edge computing is a well-known method that can eliminate these limitations by
processing data close to the source where it is produced. Early studies highlighted
that edge computing reduces response times and minimizes bandwidth by handling
computations near data sources [1]. Additionally, handling the computations at the
edge can improve performance for real-time applications that need low latency and
high bandwidth, such as virtual reality and mobile gaming [2].

The cloud-edge continuum is an architecture that enables real-time data process-
ing and mitigates the limitations of cloud computing. This approach guarantees ef-
ficient data processing and resource utilization by sharing the computational tasks
between cloud, edge, and IoT layers. The cloud is responsible for handling large-
scale and long-term data, whereas the edge processes real-time and local data to
reduce latency and minimize bandwidth. Such a system is particularly suited for
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applications that require both high processing power and immediate local action to
enable optimized performance, such as Cyber-Physical-Social Systems (CPSS) [3]
or environmental monitoring [4, 5]. This architecture improves overall system per-
formance by offloading computational tasks to edge devices while maintaining a
continuous connection to the cloud for large-scale data analytics [6]. Furthermore,
dynamic model synchronization in edge environments helps control data staleness
to ensure that edge devices can continue operating efficiently without suffering from
performance degradation due to outdated data or inconsistent models [7].

AI model deployment in edge computing (i.e., Edge AI) has been studied to over-
come the computational limitations of resource-constrained devices [8, 9]. Recent
works focus on deploying AI models efficiently at the edge to address both infer-
ence and training challenges [10]. By processing data locally, latency and bandwidth
are minimized, which is critical for real-time applications like autonomous systems
and smart infrastructure [11]. Only essential updates are sent to cloud servers to
reduce the traffic beside improving the scalability. Moreover, dynamic updates of
the models is a raft for maintaining accuracy as data grows. Retraining models on
cloud servers and updating edge devices ensures effectiveness without overloading
the edge with heavy tasks [12]. Model degradation over time presents a challenge in
maintaining the performance of AI models in like dynamic environments. Studies
pointed to the need for adaptive learning techniques that can mitigate performance
declines caused by evolving data. Such an approach is lifelong machine learning
(LML) which focuses on retaining and transferring knowledge across tasks over
time to prevent the deterioration of model accuracy [13]. LML systems allow mod-
els to continuously learn and adapt to ensure that they remain effective in changing
environments without being retrained from scratch. Additionally, adaptive learning
mechanisms such as covariate shift detection can initiate model updates when sig-
nificant changes in data distribution are detected [14].

Security and privacy concerns are critical issues in the deployment of AI mod-
els in edge computing environments. Decentralized systems and lightweight frame-
works have been developed to ensure that both data transmission and access to AI
resources are secure. Blockchain-based approaches, such as multi-signature transac-
tions and anonymous encrypted messaging streams, have been proposed to protect
the privacy of users and ensure secure communications without reliance on a cen-
tralized authority [15]. Additionally, lightweight authentication and authorization
mechanisms are necessary to handle the constraints of IoT devices. These mech-
anisms help provide secure access control and protect sensitive data in resource-
constrained environments [16]. Microservices-based architectures have emerged as
a powerful solution for handling the complexity and scalability challenges of mod-
ern IoT systems. By breaking down large, monolithic applications into smaller, in-
dependently deployable services, microservices enable greater flexibility, maintain-
ability, and scalability, well-suited for dynamic and distributed environments such
as IoT [17]. Such architectures let IoT platforms efficiently manage heterogeneous
devices and services by supporting interoperability and reducing dependencies [18].

Our work improves real-time monitoring of critical infrastructures by combining
the cloud-edge continuum, Edge AI, and a microservices-based architecture.
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3 System Architecture and Implementation

Fig. 1 Proposed System Architecture

Our system is designed to run on the
cloud-edge continuum to optimize data
processing and real-time monitoring
in resource-constrained environments.
The architecture integrates low-cost
edge devices with a high-performance
central server making a balance among
computational tasks (see Figure 1).
At the edge layer, sensors connect
to single-board computers (e.g., Rasp-
berry Pi) that collect and preprocess
data. These devices handle simple tasks
requiring minimal processing power to
reduce latency and conserve resources.
The cloud layer is powered by a cen-
tral server, responsible for more com-
plex tasks like training and updating
AI models. This server continuously re-
fines models based on aggregated data
to ensure that the models adapt to
changes in data patterns and system dy-
namics. Once the models are updated,
they are deployed at the edge devices
for real-time inference. This feedback
loop helps maintain accuracy in data analysis, reduce latency, and minimize band-
width use. The architecture employs the microservices-based structure in Figure 2
to ensure modularity and scalability.

• Sensor Data Service manages data ingestion and validation.
• Security Service handles device authentication and secures communication.
• Database Service stores and manages sensor data in a time-series database.
• Analysis Service analyzes data for anomalies and forwards processed data.

Communication between these services is managed through RESTful APIs for
synchronous communication and message queues (using Kafka) for asynchronous
data transfer. RESTful APIs allow services to exchange data in real time, whereas
Kafka ensures reliable and scalable message brokering, preventing data racing, bot-
tleneck, and decoupling communication between microservices. We are implement-
ing secure communication protocols, such as HTTPS with TLS encryption, to pro-
tect data integrity during transmission. Additionally, we use JSON Web Tokens
(JWT) for authentication and authorization to allow only verified devices and ser-
vices to access system resources. We integrate these mechanisms using secure li-
braries and frameworks like Flask for APIs and Confluent Kafka for messaging to
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Fig. 2 Microservices Interaction Diagram

ensure robustness and scalability. Furthermore, we store authentication keys in a
centralized configuration using HashiCorp Vault to prevent unauthorized access.

We implement redundancy and fault-tolerance measures to improve reliability.
We design critical services with active-passive redundancy, where each primary in-
stance is paired with a backup instance that remains on standby. In the event of a
failure, we use a health check mechanism that uses periodic heartbeat signals mon-
itored by a load balancer (HAProxy) to detect the issue and reroute requests to the
backup instance. Additionally, we use Docker containers and orchestration tools
(Kubernetes) to manage service replication and provide automatic scaling. We de-
pend on Kubernetes’ built-in features (liveness probes and pod auto-recovery) for
fault tolerance by restarting failed containers and maintaining the desired number of
running instances. Finally, we incorporate dynamic model updates to ensure long-
term performance and adaptability. AI models are continuously trained on the cen-
tral server using aggregated data from multiple edge devices. Once updated, these
models are deployed back to the edge layer, where they replace outdated versions
without disrupting ongoing operations to ensure that AI models remain responsive
to evolving data trends and are able to detect new anomalies.

4 Evaluation

We evaluate our system by conducting experiments that measure its performance in
real-world scenarios. The primary focus is on assessing response times, data pro-
cessing, and the adaptability of AI models. We deploy the system in a test environ-
ment that simulates the conditions of critical infrastructure monitoring.
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4.1 Experimental Setup

The test environment is a cloud-edge continuum architecture, where we use Rasp-
berry Pi 5 devices at the edge layer and a central server in the cloud. IoT sensors
are connected to edge devices for data collection and preprocessing, whereas the
cloud handles resource-intensive tasks such as training and updating AI models.
This setup mirrors the practical conditions of critical infrastructure monitoring sys-
tems and reflects the operational goals outlined in [19]. To simulate real-life scenar-
ios, the system was subjected to varied traffic loads and evaluation metrics such as
latency, resource utilization, and fault tolerance.

The edge layer consists of Raspberry Pi 5 devices configured to collect and pre-
process data from connected IoT sensors. Lightweight Python services are installed
on these devices to handle data validation and formatting before forwarding the
information to the cloud. The central server in the cloud layer is responsible for
training AI models using aggregated data and deploying updated models back to
the edge for real-time inference. This arrangement allows a seamless feedback loop
between the edge and cloud and enhances the system’s adaptability to changing
data trends and conditions. The evaluation employs tools such as Prometheus for
real-time monitoring of resource utilization, Grafana for visualizing performance
metrics, and custom scripts to inject normal and anomalous traffic.

We simulate scenarios by varying traffic loads, such as legitimate data flows,
unauthorized device attempts, and malicious data injections, to test the system’s
resilience. Fault tolerance is assessed by deliberately introducing service interrup-
tions and monitoring the recovery times of edge devices and cloud services. The
test environment was compared against alternative methodologies like hardware ac-
celerators (e.g., Coral TPU) and federated edge learning systems as discussed in
our previous work [19]. These comparisons focused on performance metrics such
as latency, resource consumption, and adaptability to test trade-offs in deploying
AI-driven models within a cloud-edge continuum.

4.2 Edge-Only Scenario

In the first scenario, we test the Raspberry Pi 5 without executing the AI model for
anomaly detection. This setup focuses on data ingestion and validation to evaluate
the system’s baseline performance under minimal computational load. As shown in
Figure 3 (a), latency values remain consistently below 5 ms for all devices showing
efficient processing without delay. Bandwidth usage is uniform across all sensors,
as the same data packages are transmitted without computational overhead.

Resource utilization metrics during this test (Figure 4) indicate minimal impact
on the Raspberry Pi’s hardware. CPU idle time consistently exceeded 90% demon-
strating low processing demand. Memory usage remained stable at approximately 2
GB. Disk usage exhibited steady linear growth due to standard data logging, which
also showed no significant overhead. We simulate three different attacks.
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