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Abstract. We study whether Verifiable Delay Functions (VDFs) can 
be constructed in the (plain) Random Oracle Model (ROM) without any 
computational assumptions. A first partial answer to this question is due 
to Mahmoody, Smith, and Wu [ICALP 2020] where they rule out perfectly 
unique VDFs in the ROM. Building on this result, Guan, Riazanov, and 
Yuan [CRYPTO 2025] prove that VDFs with computational uniqueness 
and public-coin setup are impossible in the ROM. These works leave
open the possibility of constructing computationally unique VDFs with
private-coin setup in the ROM. We resolve this problem and additionally
rule out computationally-unique VDFs with computationally expensive
private-coin setup in the ROM.

1 Introduction 

A Verifiable Delay Function (VDF) [11] is a function that takes a long sequential 
time to compute, but whose output can be verified quickly. This property allows 
translating out (sequential) computational steps into wall-clock time in the phys-
ical world. As a result, VDFs have been shown useful in a variety of applications
such as randomness beacons [11,19,29,39], computational time-stamping [28], 
resource-efficient blockchains [15], and proofs of replication [7]. 

VDF constructions abound [9–13,16,17,19,20,23,24,26,27,30,34,35,40]. 
Since these constructions either rely on advanced cryptographic primitives like 
randomized encodings, SNARGs, and FHE or require structured algebraic set-
tings like groups of unknown order, they end up relying on structured hardness
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assumptions. Therefore, a fundamental question this impressive body of work 
leaves open is whether VDFs can be black-box c onstructed from one-way func-
tions or even collision-resistant hashing.

A series of results [17,22,33] partially answer this question in the negative 
by proving various restricted variants of VDFs to be impossible t o construct
in the (Parallel) Random Oracle Model (ROM) [6,8]. In the (Parallel) ROM, 
algorithms have access to a random oracle that they query in parallel in a series 
of rounds. Thus, the running time of an algorithm is the number of rounds of
queries it makes.

Defining VDFs in the ROM. Let λ be a security parameter and f : {0, 1}∗ → 
{0, 1}λ a random oracle. A VDF (in the ROM) is a tuple of oracle-aided (possibly 
randomized) algorithms ΠVDF := (Setupf , Evalf , Verifyf ) such that Setupf ,  on  
input a security parameter λ and a time parameter T , probabilistically outputs 
public parameters pp; Evalf , on input pp and i nput x, deterministically outputs
an output y and probabilistically outputs a proof π; and Verifyf , on input pp and
an input-output-proof triple (x, y, π), deterministically outputs a bit indicating
acceptance or rejection. ΠVDF must satisfy efficiency, completeness, sequentiality,
and uniqueness:

– Efficiency requires that Setupf (λ, T ) makes at most qs ∈ poly(T, λ) queries 
to f , Evalf (pp,  x) makes at most qe ∈ poly(T, λ) queries to f in T rounds,
and Verifyf (pp, x, y, π) makes at most qv ∈ poly(log(T ), λ).

– Completeness requires that every honest function evaluation results in an 
accepting verification, i.e., Verifyf (pp,  x,  y,  π) = 1 f or every pp ← Setupf (λ, T )
and (y, π) ← Evalf (pp, x).

– Sequentiality with gap ∈ [0, 1) requires that, except with negligible proba-
bility, no two-stage adversary (A0, A1) where A0, on input pp ← Setupf (λ, T ), 
makes poly(T, λ) queries to f and outputs a state st,  and  A1, on input st and
a random domain input x, makes poly(T, λ) queries to f in T rounds and
outputs y where (y, π) ← Evalf (pp, x).

– Computational (non-adaptive) uniqueness (a.k.a. soundness) requires that, 
except with negligible probability, no adversary that, on input pp ← 
Setupf (λ, T ) and a random domain input x, makes poly(T, λ) queries to 
f and finds (y ,  π  ) such that Verifyf (pp,  x,  y  ,  π  ) = 1 and y = y where
(y, π) ← Evalf (pp, x). Uniqueness is perfect if there exists no such triplet
(x, y , π ).

Related Work and Open Problems. Both [17,33] rule out tight VDFs in 
the ROM. Informally, a VDF is tight if it can be evaluated in time T but not 
less than T −T δ for any constant δ < 1. Even without the (non-standard) tight-
ness requirement, [33] proves that perfectly-unique VDFs cannot be constructed 
in the ROM. Recently, this result was extended to rule out even VDFs with
computational uniqueness in the ROM [22]. 

However, there are a few caveats to these negative results. On the one
hand, [22,33] rule out non-tight VDFs with “efficient” setup, i.e., when Setup
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runs in time at most poly(log(T ),  λ), and leave open the possibility of construct-
ing standard VDFs in the ROM when setup is “expensive”, i.e., when Setup runs
in time poly(T, λ). On the other hand, while [33] allows for efficient private-c oin
setup, [22] only considers public-coin setup, i.e., when pp also contains the ran-
dom coins used by Setup. Furthermore, in a second result in [33], tight VDFs 
with expensive private-coin setup are ruled out by ruling out the weaker object
of tight Proofs of Sequential Work (PoSW) [32,33] with expensive private-coin 
setup in the ROM. A PoSW can be seen as a VDF without the uniqueness guar-
antee. Interestingly, the techniques of [33] that rule out tight PoSWs/VDFs with 
expensive setup don’t seem to readily extend to standard/non-tight VDFs and
the authors left this as an open problem [33, Section 4.1]. 

Therefore, these negative results [17,22,33] leave open the possibility of 
constructing standard/non-tight VDFs in the ROM (without any computation 
assumptions) with computational uniqueness and expensive private-coin setup. 
We remark that this is the most general case, and hence, it is conceivable that
it is easier to construct VDFs in this relaxed setting where setup is expensive
and uniqueness is only computational.

1.1 Our Results 

We resolve this open problem and show that no (even non-tight) VDFs exist 
in the plain ROM (i.e., without additional computational assumptions), even 
when considering expensiv e private-coin setup. We summarize the comparison
between our results and prior works on standard VDFs in Table 1. 

Table 1. Comparison between prior works on (non-tight) VDFs and our results.

Expensive 
Public-Coin 

Setup 

Efficient 
Private-Coin 

Setup 

Expensive 
Private-Coin 

Setup 

Perfect 
Uniqueness 

[33], [22] [33] this work 

Computational 
Uniqueness 

[22] this work this work 

Concretely, consider a VDF in the ROM, i.e., all algorithms hav e access to
a random oracle f (see Definition 1 for a formal description). Assume that the 
Setup, Eval and Verify algorithms make at most qs,  qe and qv queries to f , respec-
tively, where qe ∈ poly(T, λ), qv ∈ poly(log(T ),  λ), and qs ∈ poly(log(T ), λ) for
efficient setup or qs ∈ poly(T, λ) for expensive setup. Our results are informally
stated below, and we refer to Corollary 1 for the formal statement.

Theorem 1 (Informal). Let ΠVDF be any VDF (with private-coin setup) in 
the ROM, then at least one of the following holds:
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– There exists an adversary As that breaks sequentiality of ΠVDF by making 
O(qsqeqv) queries in the preproc essing phase and O(qv) rounds of queries in
the online phase.

– There exists an adversary Au that breaks computational uniqueness of ΠVDF 

by making at most O(qsqeqv) queries.

In order to prove Theorem 1, we first rederive in Sect. 4 the results of [22], 
which were based on techniques from the field of query complexity (concretely, 
from decision tree algorithms), using the techniques developed in prior ROM
separations [17,31,33]. We regard this reformulation of the techniques from [22] 
as an additional contribution, as it renders the results of [22] more accessible to 
the broader cryptographic community. Furthermore, this reformulation allows us 
to reconcile the techniques developed in both [33] and [22], and in turn extend 
them to the setting of standard/non-tight VDFs (with expensive private-coin
setup) in Sect. 5. 

1.2 Additional Related W ork

The area of timed cryptography started with Time-Lock Puzzles (TLPs) [36], 
which are similar to VDFs in the sense that they also provide strong sequentiality
guarantees. Mahmoody et al. [31] showed an impossibility result for TLPs in the 
ROM. The techniques developed in that work turned out to be useful also for
the impossibility results on VDFs [33]. 

A timed primitive strongly related to VDFs is Proofs of Sequential Work
(PoSWs) [32], which are proofs of work with sequentiality guarantees. The main 
difference between PoSWs and VDFs is that PoSWs do not provide an y unique-
ness guarantees. Not accounting for VDFs, all PoSW constructions are in the
plain ROM [2–5,14,18,32]. 

Delay functions [1,21,29] are similar to VDFs as they provide sequentiality 
guarantees, however, unlike VDFs they lack verifiability.

Lastly, Rotem et al. [37] showed that generic-group VDFs (and generic-group 
delay functions) cannot b e constructed in cyclic groups of known order.

1.3 Organisation 

We start with an overview of our techniques in Sect. 2. Since our work builds
on [22,33], we warm up by discussing their results and techniques in a unified
language in Sect. 4. In Sect. 5, we present our main result. Finally, the relevant 
definitions and notation are provided in Sect. 3. 

2 Technical Overview 

Since our work builds on [22,33], we warm up by discussing their results 
for public-coin setups and the underlying techniques in Sects. 2.1 and 2.2.  In
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Sect. 2.3, we describe some existing approaches that partially deal with private-
coin setups. Finally, in Sect. 2.4, we explain how we overcome these limitations 
to rule out VDFs with expensive private-coin setups. For simplicity, we focus in 
this technical overview on VDFs with perfect completeness – but the argument
easily generalises to VDFs with a completeness error. We refer the reader to
Sects. 4 and 5 for the formal details. Let us first fix some notation and con ven-
tions pertaining to the ROM and VDFs.

– We work in the parallel random-oracle model (PROM) [6,8], where every 
algorithm has access to a random oracle f , which it can query in parallel.  By  
“queries”, we refer to the total number of queries an algorithm makes to f . 
We will distinguish this complexity measure from “time”, which we will use 
to refer to the total numb er of rounds in which f is invoked by an algorithm,
potentially involving several oracle calls in parallel per round. We refer to
lazy sampling of a random oracle in the standard sense. We refer to Sect. 3.2 
for formal definitions.

– For a VDF Π,  we  use  qs, qe and qv, respectively, to denote the maximum 
number of queries made to f by the setup, evaluation and verification algo-
rithms. If T and λ are the time and security parameters, respectively, then by 
definition qe ∈ poly(T, λ)  and  qv ∈ poly(log(T ),  λ). We say that the setup is 
“efficient” if qs ∈ poly(log(T ), λ), and “expensive” if qs ∈ poly(T, λ). Finally,
we say the setup is “private-coin” if the random coins used to sample the
public parameters are secret; otherwise, we say the setup is “public-coin”.
We refer to Sect. 3.3 for formal definitions.

2.1 Breaking Perfectly-Unique VDFs with Public-Coin Setup

Our starting point is the work of Mahmoody, Smith and Wu [33], who con-
struct a sequentiality breaker for any ROM-based VDF Π := (Setup, Eval, Verify) 
that is perfectly-unique and has a public-coin setup. Their sequentiality breaker,
denoted AMSW, follows the blueprint in [25,31,38] and is described on a high 
level below1 – we refer to Algorithm 2 for a formal description. The parameter 
ton determines AMSW’s online running time and is set, for reasons we explain in
the analysis below, to 6qv.

Sequentiality Breaker A MSW

1. Preprocess. On input public parameters pp := Setupf (λ, T ; rS), where 
rS denotes the public random coins used for setup, initialise a partial
function p1 with the query-response pairs involved in computing pp.

2. Learn online. On input a challenge x, sample i ←  {1,  .  .  .  ,  t  on}, and for
each round j ∈ {1, . . . , i}:
(a) Lazily sample a “simulated” oracle gj that extends the partial func-

tion pj and then compute (yj ,  πj) ← Evalgj (pp, x), where we say “gj

1 Our presentation differs slightly from [33], in which AMSW carries out the “Learn
online” step (Step 2)  for  ton rounds, after which it outputs the majority element in 
{y1,  .  .  .  ,   yton}. Looking ahead, our variant results in a simpler analysis.
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extends pj”  if  gj(m)  =  pj(m) holds for all queries m in pj ’s domain
Dom(pj).

(b) Let Q∗ := {m1,  .  .  .  ,  m  } denote the set of new queries made to 
gj during computation of (yj ,  πj), where a query m is deemed to 
be “new” if m Dom(pj). Query f on Q∗ in parallel to obtain a
response (a1, . . . , a ).

(c) Update knowledge of f by constructing a new partial function 

pj+1(m)  :=  
pj(m)  if  m ∈ Dom( pj)
al if m = ml for some ml ∈ Q∗

3. Output yi .

Following the argument in [33], let us analyse why AMSW’s output yi (Step
2b) constitutes a valid break of Π’s sequentiality. Let (y, π) ← Evalf (pp,  x), and 
let QV denote the set of queries made while computing Verifyf (pp,  x,  y,  π). We 
say that AMSW “learns” in a round j if Q∗ contains at least one query from
QV , i.e., Q∗ ∩ QV = ∅. Since |QV | ≤ qv and f is the given oracle subsequently
queried on Q∗ (Step 2b), there can be at most qv rounds in which AMSW learns. 
Now we argue that AMSW breaks sequentiality in any round in which it does not 
learn!  Assuming  round  i is one of the rounds in which AMSW does not learn, it 
is possible to exploit perfect uniqueness to argue that yi = y: if, for the sake of
contradiction, yi = y, then it can be shown that relative to the “hybrid” oracle

hs(m) :=
gi(m) if m ∈ Q∗

f(m) otherwise,
(1) 

Π’s uniqueness is violated. To be specific, for (yi,  πi) ← Evalhs (pp,  x  ) both

yi = yi = y and (2) 

Verifyhs (pp,  x,  y, π) = 1 (3) 
hold, and therefore (y, π) is a valid break of uniqueness relative to hs. This 
contradicts Π’s perfect uniqueness. To see why Eq. (2) holds, note that hs and 
the simulated oracle gi are consistent when it comes to evaluation of (pp,  x): 
by definition, hs agrees with gi on Dom(pi) ∪ Q∗, which contains all queries 
used to evaluate (pp, x) relative to gi. As (yi, πi) is output by Evalhs(pp, x),
Eq. (2) follows since the function output yi of Evalgi on public parameters pp 
and input x is computed deterministically. To see why Eq. (3) holds, note that 
hs and f are consistent when it comes to verifying (pp,  x,  y,  π): conditioned on 
AMSW not learning in round i, Q∗ does not contain any query from QV and 
thus Verifyf (pp,  x,  y,  π) = 1 implies Verifyhs (pp,  x,  y  , π) = 1. To complete the
argument, we need to set the parameter ton appropriately. Specifically, we need to
set ton to be sufficiently larger than qv, so that a random round i ← {1, . . . , ton}
(Step 2) is likely to be one in which AMSW does not learn. For instance, for 
ton =  6qv, it can be shown that AMSW does not learn in a random round i with
probability at least 1/3 (see Theorem 2).
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Finally, let us see why AMSW constitutes a valid sequentiality breaker. Note 
that the preprocessing step requires qs queries. Moreover, for the parameters
discussed above, the online learning phase (Step 2) requires at most ton =  6qv 
time. It follows that AMSW is a valid breaker since qv ∈ poly(log(T ),  λ  ) and
qe ∈ poly(T, λ). We refer the reader to Sect. 4.1 for more details.

2.2 Breaking Computationally-Unique VDFs with Public-Coin
Setup

When Π’s uniqueness requirement is relaxed from perfect to computational, the 
reasoning we used above to claim that uniqueness is violated relative to hs is no 
longer valid. To be specific, Verifyhs (pp,  x,  y  , π) = 1 no longer guarantees that
yi = y, as π could have been a bad proof relative to hs,2 where by “bad proof” 
we mean a proof that leads to Verify accepting a wrong output. Although such 
bad proofs don’t exist in case Π is perfectly unique, they do exist in case Π is 
only computationally unique. In fact, the computational uniqueness requirement
for a VDF states that it is hard to find such bad proofs relative to f (see Defini-
tion 1). At this point, Guan, Riazanov and Yuan [22]  first  observe  tha  t in case
Eqs. (2) and (3) do hold but yi = y, AMSW breaks Π’s uniqueness, albeit rela-
tive to a wrong oracle. In more detail, relative to hs we have (y, π) and (yi,  π  i)
such that yi = y and Verifyhs(pp, x, y, π) = 1. Then, [22] make a second crucial 
observation: the original world (f, hs), with f and hs defined as above, is dis-
tributed identically to a “flipped” world (hu,  f), where hu is a hybrid oracle that 
is closely related to hs (to be explained soon). Whenever yi = y, it is therefore 
p ossible to argue that AMSW breaks uniqueness relative to f in the flipped world
with the same probability that it breaks uniqueness relative to hs in the original
world. Keeping this fact in mind, the uniqueness breaker by [22], denoted AGRY, 
is implemented as follows: for i ←  {1,  .  .  .  ,  ton}, AGRY works exactly like AMSW 

till round i. But then in round i, it flips the role of sim ulated oracle gi and given
oracle f , and uses f itself as the simulated oracle. A more detailed description
is given below – we refer to Algorithm 3 for the formal description. Like we did 
for AMSW, the parameter t on can be set to 6qv.

Uniqueness Breaker A GRY

1. Preprocess. On input public parameters pp := Setupf (λ, T ; rS), where 
rS denotes the public random coins used for setup, initialise a partial
function p1 with the query-response pairs involved in computing pp.

2. Learn online. Sample i ←  {1,  .  .  .  ,  ton }. For each round j ∈ [i − 1], carry
out Step 2a to Step 2c as in A MSW.

3. Construct hybrid oracle. For round i:
(a) Compute (yi,  πi)  =  (y, π) ← Evalf (pp,  x), and let Q∗ denote the new

queries made to f during this computation.
(b) Lazily sample a simulated oracle gi that extends pi.

2 Note that π is guaranteed to be a “good proof” relative to f since it is honestly 
generated relative to f and Π is perfectly correct. However, this guarantee does not
necessarily hold relative to hs since π is not honestly generated relative to hs.
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(c) Construct the hybrid oracle hu as 

hu(m)  :=  
gi(m)  if  m = m l for some ml ∈ Q∗

f(m) otherwise.
(4) 

4. Output (yi ,  πi ), where (yi ,  π  i ) ← Evalhu(pp, x).

Let us analyse why AGRY’s output (yi , πi ) (Step 4) constitutes a valid break 
of uniqueness. Assuming y = yi , we need to argue that Verifyf (pp,  x,  yi ,  πi )  =  1.  
Since the original world and the flipped world can be shown to be iden-
tically distributed, we can apply the same line of argument we used for
AMSW to claim that AGRY also likely does not learn in its round i if we
set ton large enough, say ton = 6qv (see Theorem 3). To be precise, we can 
claim that the set Q∗ (Step 3a) contains no query made while computing 
Verifyf (pp,  x,  yi ,  πi ). As a result, the oracles f and hu are consistent when it 
comes to queries made by Verifyf (pp,  x,  yi ,  πi )  and  Verifyhu (pp,  x,  yi ,  πi ), which 
implies Verifyf ( pp, x, yi , πi ) = 1. Translating this informal argument into a for-
mal proof requires careful handling of the random coins used by the adversaries
and the challenger in the respective security games – we refer to Sect. 4.2 for the 
details. 

Finally, note that AGRY is a valid uniqueness breaker since it is query-efficient: 
the preprocessing step requires qs queries and the learning stage requires at most 
6qvqe queries, the total number of queries is at most qs+6qvqe, which is poly(T, λ).

2.3 Handling Private-Coin Setups: Challenges and Existing
Approaches

Recall how we used the notion of query learning to argue c onsistency of hybrid
oracles in AMSW (Eq. (1)) and AGRY (Eq. (4)). The main challenge in handling 
a private-coin setup (efficient or expensive) is that we need to take into account 
queries not only in QV but also in QS , the set of queries involved in computing 
Setupf (λ, T ; rS). We were able to avoid this issue when the setup was public-coin
since the coins rS it uses are available, and can be used to initialise the partial
function p1 to match f at QS (Step 1 in AMSW and Step 1 in AGRY). This, in 
turn, guaranteed consistency of hybrid oracles with QS throughout AMSW’s and 
AGRY’s execution. However, for private-coin setups, rS is unavailable and we 
cannot proceed as above. We can also not afford to ignore QS as it may result in 
hybrid oracles that are inconsistent on QS : for example, if round j is such that
AMSW learns a query m ∈ QS , then a hybrid oracle hs constructed as described
in Eq. (1) is likely to be inconsistent on QS (and thus pp). In this case, we won’t 
b e able to invoke perfect uniqueness (and correctness) of Π.

Two approaches to partially deal with this issue are presented in [33]. The 
first approach works when the setup additionally is efficient. The second app-
roach can handle expensive setups provided Π is also tight. We briefly discuss 
these t wo approaches and explain why they don’t seem to readily extend to
standard (i.e., non-tight) VDFs with expensive setup. In fact, [33] leaves the
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impossibility of non-tight VDFs with expensive private-coin setup as an unre-
solved question; see Sect. 4.1 of [33]. 

Exploiting Setup Efficiency. Recall from AMSW’s description that we set 
ton =  6qv to ensure that a random round i is likely to be one in which AMSW 

does not learn a query from QV , and thus, hs is consistent with f on QV .  To  
ensure consistency of hs also with f on QS in round i, we require AMSW to not 
learn any query from QV ∪ QS in round i. By the same counting argument we 
used for AMSW, there can be at most qs rounds in which queries from QS can 
be learnt. Taken together, it suffices to therefore, say, set t on = 6(qs + qv). Since
we assume efficient setup, qs ∈ poly(log(T ), λ) and thus the online phase runs
for 6(qv + qs) ∈ poly(log(T ), λ) time, which is still within a valid sequentiality
breaker’s budget. However, for an expensive setup, where qs ∈ poly(T, λ), the
sequentiality breaker is clearly invalid, i.e., runs in time greater than T .

Exploiting Tightness. Recall that in a tight VDF, sequentiality holds even 
against adversaries whose online time complexity is close to the evaluation time
T , say T − √

T for concreteness. In the second approach, [33] exploits tightness 
to rule out ROM-based tight VDFs with even expensive private-coin setup.3 

Keeping the goals of Sect. 2.4 in mind, we present their adversary in two steps. 
First we present an online adversary AMSW that breaks tight VDFs with efficient 
private-coin setup. Then we describe a preprocessing algorithm PMSW, which lifts 
AMSW to break tight VDFs with expensive private-coin setup. T owards that end,
we discuss how tightness is essential to the overall strategy, and why it does not
seem to easily extend to standard (i.e., non-tight) VDFs.

The attack relies on the insight that Verify in a tight VDF Π is “insensitive” 
to small changes to Eval. Thus, to break uniqueness, AMSW can simply output 
(y ,  π  ) ← Evalf (pp, x), while locally simulating a small fraction of rounds of
queries to f . An informal description follows.

Uniqueness Breaker A MSW

1. Sample a random set S  ⊆  {1 , . . . , T} of size
√

T
2. On input (pp,  x), run Eval on input (pp,  x) with its i-th round oracle

queries (m1, . . . ,m ) replied to as follows:
– If i ∈  S  then return (r1,  .  .  .   ,  r ), where r1, . . . , r ← {0, 1}λ

– Else return (f(m1),  .  .  .  ,  f  (m )).
3. Output (y ,  π  ), which is Eval’s output in Step 2. 

Let (y, π) ← Evalf (pp,  x). Since AMSW runs in time T − 
√

T , y = y holds 
with high probability due to Π’s sequentiality. Furthermore, as we explain next,
Verifyf (pp, x, y , π ) = 1 holds with high probability, resulting in AMSW breaking

3 To be precise, [33] rules out ROM-based tight PoSWs with expensive private-coin 
setup. Since a PoSW is simply a VDF without the uniqueness guarantee, their result 
also rules out tight VDFs with expensive private-coin setup. What we present is 
essentially their two-stage adversarial strategy for breaking sequentiality of tight
PoSWs, suitably adapted for breaking uniqueness of tight VDFs (borrowing ideas
from [17]). 



12 H. Abusalah et al.

Π’s uniqueness. By “locally simulated” oracle, we refer to the oracle f that
results from local simulation of Eval queries (Step 2). As long as none of the 
queries in QS ∪ QV end up simulated, if Verify accepts (y ,  π  ) relative to f then 
Verify accepts (y ,  π  ) relative to f too. It remains to bound the probability that 
a query in QS ∪ QV is simulated. This can be sho wn using a union bound to be
at most (qs + qv)/

√
T and thus Verify accepts (y , π ) with probability at least

1 − (qs + qv)√
T

. (5) 

Since qs + qv 
√

T , the value of Eq. (5) is close to 1 for VDFs with efficient 
setup. 

For expensive setups, the bound obtained in Eq. (5) is meaningless and to 
resolve this issue, [33] resorts to preprocessing. Deem a setup query “heavy” if 
it is likely to be queried again during evaluation. The goal of preprocessing is
to learn the heavy setup queries, and [33] proposes repeatedly running Eval on 
random inputs, say for tpre := 6qs times, to collect such heavy queries. Their
preprocessing algorithm is described below (suitably adapted for VDFs).

Preprocessing Algorithm P MSW

1. Initialise. Set partial function ppre to b e empty.
2. Learn. On input pp,  for  each  j ∈ {1, . . . , tpre}:

(a) Sample random VDF input xj and run (yj ,  πj ) ← Evalf (pp, xj).
(b) Let Q∗ := {m1,  .  .  .  ,  m  } denote the new queries made b y Eval to f

during this computation, where “new” is now with respect to ppre .
(c) For each m ∈ Q∗,  set  ppre( m) := f(m).

3. Output ppre .
In [33], it is shown that most heavy setup queries will likely have been collected 
in ppre , and it thus suffices to carry out the online phase as in AMSW, except 
with all queries in ppre responded to honestly. They then show that the online 
phase, which involves a single invocation of Eval, is unlikely to involve a new 
setup query. While PMSW requires qsqe queries, the online phase has the same 
time complexity as AMSW, i.e., T − 

√
T . It is thus possible to argue like before 

that if sequen tiality holds then (y , π ) breaks Π’s uniqueness.
Note however the idea underlying AMSW, i.e., locally simulate a fraction of

Eval queries, limits it to tight VDFs: if the adversary is allowed only, say, T/2
time, then around T/2 rounds need to be locally simulated. This would once
again render the union bound meaningless.

2.4 Handling Expensive Private-Coin Setups Using Preprocessing

We overcome the barriers explained in Sect. 2.3 using preprocessing. In particu-
lar, we use preprocessing to extend the [22] result to expensive private-coin setups 
without having to rely on tightness. Our preprocessing algorithm, denoted P,  is  
conceptually different from PMSW and its design and analysis are our main tech-
nical contribution. In the remainder of this section, we explain why PMSW falls
short of serving our purpose, and how P resolves these shortcomings.
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Recall from the analysis of AMSW and AGRY that we want to ensure AMSW 

does not learn any query from QV ∪ QS in most online rounds. This allowed us 
to construct the consistent hybrid oracles, which aided breaking sequentiality 
or uniqueness. The goal of preprocessing is to generate a partial function ppre 
such that the aforementioned guarantee is still likely to hold when AMSW (and 
thus AGRY) is executed in the online learning stage with the first-round partial
function p1 initialised to ppre . That is, most of the ton online rounds must be
such that AMSW (and thus AGRY) does not learn any query from QV ∪ QS .

To this end, let us first analyse the straw man proposal where we replace
the preprocessing step in AMSW (Step 1)  and  AGRY (Step 1) with PMSW from
Sect. 2.3. The intention, as was for AMSW, is to learn the heavy setup queries. 
Recall however that AMSW involved a single call to Eval, and it sufficed to avoid 
queries from QS in this particular call. However, the online learning phase of 
AMSW can involve ton invocations of Eval, relative to different simulated (but 
not independent) random oracles g1,  .  .  .  ,  gton, and we need AMSW to not learn 
queries from QS for most of these rounds. When tpre = 6qs, we are unable to rule
out AMSW making new setup queries in many rounds – in fact we believe this
does not generally hold. PMSW could potentially compensate for the ton = 6qv

invocations of Eval by running its own learning phase (Step 2) for longer, say 
tpre =  6qsqv. However, we were unable to analyse this strategy, or ascertain
whether or not the guarantee even holds.

Our way around this issue is to use a different strategy for preprocessing, one 
which we are actually able to analyse. Our strategy implemented by P relies on 
the following crucial observation: it is not necessary to learn the heavy queries in 
QS that Eval is likely to make, but only those heavy queries that AMSW (respec-
tively, AGRY) is likely to make in the online learning stage. This is sufficient to 
ensure that most rounds in the online learning phase are where AMSW (respec-
tively AGRY) does not learn queries from QS . Thus P repeatedly runs AMSW

instead of Eval with the intention of learning the heavy queries that AMSW itself
is likely to make. An informal description of P follows – a formal description can
be found in Algorithm 4. For our analysis, we set tpre =  6q s and ton = 6qv.

Preprocessing Algorithm P 
1. Initialise. Set partial function ppre to be empty. Sample i ←

{1, . . . , tpre}.
2. Learn online. For each j ∈  {  1, . . . , i}:

(a) Sample random VDF input xpre , and run online learning phase of
AMSW (Step 2) with p1 := ppre , parameter ton and challenge xpr e to
obtain ypre .

(b) Let Q∗ denote the new queries made by AMSW to f during this 
computation, where “new” is again with respect to ppre .

(c) For each m ∈ Q∗,  set  ppre( m) := f(m).
3. Output ppre .

Note that, since AMSW makes at most 6qeqv queries, the number of queries made 
by P is at most 36qsqeqv. Now when we run AMSW in the online learning stage
with p1 := ppre generated by P, it is possible to show that in most rounds
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AMSW does not learn any query from QV ∪ QS . The formal analysis largely 
follows the “two-world” argument we used for AGRY, but extra attention needs 
to be paid due to preprocessing. We show that the probability of AMSW breaking 
sequen tiality in the original world is roughly the same as the probability of AGRY

breaking uniqueness in the flipped world. We state and prove this in Lemma 3. 
We refer to Sect. 5 for the details.

3 Preliminaries 

3.1 Notation 

Sets. For n ∈ N, let [n] := {1,  .  .  .  ,  n}, and let λ ∈ N be the security parameter. 
For a set X, we write x ← X to denote that x is sampled from X uniformly at
random.

Algorithms. For a probabilistic algorithm A, we write y ← A(x), or sometimes 
also A(x) → y, to denote that A run on input x with uniformly random coins 
outputs y. If we need to make the random coins explicit, we write A(x; r) to
denote that algorithm A is run on input x with random coins r.

Functions. We define the set of partial functions Pλ := {p : {0, 1}∗ {0, 1}λ : 
Dom(p) ⊆  {0, 1}∗}, i.e., the set of functions p which are only defined on a subset 
Dom(p) ⊆  {0, 1}∗. For a function set Fλ = {f : {0, 1}∗ →  {0, 1}λ} and a partial
function p ∈ Pλ, we let Fλ|p denote the subset of Fλ that agrees with p, i.e.,
Fλ|p = {f ∈ Fλ : f(x) = p(x) ∀x ∈ Dom(p)}.

We denote the set of polynomial functions f : Nn → N (n ∈ N)  by  poly.  A  
function f : N → N is negligible if its absolute value is smaller than the inverse 
of any polynomial (i.e., if ∀c∃k0∀λ ≥ k0 : |f (λ )| < 1/λc). We denote the class of
negligible functions by negl, and hence, we write f ∈ negl or f(λ) ∈ negl(λ) if f
is a negligible function.

3.2 The Parallel Random Oracle Mo del (PROM)

The random oracle is defined to be the uniform distribution over the set Fλ of all 
functions f : {0, 1}∗ →  {0, 1}λ. In this work, random oracles will be simulated 
lazily, i.e., whenever a new query x is made to f , f(x) is set to a uniformly 
random string y ←  {0, 1 }λ. We write f ← Fλ for this process. In the proofs later
we want to associate oracles with partially defined functions, i.e. they initially
correspond to a completely undefined partial function and with every query the
associated partial function gets updated.

An f -oracle-aided algorithm Af , on input an initial state/input, runs in 
rounds: in the i-th round it (a) makes a tuple of parallel queries Qi to f and 
receives f(Qi)  :=  (f(x))x∈Qi

, and (b) runs an arbitrary computation on its cur-
rent state and f(Qi), and passes the result as a state to the next round. For 
a k-round algorithm Af we refer to q := k

i=1 |Qi| as the (total) number of
queries. If Af is a deterministic algorithm, then Q(Af ) denotes the set of queries
A makes to f . We define the time complexity of Af as the number of rounds it
takes Af to terminate.



Impossibility of VDFs in the ROM: The Complete Picture 15

3.3 Verifiable Delay F unctions

A verifiable delay function (VDF) [11] is a function that requires many sequential 
steps to evaluate, yet the output (together with a proof) can be publicly verified 
much more efficiently. We define VDFs with respect to an y oracle distribution
Oλ. VDFs in the ROM are obtained as a special case when Oλ := Fλ where Fλ

is defined in Sect. 3.2. 

Definition 1 (Verifiable Delay Functions). An oracle-aided Verifiable 
Delay Function (VDF) is a triple of oracle-aided (potentially randomized) uni-
form algorithms Π := (Setup, Eval ,Verify), such that for any λ ∈ N and oracle
distribution Oλ the following hold:

– Setup(λ, T ) → pp: On input a security parameter λ and time parameter T 
, it outputs the public parameters pp. The public parameters determine an 
efficiently samplable finite set of inputs X, a set of outputs Y ,  and  a  s  et
of proofs P . We say that Π has a public-coin setup if pp also contains the
random coins used by Setup. Otherwise, we say that Π has a private-coin
setup.

– Eval(pp,  x) → (y, π):  On  input  pp and a value x, it outputs y ∈ Y and a 
(possibly empty) proof π ∈ P . The first output y is determined only by x and
pp, i.e., y is independent of the randomness of Eval.

– Verify(pp,  x,  y,  π) ∈  {0, 1}: This is a deterministic algorithm that on input 
pp,  values  x, y, an d a proof π, outputs a bit indicating whether it accepts or
rejects.

We require Π to satisfy efficiency, completeness, sequentiality and uniqueness
as defined below.

– Efficiency. Π is efficient if the following hold for every O ∈ Oλ:
• SetupO makes at most qs ∈ poly(T, λ) queries to O,
• EvalO makes at most qe ∈ poly(T, λ) queries to O in at most T rounds.
• VerifyO makes at most qv ∈ poly(log(T ) , λ) queries to O.

– α-Completeness. Π is complete with error α if for any λ, T ∈ N, every 
O ∈  Oλ,  any  pp ← SetupO (λ, T ),  and  any  x ∈ X 

Pr VerifyO (pp,  x  , y, π) = 1: (y, π) ← EvalO(pp, x) ≥ 1 − α(λ).

We say Π satisfies perfect completeness if α = 0.
– Sequentiality. Π satisfies sequentiality with ∈ [0, 1) gap if for every 
λ, T ∈ N and every two-stage oracle-aided adversary A =  (A0, A1) such that 
A makes in total poly(T, λ) oracle queries and A1 makes its queries in T 
rounds, it holds that 

Pr 

⎡ 

⎢⎢⎢⎢⎢⎢⎣ 
y = y : 

O ←  Oλ 
pp ← SetupO(λ, T )

st ← AO
0 (pp)

x ← X
y ← AO

1 (st, x)
(y, π) ← EvalO(pp, x)

⎤
⎥⎥⎥⎥⎥⎥⎦

∈ negl(λ).
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– (Non-adaptive) Computational Uniqueness. Π satisfies computa-
tional uniqueness if for any λ, T ∈ N and oracle-aided adversary A that makes 
q ∈ poly(T, λ) oracle queries, it holds that 

Pr 

⎡ 

⎢⎢⎢⎢⎣y = y ∧ VerifyO (pp,  x,  y  ,  π  )  =  1:  

O ←  O  λ
pp ← SetupO(λ, T )

x ← X
(y , π ) ← AO(pp, x)

(y, π) ← EvalO(pp, x)

⎤
⎥⎥⎥⎥⎦ ∈ negl(λ).

(6) 

We say that Π satisfies perfect uniqueness if q is unbounded and Eq. (6) 
holds with prob ability 0.

Remark 1. Some VDF definitions [11,35,40] use the word soundness to describe 
uniqueness. The two terms describe the same thing and we use uniqueness fol-
lowing [22,33]. We note that previous works [11,17,33] defined uniqueness adap-
tively, i.e., instead of sampling x uniformly at random and giving x to the adver-
sary A as input, they allow A to choose x itself. This adaptive uniqueness is 
stronger than our non-adaptive uniqueness, but since our focus in this work is
on impossibility results, working with non-adaptive uniqueness implies stronger
results (analogous to [22]). 

4 Warmup: Impossibility for Public-Coin Setup 

In this section, we set up the stage for our main results which we present in
Sect. 5. To do so, we first unify the language [22,33] use to describe their adver-
saries. To accommodate this unification, we pro vide a different analysis to the
results of [22]. We crucially rely on this new analysis in Sect. 5 to extend the 
results of [22] to VDFs with private-coin and expensive setups.

In Sect. 4.1 we present the simplest case of perfectly unique VDFs with public-
coin setup, as considered by [33], and in Sect. 4.2, we consider the case of com-
putationally unique VDFs with public-coin setup, as handled by [22]. 

Let Π := (Setup, Eval, Verify) be a VDF in the ROM. At the heart of the
results of both Sect. 4.1 and Sect. 4.2 is the sequentiality breaker (Ppub , As) where 
Ppub and As are formally depicted in Algorithms 1 and 2, respectively. This 
breaker is based on the sequentiality breaker of [33], with the difference that 
in As we select the output from a uniformly random iteration instead of using
majority-based output selection. This turns out to simplify the analysis.

The online phase of the adversary Af 
s with oracle access f , takes as input 

public parameters pp, x ∈ X, and a partial function ppre computed by the 
preprocessing algorithm Pf . The preprocessing algorithm for the public-coin 
setup case we consider in this section is simple: on input pp, the algorithm Pf

pub

simply runs the setup algorithm with the public random coins contained in pp,
and stores the queries made to f during this process in the partial function ppre .
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Algorithm 1 The preprocessing algorithm Ppub for public-coin setup. 
Input Public parameters pp 
Output A partial function ppre : {0, 1}∗ {0, 1}λ 

1: Initialize ppre as the empty partial function with Dom(ppr e) = ∅
2: Run Setupf (λ, T ; rS) with the random coins rS contained in pp (cf. Definition

1) 
3: Set ppre(m)  =  f (m) for each query m ∈ Q(Setup f (λ, T ; rS))
4: Return ppre

Algorithm 2 The sequentiality breaker Af
s , essentially [33, Algorithm 1]. 

Input: Public parameters pp, an element x ∈ X, and a partial function ppre 
Hard-Coded: Running time parameter ton 
Output: An element y ∈ Y 

1: Set p1 := ppre 
2: Sample i ←  {1,  .  .  .  ,  ton} uniformly at random 
3: for j =  1,  .  .  .  ,  i  do 
4: Lazily sample gj ←  Fλ|pj 

5: Sample random coins rj and run (yj ,  πj) ← Evalgj (pp , x; rj)
6: Initialize pj+1 as the partial function with pj+1(m) = pj(m) for m ∈

Dom(pj)
7: Set pj+1(m) = f(m) in parallel for every m ∈ Q(Evalgj (pp, x; rj)) \

Dom(pj)
8: end for
9: Return yi

For our results regarding VDFs in the private-coin setup in Sect. 5, As is the 
same but we emplo y a more sophisticated preprocessing phase.

In Fig. 1 we formally describe an execution of the sequentiality game with 
the sequentiality breaker ( P,As), where P is the preprocessing algorithm.

4.1 Perfectly Unique VDFs

In this section, we consider the case of perfectly unique VDFs Π with public-coin 
setup. F or simplicity, we first assume that Π is also perfectly correct.

Preprocessing as per Algorithm 1 ensures that for all queries m made in 
Setupf (λ, T ; rS)  we  have  gj(m)  =  f(m) for all j ∈ [i]. The argument for the
sequentiality breaker of both [22,33], depicted in Algorithm 2, now works a s
follows.

Consider the case that in the i-th iteration of Algorithm 2, i.e., the last 
iteration, no new query is made to gi that is also made in Q(Verifyf (pp,  x,  y,  π)), 
i.e., we have 

(Q(Evalgi (pp, x; ri)) \ Dom(pi)) ∩ Q(Verifyf (pp, x, y, π)) = ∅. (7)
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Fig. 1. The execution of the sequentiality game of Definition 1 with adversary 
(P, As)(

1 The algorithm Ppub used in this section is actually deterministic, so it w ould
ignore random coins rP . However, in Sect. 5 we will use a randomized prepro cessing
algorithm Ppub .).

We will sketch the proof of how Af 
s breaks sequentiality whenever Eq. (7) holds. 

To do so, we construct a hybrid oracle hs as 

hs(m)  =  
gi(m)  if  m ∈ Q(Eval gi(pp, x; ri)) \ Dom(pi)
f(m) otherwise.

(8) 

By construction and perfect completeness, we now have 

(yi,  πi)  =  Evalhs (pp,  x; ri) and Verifyhs(pp, x, y, π) = 1. (9) 

Hence, perfect uniqueness implies yi = y. Thereby, Af 
s breaks sequentiality when-

ever Eq. (7) holds. 
It remains to show that Eq. (7) holds often. Recall that the oracles gj get 

updated in each iteration and every query is made to f at most once. Further-
more, the number i of iterations of the for-loop is sampled uniformly at random 
from [ton]. Since there are qv queries made in Q(Verifyf ( pp, x, y, π)), there can be
at most qv iterations where a query in Q(Verifyf (pp, x, y, π)) is made to f , hence,
we obtain that i hits an iteration where Eq. (7)  is  not satisfied with probability 
at most qv/ton, which results in a success probabilit y for Af

s of at least 1−qv/ton.
In the case that Π satisfies only α-completeness, Eq. (9) only holds with 

probability 1 − α, which causes a loss of α in the adversary’s advantage. We 
obtain the following result, whic h is, given that the exact construction of the
sequentiality breaker differs slightly, essentially [33, Theorem 3.1 and Sect. 4].

Theorem 2 (Corollary of [33, Theorem 3.1 and Sect. 4]). Let Π be a 
VDF in the ROM with public-coin setup satisfying perfect uniqueness and α -
completeness, having running time parameters qs, qe and qv, as in Definition 1. 
Let Ppub and As be the algorithms constructed in Algorithms 1 and 2, where the 
parameter ton can be chosen as any positive natural number.
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Now, independently of the choice of f ∈  Fλ, the pair (Ppub , As) wins the 
sequentiality game with probability at least 1 − qv/ton − α. Here, Ppub makes at 
most qs queries to f , and As makes at most qe · ton queries to f , in at most ton
rounds.

4.2 Computationally Unique VDFs

Next we consider the case of computationally unique VDFs Π with public-
coin setup. For simplicity, we first assume that Π satisfies perfect completeness. 
The argument of breaking sequentiality for perfectly unique VDFs fails when
considering VDFs that are only computationally unique. This is so as it might
happen that yi = y while Eq. (7) holds. However, the authors of [22] observe that 
it is possible to break uniqueness with the same probability as this bad event 
is happening, i.e., they construct an adversary that breaks uniqueness with the 
same probability as the event 

(Q(Evalgi(pp, x; ri)) \ Dom(pi)) ∩ Q(Verifyf (pp, x, y, π)) = ∅ ∧ yi = y (10) 

occurs for Af 
s .  As  Verifyf (pp,  x,  y,  π  ) makes only qv queries, the first line of Eq.

(10) holds with probability at least 1 − qv/ton (as seen in Sect. 4.1), hence, the 
probability that Eq. (10) holds is, up to an additive error of at most qv/ton,  equa  l
to the probability that the sequentiality breaker fails.

Algorithm 3 The uniqueness breaker Af
u, essentially [22, Algorithm 5]. 

Input: Public parameters pp, an element x ∈ X , and a partial function 
ppre 
Hard-Coded: Running time parameter ton 
Output: An output-proof pair (y, π) ∈ Y × P 

1: Set p1 := ppre 
2: Sample i ←  {1,  .  .  .  ,  ton}. 
3: for j =  1,  .  .  .  ,  i  − 1 do 
4: Lazily sample gj ←  Fλ|pj 

5: Sample random coins rj and run (yj ,  πj)  :=  Evalgj (pp,  x; rj) 
6: Initialize pj+1 as the partial function with pj+1(m)  =  pj(m)  for  m ∈ 

Dom(pj) 
7: Set pj+1(m)  =  f(m) in parallel for every m ∈ Q(Evalgj (pp,  x; rj)) \ 

Dom(pj) 
8: end for
9: Sample random coins ri and set (y, π̃) := Evalf (pp, x; ri)

10: Define a function hu as follows. For m ∈ (Q(Evalf (pp, x; ri)) \ Dom(pi)),
sample the value of hu(m) uniformly at random; otherwise, set hu(m) =
f(m)

11: Sample random coins rE and run (yi , πi ) := Evalhu(pp, x; rE)
12: Return (yi , πi )



20 H. Abusalah et al.

The uniqueness breaker of [22]  is  (Ppub , Au) where Ppub and Au are depicted
in Algorithms 1 and 3, respectively. Syntactically, the uniqueness breaker doesn’t 
have a preprocessing phase, hence, the tuple (Ppub , Au) is a (two-stage) unique-
ness adversary. The first stage Ppub is the same as the sequentialit y breaker
preprocessing. The second stage As executes the exact same first i − 1 itera-
tions of the sequentiality breaker of Algorithm 2, but then, in the last iteration, 
interchanges the roles of f and gi, and constructs a function hu such that run-
ning the evaluation algorithm with oracle access to hu breaks uniqueness, i.e., 
( yi , πi ) = Evalhu(pp, x; rE) using random coins rE is used as the tuple to break
uniqueness.

Before sketching the proof of breaking uniqueness, let’s recall the execution 
of the uniqueness game with the uniqueness breaker (P,Au) in Fig. 2. 

Fig. 2. The execution of the uniqueness game of Definition 1 with adversary (P, A u).

The first step towards showing that (Ppub , Au) indeed breaks uniqueness is to
observe that if Eq. (10) holds for Af 

s , then we have, by perfect correctness, 

Verifyhs (pp,  x,  y,  π) = Verifyf (pp, x, y, π) = 1 ∧ yi = y. (11) 

Here, hs is  the  hybrid  oracle from Eq. (8), (y, π)  =  Evalf (pp,  x; rE) and (yi,  πi)  =  
Evalhs (pp,  x; ri). In other words, in case of perfect correctness, we obtain a break 
of uniqueness of the VDF (namely, the tuple (y, π)) although only for the wrong 
oracle hs,  not  f . This in particular means, that for any f we can find an oracle hs

such that when (Pf
pub ,A

f
s ) fails to break sequentiality, then the original evaluation

algorithm Evalf succeeds in breaking uniqueness for hs.
However, this is not sufficient for our final statement, for which we need to 

show that for a uniformly random f we have a non-negligible probability that 
either the sequentiality or the uniqueness breaker succeeds. (Note that the oracle 
hs is not uniform and independent of As’s random coins, but was made up by Af 

s

itself!) To prove our final statement, it suffices to prove that the pair (yi , πi ),
output by (Pf

pub ,A
f
u), when viewed as a random variable, breaks uniqueness with
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respect to the oracle f with the same probability as (y, π), produced by Evalf , 
breaks uniqueness with respect to hs as implicitly sampled by Af

s . We prove this
formally in Sect. 5.1 and only give a high-level o verview below.

The proof utilized an auxiliary oracle f that we define in terms of the lazily 
sampled f and gi. Before defining f , we need to make certain aspect of the 
sequentiality breaker/game more precise. At the beginning of the i-th itera-
tion, all of the values of f that are determined are stored in the partial func-
tion pi.  Now,  for  As, we call Evalgi (pp,  x; ri) where gi is a function satisfying 
gi(m)  =  pi(m)  =  f(m)  for  m ∈ Dom(pi). During this call, queries at new values 
m1,  .  .  .  ,  m  ∈  {0, 1}∗ \ Dom(pi) might come up. Whenever such a query is made, 
we sample a new random value γi,j ← {0, 1}λ such that at the end of the i-th
iteration we have that

gi(mj) = γi,j for each j ∈ {1 }.

Later in the i-th iteration of As, the values of f are determined. We then have

f(mj) = φi,j for each j ∈ {1 },

where φi,1, . . . , φ ∈ {0, 1}λ are all sampled uniformly at random.
With these assignments for f and gi, let’s consider the uniqueness 

breaker/game, but with respect to a different oracle f , rather than f , where 
f is defined by a function f : {0, 1}∗ {0, 1}λ where 

f (m)  :=  
f(m)  if  m ∈ Dom(pi) 
γ i,j if m = mj .

Note that in this case, we have

{m1, . . . ,m } = Q(Evalf (pp, x; ri)).

If then, as in the last few lines of Algorithm 3, the function hu is sampled as 

hu(m)  =  
φi,j if m = mj 

f (m) otherwise, 

then by inspection we have (f, hs)  =  (hu,  f  ). That is, what was f in the original
case is now hu, and what was hs is now f .

We now observe that if the pair (f, hs) makes Eq. (11) occur in the sequen-
tiality game, then in the uniqueness game (and assuming all other random coins, 
in particular ri,  rE , are the same in the two experiments), with respect to f ,  we  
have: 

Verifyf (pp,  x, yi , πi ) = Verifyf (pp, x, y , π ) = 1 ∧ yi = y = yi = y , (12) 

where we denoted (y ,  π  ) := Evalf (pp,  x; ri). Stated differently, Eq. (12)  shows  
that the pair (yi ,  πi ) breaks uniqueness with respect to the oracle f . It remains
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to show that Eq. (12) holds. This follows from observing that 

hu = f ⇒ (yi ,  πi )  :=  Evalhu (pp,  x; rE)  =  Evalf (pp,  x; rE)  =:  (y, π) 

hs = f ⇒ (yi,  πi)  :=  Evalhs (pp,  x; ri)  =  Evalf ( pp, x; ri)

and that yi = y , which holds since by definition of VDFs, the first output of
Evalf is deterministically computed, and hence does not depend on ri resp. rE .

The crucial point now is that it is equally likely that the pair (f, hs) gets 
sampled in the sequentiality game, as it is that the pair (f ,  hu) gets sampled 
in the uniqueness game: (f, hs) occurs if the challenger samples values φi,j and 
As samples values γi,j , whereas (f ,  hu) occurs if Au samples values φi,j and the 
challenger samples values γi,j , where both γi,j and φi,j are independently and
uniformly distributed over {0, 1}λ. In other words, the pairs of random variables
(f, hs) and (hu, f ) are equally distributed. Furthermore, if Eq. (10) occurs for 
As for (f, hs) then Au breaks uniqueness for (hu,  f  ). Hence, this implies that Af

u

breaks uniqueness with at least the same probability as Eq. (10) happens in the 
sequentiality game. It is important to stress that A u does not break uniqueness
in case Eq. (10) holds, but rather it breaks uniqueness with (at least) the same
probability as that of Eq. (10) holding. In other words, the probability of Au 
winning the uniqueness game is, up to an additive factor q v/ton, the same as
that of As failing in the sequentiality game.

If Π only satisfies α-completeness, Eq. (11) only holds with probability 1 − 
α. This causes a loss of α in the success rate of the uniqueness break er. We
obtain the following result, which is essentially the statement of [22, Theorem 
5.1]. Their constructions of the adversaries differ slightly, r esulting in slightly
different bounds.

Theorem 3 (Essentially [22, Theorem 5.1]). Let Π be a VDF in the ROM 
with public-coin setup and α-completeness, having running time parameters qs,
qe and qv, as in Definition 1.  Let  Ppub , As and Au be the algorithms constructed
in Algorithms 1 to 3, where the parameter ton can be chosen as any positive 
natural number. 

If (Ppub , As) breaks sequentiality of Π with probability εs,4 then (Ppub , Au) 
breaks uniqueness of Π with probability at least 1−εs−qv/ton−α. In other words, 
Π either fails to satisfy se quentiality or computational uniqueness. Furthermore,
the complexity of these algorithms is as follows.

– As runs in at most ton rounds and makes at most qe queries in each round.
– Au makes at most qe · (t on + 1) queries in total.
– Ppub makes at most qs queries.

4 Here, probabilities are always taken over the choice of f ←  Fλ, the randomness used 
in the generation of the public parameters pp , the random choice of the input x and
all of the randomness used during the execution of the adversaries.



Impossibility of VDFs in the ROM: The Complete Picture 23

5 Our Results: Impossibility for Private-Coin Setup 

In this section, we extend the known impossibility result for computationally 
unique VDFs with public-coin setup to setup algorithms that are b oth private-
coin and expensive. The general outline of the argument follows that of Sect. 4.2: 
we construct a sequentiality breaker and a uniqueness breaker such that either 
the sequentialit y or the uniqueness breaker succeeds with a non-negligible prob-
ability.

However, unlike the result and analysis of Sect. 4, the setup algorithm is 
private-coin, i.e., neither the sequentiality nor the uniqueness breaker gets to 
see the random coins used by the setup algorithm to sample the VDF’s public 
parameters. The challenge of extending the impossibility result of VDFs with 
public-coin to private-coin setup is to learn, by some way or another, most of
the queries made by the private-coin setup. We discuss this matter in more
detail after we discuss the preprocessing algorithm and its effect on the success
probability of our adversaries.

Formally, assume towards contradiction that (Setup, Eval, Verify)  is  a  VDF  
in the ROM. We construct a sequentiality breaker (Ppriv ,As) and a uniqueness
breaker5 (Ppriv , Au) such that at least one of them succeeds with a non-negligible 
probability. The algorithms As,Au, and Ppriv are formally depicted in Algorithms
2, 3,  and 4, respectively .

As alluded to before, the challenge of extending the imp ossibility of VDFs
with public-coin setup from Sect. 4 to those with private-coin setup, regardless 
of whether the setup is expensive or not, comes from the need to not only con-
sider the overlap of the set of new queries made of the sequentiality/uniqueness 
breaking algorithms with the set of verification queries, but also to consider
the overlap of such queries with the (unknown) set of setup queries. This in
particular requires a more sophisticated preprocessing algorithm than the one
considered in Sect. 4. We formally describe preprocessing in Ppriv , Algorithm 4, 
and discuss it later after Theorem 4. 

Looking ahead, the success probability of our uniqueness breaker will 
depend on two events: the event that the sequentiality breaker fails and a spe-
cific event E that may or may not happen during the execution of the sequen-
tiality breaker.

We define the event E as the conjunction of two events E1 and E2, where 
E1 considers the overlap of new queries made during the i-th iteration of the 
sequentiality breaker with the queries made b y the verification algorithm and
E2 considers such overlap with the queries made by the private-coin setup. E is
formally given in Definition 2. 

Definition 2 (Event E). Interpreting the variables in the exe cution of the
sequentiality game in Fig. 1 with the adversary A =  (Ppriv , As) (cf. Algorithms

5 Syntactically, the uniqueness breaker in the uniqueness game (cf. Definition 1)  is  a  
single-stage adversary with no assigned meaning to preprocessing. We view (Ppriv , Au) 
as the uniqueness adversary that first runs Ppriv and then Au (using output of Ppriv ).
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4 and 2) as random variables, let E := E1 ∧ E2 where events E1 and E2 are
defined as follows.

– E1 is the event that 

(Q(Evalgi (pp,  x; ri)) \ Dom(pi)) ∩ Q(V erifyf (pp, x, y, π)) = ∅.

– E2 is the event that 

(Q(Evalgi (pp,  x; ri)) \ Dom(pi)) ∩ Q(Setup f (λ, T ; rS)) = ∅.

Note that if the sequentiality breaker (Ppriv , As) fails, i.e., it outputs yi = y, 
but the event E happens, then (Ppriv ,As) breaks uniqueness w.r.t. (the wrong)
oracle hs defined in Eq. (8) in Sect. 4.6 Using an argument about the distributions 
occurring in the executions of the sequentiality and uniqueness games with the 
adversaries (Ppriv , As) and (Ppriv , Au), respectively, we can bound the success 
probability of (Ppriv , Au) in terms of the probabilities that yi = y (i.e. (Ppriv ,As)
wins) and event E occurs. We formalize this in the following theorem and refer
to Sect. 5.1 for its pro of.

Theorem 4. Let Π := (Setup, Eval, Verify) be an α-complete VDF in the ROM, 
As,Au and Ppriv be as in Algorithms 2, 3,  and 4, respectively, and fix preprocess-
ing and running time parameters tpre and ton, respectively. If εs is the probabil-
ity that the tuple (Ppriv , As) breaks sequentiality of Π, then the tuple (Ppriv , Au )
breaks uniqueness of Π with probability Pr[E] − εs − α, where E is defined in
Definition 2. 

We now show how to bound Pr[E], resulting in the impossibility r esult for
VDFs in the ROM given as Corollary 1.  As  E = E1 ∧ E2,  we  have  Pr[E] ≥ 1 
− Pr[E1] − Pr[E2]. Now we can bound Pr[E1] by a simple coun ting argument
(see the case of perfect uniqueness above), i.e. Pr[E1] ≤ qv/ton.

Lemma 1 (Event E1). With event E1 as in Definition 2, ton as in Theorem 4 
and qv as in Definition 1, we have 

Pr[E1] ≤ q v/ton .

Proof. (of Lemma 1) This follows the same line of arguments as we have seen
in Sect. 4.1. Recall that the oracles gj simulated by Af 

s are consistent with the 
partial functions pj , which get updated in each iteration. During this process, 
every query is made to f at most once. Furthermore, the number i of iterations 
is sampled uniformly at random from [ton]. Since there are qv queries made in 
Verifyf (pp,  x,  y,  π), there can be at most qv of the ton iterations in which such
a query is made. Hence, we obtain that the new queries made in round i hit a
query in Q(Verifyf (pp, x, y, π)) with probability at most qv/ton.

6 Note that in the case of public-coin setup (as considered in Sect. 4), E2 is always 
true. This is why we only considered event E1 in that case.
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Now, how do we bound Pr[E2]? Here the prepro cessing algorithm Ppriv
depicted in Algorithm 4 comes into play. Informally, Ppriv simulates a num-
ber of executions of As on random inputs. The purpose of this simulation is to 
find most queries made by Setupf (λ, T ; rS), with secret random coins rS , that 
are relevant for the execution of our adversaries. The more simulated executions
of As that Ppriv makes, the higher the chance it finds all such relevant queries,
and hence the lower the chance that E2 holds.

To make this precise, we first define an event D, which implies E2 and cap-
tures the event of Ppriv finding all queries made by setup that are relevant to our
adversaries.

Definition 3 (Event D). Interpreting the variables in the exe cution of the
sequentiality game in Fig. 1 with the adversary A =  (Ppriv , As) (cf. Algorithm 4 
and 2) as random variables, let D be the event that during the i-th execution of As

in Line 4 of Algorithm 4, no new query to f at a value m ∈ Q( Setupf (λ, T ; rS))
is made.

Note that D implies E2, as any new query made by Evalgi (pp,  x; ri), as part 
of As, is later also made to f . We can b ound Pr[D] with an argument very similar
to the one used to bound Pr[E1] in Lemma 1. 

Algorithm 4 The preprocessing algorithm Pf 
priv for private-coin setup. 

Input Public parameters pp 
Hard-Coded: Running time parameters tpre ,  ton 
Output A partial function ppre : {0, 1}∗ {0, 1}λ 

1: Initialize ppre as the empty partial function with Dom(ppr e) = ∅
2: Sample i ← {1, . . . , tpre}
3: for j = 1, . . . , i do
4: Run Af

s (pp, xpre , ppre) from Algorithm 2 for a uniformly random xpre ← X 
5: Set ppre(m)  =  f(m) for each query m  /∈ Dom(ppre ) made by Af

s to f
6: end for
7: Return ppre

Lemma 2 (Event D). With event D as in Definition 3, tpre ,  ton as in Theorem
4 and qs as in Definition 1, we have 

Pr[D] ≤ q s/tpre .

Proof. Consider an execution of Pf 
priv (pp,  tpre ,  ton) with i set to tpre in Line 2. 

No query is made to f twice, as each query made to f is immediately stored in 
ppre . Thereby, each m ∈ Q(Setupf (λ, T ; rS )) can occur in at most one of the i
iterations. In particular, in at most qs of the tpre iterations of Line 4 of Algorithm 
4 a new query to f at a value m ∈ Q(Setupf (λ, T ; rS)) is made. Thereby, since 
i ← [tpre ] is sampled uniformly at random, the probability of D occurring is at
most qs/tpre . The claim follows.
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Corollary 1 (VDFs cannot exist in the ROM). Let Π, As, Au, Ppriv , tpre ,
ton be as in Theorem 4,  and  qs, qv as in Definition 1.  If  (Ppriv , As) breaks sequen-
tiality of Π with probability7 εs, then (Ppriv , Au) breaks uniqueness of Π with 
probability at least 1 − εs − qv/ton − qs/tpre − α. That is, Π either fails to sat-
isfy sequentiality or computational uniqueness. Furthermore, complexity of these
algorithms is as follows.

– As runs in at most ton rounds and makes at most qe queries in each round.
– Au makes at most qe(ton +  1  ) queries in total.
– Ppriv runs in at most tpre · ton rounds and makes at most q e queries in each
round.

For example, we can fix tpre =  6qs, ton =  6qv. (Recall that by Definition 1, 
qe ∈ poly(T, λ), qv ∈ poly(log(T ),  λ) and setup is allowed to be expensive, i.e., 
qs ∈ poly(T, λ), otherwise it is efficient, i.e., qs ∈ poly(log(T ), λ).) It follows that
at least one of the following holds:

– (Ppriv , As) breaks sequentiality with probability at least 1/3 − α/2. Note that 
if setup is efficient, i.e., qs ∈ poly(log(T ),  λ), then so is the preprocessing, 
i.e., Ppriv runs in poly(log(T ),  λ) rounds with a total of poly(T, λ) queries. 
Regardless of the (in)efficiency of setup, the online adversary is efficient,
i.e., As runs in poly(log(T ), λ) rounds with a total of poly(T, λ) queries. qs ∈
poly(log(T ), λ), then so is (tpre) · ton.

– (Ppriv , Au) breaks uniqueness with probability at least 1/3 − α/2. Note that 
in general, (Ppriv , Au ) runs in a total of poly(T, λ) rounds and queries.

Proof. (of Corollary 1)  As  E = E1 ∧ E2,  we  have  Pr[E] ≥ 1 − Pr[E1] − Pr[E2 ].
Given that event D implies E2, Lemmas 1 and 2 imply Pr[E] ≥ 1 − qv/ton − 
qs/tpre . Theorem 4 implies that (Ppriv , Au) breaks uniqueness with probability 

Pr[E] − εs − α ≥ 1 − εs − qv/ton − qs/tpre − α. 

Plugging in tpre = 6qs, ton = 6qv leads to the final claim.

5.1 The Success Rate of the Computational Uniqueness Breaker

The aim of this section is to prove Theorem 4. More precisely, we prove that, 
denoting the success rate of the uniqueness breaker (Ppriv ,Au)—as depicted in
Algorithms 4 and 3—by εu, and the success rate of the sequentiality breaker 
(Ppriv ,As)—as depicted in Algorithms 4 and 3—by εs, the bound 

εs + εu ≥ 1 − Pr[E] − α

7 The probability is taken over the choice of f ←  F , the randomness used in the 
generation of the public parameters pp, the random choice of the input x and all of
the randomness used while running the adversaries.
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holds. Here, E is the event defined in Definition 2,  and  α is the completeness 
parameter. To this aim, analogous to event E for the sequentiality game (Def-
inition 2), we introduce the event E = E1 ∧ E2 for the uniqueness game. The 
events E1 and E2 are very similar to E1 and E2 from Definition 2, the parts 
where they differ from their respective counterparts are color-coded below.

Definition 4 (Event E ). Interpreting the variables in the execution of the
sequentiality game in Fig. 2 with the adversary A =  (Ppriv , A u) (cf. Algorithms
4 and 3) as random variables, let E := E1 ∧ E2 where events E1 and E 2 are
defined as follows.

– E1 is the event that

Q(Evalf (pp,  x; ri)) \ Dom(pi) ∩ Q(Verifyhu (pp,  x,  yi , πi )) = ∅.

– E2 is the event that

Q(Evalf (pp,  x; ri) \ Dom(pi)) ∩ Q(Setupf (λ, T ; rS)) = ∅.

Lemma 3. Let Π := (Setup, Eval, Verify) be an α-complete VDF in the ROM,
Au and Ppriv be as in Algorithms 3 and 4, respectively, and fix preprocessing and 
running time parameters tpre and ton, respectively. Then the tuple (Ppriv , Au) 
breaks uniqueness of Π with probability Pr[(y i = y) ∧ E ] − α, where E is
defined in Definition 4. 

Proof of Lemma 3. We first show that 

Pr Verifyf (pp,  x,  yi ,  πi ) = 1 | E ≥ 1 − α. (13) 

To this end, note that f and hu only differ at values m ∈ (Q(Evalf (pp,  x; ri)) \ 
Dom(pi)). If E occurs, then in particular E2 occurs, implying that for every 
m ∈ Q(Setupf (λ, T ; rS)), we have hu(m)  =  f(m). Hence, 

pp := Setupf (λ, T ; rS)  =  Setuphu (λ, T ; rS). 

Since (yi ,  πi )  :=  Evalhu (pp,  x; rE)  and  Π satisfies α-completeness, we find that 

Pr Verifyhu (pp,  x,  yi ,  πi )  =  1  | E2 ≥ 1 − α.

Now, if Verifyhu(pp, x, yi , πi ) = 1 and E1 occurs, then for all queries m made
by Verifyhu(pp, x, yi , πi ), we have hu(m) = f(m), and we therefore obtain
Verifyf (pp, x, yi , πi ) = 1. This implies Eq. (13). If additionally y = yi holds, 
then (Ppriv , Au) breaks uniqueness of Π, and the claim follows.
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For the proof of Theorem 4, it remains to prove the inequality 

Pr[(yi = y) ∧ E ] ≥ Pr[E] − εs. (14) 

We do so by proving the equality 

Pr[(yi = y) ∧ E ]  =  Pr[(yi = y) ∧ E], (15) 

which gives 

Pr[(yi = y) ∧ E ]  =  Pr[(yi = y) ∧ E]  =  Pr[E] − Pr[(yi = y) ∧ E]
≥ Pr[E] − Pr[yi = y] = Pr[E] − εs.

We prove Eq. (15) by carefully analyzing the randomness used during the 
execution of both the sequentiality game with (Ppriv , As) and the computational 
uniqueness game with (Ppriv , Au). We analyze the random coins that determine
whether event yi = y and event E, resp. yi = y and E occur.

To this end, we define the notion of random tapes. For  us,  a  random  t  ape is
a triple t = (t1, t2, t3), where

1. t1 ∈  {1,  .  .  .  ,  ton} determines the value of i.
2. t2 =  (rS ,  rP ,  rx,  r1,  .  .  .  ,  ri,  rE) denotes the random coins sampled during an

execution of the sequentiality game with the adversary (Ppriv ,As) (see Fig. 1), 
or the uniqueness game with the adversary (Ppriv ,Au) (see Fig. 2). That 
means, rS is used to run Setup, rP to run Ppriv , rx to sample x ← X.  Ran-
domness rj for j ∈ [i]  and  rE is used, depending on whether the sequentiality 
or the uniqueness game is considered, for the i runs of Eval by As and the run
of Eval by the challenger, or for the (i + 1) respective Eval calls within Au.

3. t3 determines the values of the random functions f and (gj)1≤j≤i, both of 
which we interpret as lazily determined. We formally accomplish this by writ-
ing t3 =  (Φ, Γ), where Φ =  (φS ,  φP ,  φ1,  .  .  .  ,  φi,  φE) and Γ = (γ1,  .  .  .  ,  γi), 
where furthermore φS := (φS,1,  .  .  .  ,  φS,qs) ∈  {0, 1}λ×qs denotes the tape used 
to sample the random values of f at the values queried by Setupf (λ, T ; rS). 
Here, when f is queried at a first value m1 ∈  {0, 1}∗,  we  have  f(m1)  =  φS,1, 
etc. Similarly, φP denotes the tape used to sample the random images of
values queried during the execution of Pf

priv (pp; rP ), and γj and φj denote,
for 1 ≤ j ≤ i, elements in {0, 1}λ×qe , determining the random image values
of gj and f on input values queried in round j, in each of the algorithms.
Moreover, γi and φi denote elements in {0, 1}λ×qe , determining the random
image values of gi and f on input values queried in the i-th round of As, and
of hu and f in the i-th round of Au.8 Finally, φE ∈  {0, 1}λ×qe denotes the 
image values of f for the sequentiality game, resp. for hu for the uniqueness 
game, on new queries coming up in the respective executions of Eval with 
random coins rE , which is done by the challenger in case of the sequentiality
game, and by Au in case of the uniqueness game.

8 Note that the set of queries made in round i depends on γi in the sequentiality game, 
whereas it depends on φi in the soundness game. This will be crucial in the proof of
Lemma 4. 
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We denote the set of all possible tapes by Tapes. This is a finite set, and 
it is naturally equipped with a (uniform) probability measure. Any tape t = 
(t1, t2, t3) ∈ Tapes provides enough random coins to run all of the sequentiality 
game, and enough random coins to completely run Au in the uniqueness game 
and decide whether events yi = y and E,  or  yi = y and E , occur, respectively. 
We write t =⇒ (yi = y) ∧ E if (yi = y) ∧ E occurs when the sequentiality 
game uses the randomness specified in t. Similarly, we write t =⇒ (yi = 
y) ∧ E if (yi = y) ∧ E occurs when the computational uniqueness game uses 
the randomness specified in t. 

Given a tape t =  (t1, t2, t3), we denote by t the tape (t1, t2, t3) where 
t1 = t1 , t2 = t2 and t3 is constructed as follows. Recall that we write
t3 = (Φ,Γ) for Φ = (φS , φP , φ1, . . . , φi, φE) and Γ = (γ1, . . . , γi). Now, we
define t3 as the tape obtained by swapping φi and γi, i.e., t3 = (Φ ,Γ ) where
Φ = (φS , φP , φ1, . . . , φi−1, γi, φE) and Γ = (γ, . . . , γi−1, φi). Clearly, we have
Pr[{t}] = Pr[{t }] for tape t ∈ Tapes.

Lemma 4. For any t ∈ Tapes, 

(t =⇒ (yi = y) ∧ E) ⇐⇒ (t =⇒ (yi = y) ∧ E ) . 

In particular, we have Pr[(y i = y) ∧ E] = Pr[(yi = y) ∧ E ].

Proof. We denote by gt i the function gi as determined by t. We use the same 
notation for other random variables, if the passage from t to t makes a difference. 

If we use tape t to run the sequentiality game, then the event E2 reads 
Q(Evalg

t 
i(pp,  x; ri) \ Dom(pi)) ∩ Q(Setupf t (λ, T ; rS)) = ∅. This means that none 

of the f t-images of the new queries made to gt i by Evalg
t 
i(pp,  x; ri) was set already 

in the setup phase, hence, in particular, at the beginning of the i-th iteration, f t

is not yet determined on those queries. Now, if we denote by f t the function f
as determined when using t to run the computational uniqueness game, hence

f t (m) = gti(m) for m ∈ Q(Evalg
t
i(pp, x; ri)). (16) 

This in particular implies Q(Evalg
t 
i(pp,  x; ri)) \ Dom(pi)  =  Q(Evalf t (pp,  x; ri)) \ 

Dom(pi), which immediately implies that t makes E2 occur. The reverse direc-
tion can be shown exactly the same way, hence we obtain 

(t =⇒ E2) ⇐⇒ (t =⇒ E2) . 

Again we use t to run the sequentiality game and t to run the computational
uniqueness game, and now assume t =⇒ ((yi = y) ∧ E). In particular, we have
t =⇒ E2, and by Eq. 16 the same sequence of queries is made in Evalg

t 
i(pp,  x; ri) 

and in Evalf t (pp,  x; ri). Hence, exactly the same random coins that are used to 
sample f t in the sequentiality game are used to sample ht

u in the computational
uniqueness game, and vice versa. More concretely, we have f t = ht

u and gti(m) =
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f t (m)  for  m ∈ Q(Evalg
t 
i(pp,  x  ; ri)). This implies

(yt ,  πt)  =  Evalf t (pp,  x; rE)  =  Evalh
t 

(pp,  x; rE)  =  (y t ,  π  t ), 
(y t i ,  π  t i )  =  Evalg

t 
i(pp,  x; ri)  =  Evalf t (pp,  x; ri )  =  (yt , ̃πt ), and 

Verifyf t (pp,  x,  yt ,  πt)  =  Verify h
t

(pp, x, y t , π t ).

Here, equality between algorithms not only means that their outputs are equal, 
but also that they pass the exact same states during execution, and in particular 
make the same queries to their respective oracles. As t =⇒ ((yi = y) ∧ E), these
equalities immediately imply t =⇒ ((yi = y) ∧ E ). The opposite implication
can be proven similarly.

This concludes the proof of Theorem 4. 
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