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Abstract

Phishing websites pose a major cybersecurity threat, exploiting unsuspecting users and
causing significant financial and organisational harm. Traditional machine learning ap-
proaches for phishing detection often require extensive feature engineering, continuous
retraining, and costly infrastructure maintenance. At the same time, proprietary large
language models (LLMs) have demonstrated strong performance in phishing-related clas-
sification tasks, but their operational costs and reliance on external providers limit their
practical adoption in many business environments. This paper presents a detection pipeline
for malicious websites and investigates the feasibility of Small Language Models (SLMs)
using raw HTML code and URLs. A key advantage of these models is that they can be
deployed on local infrastructure, providing organisations with greater control over data
and operations. We systematically evaluate 15 commonly used SLMs, ranging from 1 bil-
lion to 70 billion parameters, benchmarking their classification accuracy, computational
requirements, and cost-efficiency. Our results highlight the trade-offs between detection
performance and resource consumption. While SLMs underperform compared to state-
of-the-art proprietary LLMs, the gap is moderate: the best SLM achieves an Fl-score of
0.893 (Llama3.3:70B), compared to 0.929 for GPT-5.2, indicating that open-source models
can provide a viable and scalable alternative to external LLM services.

Keywords: Large Language Model; LLM; Small Language Model; SLM; Phishing Detection;
Cybersecurity; Benchmarking

1. Introduction

Website phishing remains one of the most prevalent and damaging forms of online
fraud, enabling attackers to steal user credentials, financial data, or other sensitive infor-
mation by imitating legitimate websites [1,2]. The Anti-Phishing Working Group (APWG)
reported over 1.1 million unique phishing websites detected in Q2 2025, representing a
13% increase compared to Q1 in 2025, continuing a multi-year upward trend in attack
frequency [3]. Unlike email phishing, web-based phishing exploits users’ trust in do-
mains, brands, and website structures, making it difficult to detect through superficial
inspection [4]. As phishing websites become more sophisticated, automated and adaptive
detection techniques are essential [2,5].

Classical machine learning and deep learning approaches for website phishing detec-
tion, such as URL-based classifiers [6,7] or visual similarity models based on Convolutional
Neural Networks (CNNs) [8-10] have shown promising detection rates under controlled
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conditions. However, they face several limitations in practice. Models trained on static
features are vulnerable to adversarial evasion, such as obfuscating malicious scripts or
dynamically generating HTML content [11-13]. Furthermore, Machine Learning (ML)
classifiers require continuous retraining or feature updates to remain effective against
rapidly evolving phishing tactics. Challenges such as high false-positive rates, susceptibil-
ity to adversarial attacks, and data imbalances limit the usefulness of ML-based detection
approaches [14].

Recent work has proposed using Large Language Models (LLMs) in many cyberse-
curity applications [15]. Regarding phishing website detection, the models are used by
treating the HTML structure and embedded text as natural language input. Proprietary
LLMs, such as GPT-4 or Gemini, have demonstrated strong performance in classifying
phishing websites and even generating natural-language explanations of their reason-
ing [16,17]. However, these approaches are often impractical in commercial settings, as they
depend on vendor-controlled APIs, incur high inference costs, and make fine-tuning or
customisation expensive. They also pose data privacy risks, as sensitive information must
be sent to external systems, and may suffer from availability issues due to varying request
latencies that can range from a few seconds to minutes [18,19].

SLMs, which we define as models with <70b parameters, present a promising alterna-
tive for phishing website detection, especially when they are open source and deployed
locally. They offer several advantages, including significantly reduced operating costs,
independence from vendor APIs, improved data privacy and confidentiality, easier compli-
ance, and the ability to fine-tune models on-premise for domain-specific needs. However,
to the best of our knowledge, no study outlines the utility, performance, costs, and benefits
of using SLMs in comparison to large proprietary models.

In this work, we present a website phishing detection methodology and system-
atically benchmark a diverse set of 15 commonly used SLMs, ranging from 1 billion
to approximately 70 billion parameters. The selected models include different sizes of
Gemma (https:/ /ollama.com/library/gemma3, (accessed on 2 March 2026)), Deepseek
(https:/ /ollama.com/library/deepseek-rl, (accessed on 2 March 2026)), Qwen (https:
//ollama.com/library/qwen3, (accessed on 2 March 2026)) and Llama (https://ollama.
com/library/llama3.1, (accessed on 2 March 2026), https:/ /ollama.com /library/llama3.2,
(accessed on 2 March 2026), https:/ /ollama.com/library/llama3.3, (accessed on 2 March
2026)), as well as models that are only available in one size, such as Mistral (https:
/ /ollama.com/library/mistral-nemo, (accessed on 2 March 2026)), gpt-oss (https://ollama.
com/library/gpt-oss, (accessed on 2 March 2026)), phi (https://ollama.com/library/phi3,
(accessed on 2 March 2026)), and dolphin (https://ollama.com/library/dolphin3, (accessed
on 2 March 2026)). We evaluate those models along three axes: time to analyse website
HTML and produce results, phishing classification correctness, and output coherence. To
generate this benchmark, each model classifies 1000 websites (500 phishing and 500 benign)
sampled from a freely available dataset [20].

To determine the suitability of local SLMs for phishing detection, we structure our
approach along the following research questions:

*  RQ1: Do SLMs deliver coherent and reliable outputs, including meaningful reasoning
for phishing website detection?

¢ RQ2: How do the costs and benefits of local models compare to state-of-the-art
proprietary models such as GPT4?

¢ RQ3: How does the length of the HTML code influence both analysis runtime and
detection performance?

The main contributions of this article are:
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1.  We design an LLM-based phishing website detection pipeline and benchmark 15
SLMs, regarding various numeric and text-based criteria.

2. The benchmarking methodology, dataset, and source code are publicly available on
Github (https:/ /github.com/sbaresearch/benchmarking-SLMs, (accessed on 2 March
2026)), so other researchers and practitioners can reproduce the results and test new
models in the future.

3. We discuss the benefits and challenges of small, local models compared to commer-
cially available options and provide recommendations for applying SLMs to website
phishing detection.

This work presents a website phishing detection approach and provides a detailed
analysis of the capabilities of SLMs. Rather than focusing solely on classification perfor-
mance relative to larger proprietary models, we conduct a comprehensive evaluation of cost,
performance trade-offs, and privacy considerations when deploying SLMs for phishing
detection. Based on these findings, we derive practical application recommendations.

Section 2 presents related work, followed by the experimental design (Section 3).
Section 4 presents results, Section 5 discusses the advantages and costs of local LLMs
compared to commercial applications, and Section 6 reflects on limitations. Finally, Section 7
concludes the work and outlines future research directions.

2. Related Work

Although the field of LLM-based website phishing detection has only recently gained
traction, several studies have reported promising results using different models and anal-
ysis strategies. Table 1 provides an overview of these studies, highlighting input data
modalities, models, and their reported classification performance.

Table 1. Summary of related work classified into data modes, LLMs used, dataset size, and reported
classification performance (F1-score).

Publication Input Data LLM Dataset Size ~ F1-Score
[21] Text + Vision Gemini Pro-Vision 1, ~3000 benign  0.81-0.92
GPT-4-turbo, ~1500 phish
Claude 3 Opus
[17] Text + Vision GPT-4;4V;40, 1000 benign 0.72-0.99
GPT-3.5-turbo, 1000 phish
Gemini Pro 1.0,
Command R+,
Llama 2 70b,
Llama 3 70b,
Gemma 2 9b
[22] Text Qwen2.5-vl.72b-instruct, 500 benign 0.85-0.97
Gemini-2.0-Flash, 500 phish
GPT-4o,
GPT-40-mini
[23] Text GPT-3.5-turbo 500 benign 0.78-0.93
Claude 2 500 phish
[24] Text + Vision ~Gemini-1.5-Flash 17,794 benign  0.75-0.98
9105 phish
[16] Text + Vision GPT-3.5-turbo-16k 6000 benign 0.86
6000 phish

For a broader overview of the current state of website phishing detection, ref. [25]
summarise various approaches, including LLMs and beyond.
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Ref. [26] focuses on the relevance of LLMs in Explainable AI (XAI) for phishing website
detection. Using a multimodal detection pipeline that includes many ML models, such as
CatBoost, CNN1D, and EfficientNetB7, alongside the CodeBert transformer, the detection
performance achieves an Fl-score between 0.953 and 0.989 across datasets. Since the LLM
is mainly used in the XAl part of the pipeline and is not directly involved in the decision,
we did not include this work in the practical applications, which are listed in Table 1.

Regarding input data, two main approaches are commonly used in the literature:
text-only, which consists of website HTML code and URLs, and text combined with screen-
shot images. The choice of data modality typically depends on data availability and the
capabilities of the selected models. Since most LLMs are designed to process and generate
text, relying solely on HTML code is frequently chosen as a starting point for a phishing
detection framework. Combining text and images is a common next step and a method
often used to detect brand impersonations.

The most frequently used models are versions of GPT-3.5 and GPT-4, followed by
iterations of the Gemini models. Open-source alternatives, such as Llama and Qwen, are
less commonly chosen. The dataset sizes used in the different studies vary but generally
range from a few thousand websites. Typically, researchers use balanced datasets, with an
equal number of phishing and benign websites. As a comparative performance measure
in phishing detection setups, the F1-score is commonly reported. The reported F1-scores
range from 0.72 to 0.99.

In [21] a multimodal approach is used that involves both brand identification and domain
verification. An LLM analyses the given input (Screenshot, HTML) and returns a list of
indicators, like brand, has credentials, ora confidence score. The dataset used in their
work is freely available in a GitHub repository (https://github.com/JehLeeKR /Multimodal
LLM_Phishing_Detection/tree/main/data/MMLLM_Benign/1, (accessed on 2 March 2026)).

Ref. [17] uses a different approach for handling the website screenshot, utilising an
OCR model to extract text elements from the image. Their prompt instructs the LLM to
analyse the input data and output a JSON-style document containing, e.g., ‘phishing score’,
"brands’, or "suspicious domain’. Although the method for deriving the dataset is provided,
the final dataset is not available. Ref. [27] provides an extension to this detection system by
using LLMs to derive optimal crawling strategies for websites that use cloaking techniques.
The LLM, which is supported by prior examples stored in a RAG, is the deciding factor in
providing an optimal crawling environment. As the best-performing model, GPT-40-mini
achieved an Fl-score of 0.933 for detecting phishing websites.

Compared to other approaches that rely on a single agent (or multiple non-
collaborating agents), ref. [22] presents a multi-agent system where each model represents a
different expert to analyse website HTML code, content, URL, and screenshot. A moderator
agent tracks if a common answer has been found, and if yes, provides the result to a judge
agent who makes the final decision. The dataset is derived from various sources that can
be accessed for free, but the final version is not available.

Unlike other related work, ref. [23] does not analyse each website in separation,
instead 50 URLSs are batched together and simultaneously analysed by an LLM, producing
boolean phishing indicators as output. To enhance model performance, a classification
head is added to the model architecture, whose weights are trained using a sample of the
utilised URL dataset. The base dataset is online available [28].

Ref. [24] has a different focus, testing the resilience of phishing detection systems to
evasion strategies. Based on the original HTML code of legitimate websites, deviating
versions are created, which incorporate phishing techniques.

Ref. [16] emphasise brand recognition as a mechanism to collect potential URLs
a brand might use and also account for changes such as logo or web presence that a
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brand might have gone through. This is done to build a dependable database for each
brand, with the goal of reducing detection errors and minimising reliance on a reference
database. In their pipeline, LLMs are used to detect the brand and predict whether a
website is credential taking or not. For both tasks, the prompting technique relies on
structured prompts, including few-shot examples. The datasets used to answer their
research questions is available (https://sites.google.com/view /phishllm/experimental-
setup-datasets, (accessed on 2 March 2026)).

Overall, related work demonstrates promising results and identifies several effec-
tive approaches for phishing website detection using LLMs. However, important gaps
remain, including the lack of structured benchmarking of SLMs, limited analysis of cost,
performance, and deployment trade-offs between SLMs and large proprietary models,
and the absence of application-oriented recommendations that account for these factors in
real-world settings. This work addresses these gaps and provides a systematic assessment
of the usability of SLMs for website phishing detection.

3. Methodology

This work examines the costs and benefits of using small local LLMs for phishing
detection compared to commonly used proprietary models. To gain detailed insights into
the advantages and disadvantages of using such models two experiments are conducted,
which cover different input data and data processing steps. In the Model Selection ex-
periment (Experiment 1), the behaviour of a local LLMs is examined on a small subset of
the full dataset used in the Scaled Evaluation experiment (Experiment 2). The goals of
the first experiment are to uncover random behaviour, model runtime, and model output
quality in terms of completeness and formatting. In experiment 2, models that performed
satisfactorily in experiment 1 are used to classify a larger set of websites. In this experiment,
the focus lies on the actual phishing detection performance, output coherence and the in-
curred analysis cost. Figure 1 summarises the overall pipeline and the relationship between
models, datasets, and experiments. The concrete dataset construction and experimental
execution are described in Section 4.

3.1. Model Selection

Given the large number of local LLMs—Ollama alone lists over 1000 models, versions,
and specialisations—it is infeasible to evaluate all options exhaustively (https://ollama.
com, (accessed on 2 March 2026)). Therefore, a subset of models was selected for this study,
based on clearly defined inclusion and exclusion criteria, summarised in Table 2.

Table 2. SLM selection Criteria.

SLM Selection Criteria

In the top 30 “Popular” models on Ollama in July 2025

Model has approximately 70 billion parameters or fewer

Model has a 128,000 context window length

If there are multiple model variants available, choose the smallest model, a model in the
centre of the parameter range and the model closest to 70b

Exclusion if tagged as “embedding”

If the exact popular model does not have the required context window length, choose a
model of the same family that falls within the scope (e.g., mistral: 7b’s context window
is too short; therefore, it is replaced by mistral-nemo)
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Figure 1. Methodological approach and experimental design of the SLM benchmarking pipeline.

Two key constraints informed our selection process. First, only models up to 70 billion
parameters were included to focus on LLMs that can run locally on limited hardware.
This allows organisations to retain sensitive data on-premise, thereby addressing privacy
and compliance concerns, while also reducing operational costs. Furthermore, studies
evaluating commercial LLMs (e.g., GPT) for phishing detection already exist (see Section 2),
hence, our work focuses on local, open-source alternatives to provide a complementary
perspective. Second, a minimum context window of 128,000 tokens was chosen , as all
models support this window size and to ensure that the HTML input could be fully
processed, avoiding automatic truncation by the model itself. Despite the truncation
process, the HTML code often remains very long. Allowing models with smaller windows
to internally truncate prompts would compromise comparability. Based on the above model
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selection criteria, 15 models were selected, spanning a diverse range of architectures and
parameter sizes: deepseek-r1: 1.5b, 14b, 70b; gemma3: 4b, 12b, 27b; qwen3: 4b, 30b; llama:
3.2:1b, 3.1:8b, 3.3:70b; mistral-nemo:12b; phi3-medium: 14b; dolphin3: 8b and gpt-oss: 20b.
Considerations:

*  Since no singular llama3.x model on Ollama comes with all required parameter sizes;
multiple versions were included to represent a range of models.

*  The chosen Qwen3 models feature an exceptionally large context window length of
256,000 tokens, which allows them to process more input. To maintain comparability,
the maximum prompt length was capped at 128,000 tokens.

*  Since LLM-based phishing detection research often relies on GPT-family models, we
decided to include gpt-0ss:20b as an open-source GPT alternative with a comparable
model size to the other models tested in our experiments.

3.2. Prompt Design

Designing an effective prompt is a critical step in LLM-based phishing website detec-
tion. The primary objective of the prompt is to instruct the model to analyse a given HTML
document and corresponding URL [29], identify potential phishing indicators, and produce
a structured, interpretable output that can be used for quantitative evaluation. The final
prompt (see Prompt Template Appendix A.1) is based on the template proposed by [17]
and was iteratively refined through multiple design cycles. The prompt consists of three
core elements: (1) the detailed task description, which instructs the model to classify a
website as benign or phishing based on the provided HTML code and URL, (2) guidance
examples (few-shot prompting) that outline common phishing indicators to guide the
model’s reasoning, and (3) the output specification, which defines the required JSON out-
put format, including fields and score ranges. While the models are clearly instructed on
how to deliver their output, any JSON-parsable response is accepted during the analysis
phase. We anticipate inaccuracies when working with smaller models, and therefore do not
discard results solely due to minor formatting deviations.

The following considerations shaped the final design:

e  Flat Prompt Design: We use the generate mode (no conversation history), since each
website must be analysed independently. As a result, the prompt had to be written in
a flattened format, i.e., without explicit role labels like system or user.

*  Few-Shot Prompting: To guide the model in detecting phishing characteristics,
the prompt includes a limited number of examples of common phishing indicators
(e.g., suspicious URLs, hidden forms, misleading redirects). These examples provide
context and decision-making cues.

®  Output Formatting: A strict JSON-parsable output format was defined to standardise
model responses. The output contains three fields: phishing_score (an integer from
0 to 10, segmented into predefined risk brackets to reduce ambiguity and facilitate con-
sistent interpretation across different models). is_phishing (boolean classification),
reasoning (brief textual explanation citing key indicators). Furthermore, the out-
put length is limited to 1000 tokens in an attempt to encourage models to retain the
required output formatting and obtain concise answers.

4. Evaluation Design

This section describes the evaluation design, including the dataset, experimental setup,
and hardware environment.

https:/ /doi.org/10.3390/jcp6020048
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4.1. Dataset

The dataset used as a basis for this work can be accessed freely online and is provided
to improve phishing detection techniques [20]. The full dataset contains detailed infor-
mation on 10,395 websites, comprising 5244 legitimate and 5151 phishing websites. This
dataset includes HTML files, URLs, screenshots, CSS files, and information about JavaScript
components and their execution. In this work, only the index HTML file, which displays the
page with all JavaScript code executed, and the URL were used, to keep it simple and com-
parable. The data repository was chosen because, with approximately 12,000 downloads
(As of February 2026), it is frequently used and contains an extensive data collection that
does not need to be further processed, and comes with clear documentation, which makes it
also interesting for use in future work. Furthermore, the dataset was created recently (2023),
thus containing more state-of-the-art website structures and phishing attempts. Based on
this initial dataset, a stratified sample of 1000 websites consisting of 500 benign and 500
phishing websites was selected and further processed for use in the two experiments. This
sampling strategy ensures a balanced and representative distribution, regarding HTML
code length, across different website characteristics. We also conducted manual checks of
the HTML code to rule out dataset-specific errors and ensure that we were working on a
reliable database.

Selecting 1000 websites as the overall sample size is consistent with related work, such
as [22,23]. Furthermore, using this sample size ensures that the classification performance
metrics rely on a sufficiently large data basis to provide stable statistical estimates.

It is noteworthy that balanced datasets were used throughout this work, even though
in real-world scenarios, the vast majority of websites encountered are expected to be benign.
Unlike supervised learning approaches, LLMs analyse each website independently and do
not rely on aggregated training data. Using a balanced dataset for analysis in this setting
offers two key advantages: (1) it simplifies the interpretation of classification metrics,
as results are not affected by class skew, and (2) it ensures a sufficient number of phishing
samples, enabling more robust analysis of the LLMs’ phishing detection capabilities.

Experiment 1: For the initial Model Selection experiment, we sampled 20 benign and
20 phishing websites of the 1000 website large sample using a stratified random sampling
approach. This ensured that the dataset covers a broad range of HTML document lengths,
thereby reducing the risk of bias in the evaluation and still allowing a reliable runtime
estimate with respect to HTML code length. For the 40 sampled websites, we created two
different truncated versions, referred to as the D5 and D50 datasets. Both datasets contain
only the HTML code elements most relevant for phishing detection, as these provide key
information about the contents and structure of the websites [17]. The two datasets differ
in the amount of HTML code retained: the D5 dataset includes only a maximum of 5% of
the original websites’ HTML code, while the D50 dataset includes a maximum of 50%. This
truncation serves two purposes: (1) to avoid information that is unnecessary for phishing
detection, and (2) to reduce the computational costs when processing the data with LLMs.

Dataset Truncation Details: To generate the D5 or D50 dataset, first, for each website’s
HTML code, the most phishing-relevant HTML code elements are selected. Choosing these
elements builds on the work of [17], who selected the following tags for a similar phishing
detection task: head, title, meta, body, h1, h2, h3, h4, h5, h6, p, strong, a, img, hr, table, tbody, tr,
th, td, ol, ul, li, ruby, and label. Second, beyond just selecting relevant tags, our truncation
approach extends this by ranking the tags by their importance for phishing detection [24].
Specifically, the elements: a, img, meta and link are deemed the most important, followed by
HTML and head, while all remaining elements were assigned the lowest importance. Third,
in case when, after the selection process described in the first step, too much code beyond a
required percentage threshold remains, tags are removed from the HTML code according
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to their importance. The additional removal starts with the least important tags until the
required percentage threshold of the original HTML code length is reached (i.e., 5% to get
the D5 dataset and 50% to get the D50 dataset).

Experiment 2: For this experiment, all of the 1000 websites of the sampled dataset
were used. Based on the findings from Experiment 1, this dataset was truncated following
the D5 dataset, retaining a maximum of 5% of the original HTML content per website. In an
additional analysis step, for the same 1000 websites, the HTML tags within each importance
score group were randomly shuffled before truncation, resulting in a D5-reshuffled dataset.
This preserves the importance of ordering but accounts for potential biases arising from
tag ordering.

4.2. Experiments

To ensure a clear structure for this work, the phishing detection evaluation process
is divided into two experiments. The first experiment focuses on randomness, runtime,
and output completeness, establishing a baseline for model stability and feasibility. The sec-
ond experiment then evaluates the models’ phishing classification performance and com-
putational costs.

4.2.1. Experiment 1—Syntactic Performance and Runtime

When using LLMs, randomness is a critical factor, especially when aiming to build
a reliable and reproducible solution. Output variability arises because models predict
the next output token based on a probability distribution learned during training. Even
when presented with identical prompts, the model may select different tokens, leading to
variations in output [30,31]. For our experiments, the parameters for each model are set to
temperature = 0, top_p = 0, top_k = 1, ensuring outputs are as deterministic as possible.

Using these settings, each model uses the prompt from Section 3.2 and analyses both
the D5 and D50 phishing websites datasets, truncated to different levels (5% and 50% of the
original HTML length). Each model analyses the same website five times to measure model
output variability and to estimate the total runtime. This results in 3000 total runs per
dataset (40 websites x 15 models x 5 repetitions). For testing the variability and stability
of the model results, using the small sample dataset already provides valuable insights that
can be applied to larger samples without requiring days of waiting for the results to be
computed. At the end of Experiment 1, models that fail to produce consistent and correctly
formatted output are excluded from Experiment 2.

The goals for this experiment are to answer the following questions:

¢ Is the output deterministic or do variations occur?
*  How long are the model runtimes, and how does the prompt length influence it?
¢ To what extent do models adhere to the specified JSON output format?

4.2.2. Experiment 2—Phishing Detection Performance

The findings of Experiment 1 directly inform the design of Experiment 2. Only the
models that passed Experiment 1 are included in the analysis, ensuring the evaluation
focuses on practical and reliable candidates. At this stage, the full data sample of 1000 web-
sites is utilised, comprising 500 benign and 500 phishing sites. Due to computational
resource constraints, only the D5 version (truncated to 5% of the original HTML length) is
utilised. The prompt remains identical to the one from Experiment 1 (see Section 3.2).

The primary goal of this experiment is to evaluate the classification performance
of the models using standard metrics such as accuracy, precision, recall, and Fl-score.
Furthermore, the output coherence is examined by comparing the output variables to
ensure that they lead to consistent decisions. For instance, if the boolean phishing variable
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is False, a corresponding low phishing score should be obtained, and the reasoning should
reflect this decision. Finally, the experiment assesses the computational costs of running
these models, enabling a comparison to commercial approaches. Ultimately, the experiment
provides insights into the practical trade-offs between small open-source LLMs in phishing
detection and commercial alternatives. To establish a baseline, we compared three state-of-
the-art proprietary language models. Furthermore, to assess the robustness of our findings
with respect to the data truncation procedure, the best-performing model on the D5 dataset
is also tested on a D5-reshuffled dataset.

4.3. Used Hardware

For all computations, initially, the Nvidia A100 80 GB PCle GPU and an AMD EPYC
9554 CPU were tested. For the 70b models, a switch to the Nvidia H100 80 GB PCle GPU
was necessary. All experiments were conducted on cloud infrastructure from runpod.io
(https:/ /www.runpod.io/, (accessed on 2 March 2026)).

5. Results

This section presents the results of the two experiments.

5.1. Results Experiment 1

The goal of the first experiment is to assess the practicality of different LLMs for
phishing detection scenarios. To this end, the focus lies on three key aspects: runtime
performance, output variability, and output correctness. These factors offer initial insights
into the stability, reliability, and suitability of each model for potential deployment in
productive environments.

5.1.1. LLM Runtime

A first consideration is runtime, i.e., the time it takes a model to analyse a single
website. Runtime is critical in operational settings, where many websites must be processed
quickly to prevent phishing attacks. Figure 2 shows the total runtime per model for both
datasets. The two 70b models (llama3.3:70b and deepseek-r1:70b) exceeded A100 GPU
VRAM capacity, requiring a switch to a more powerful H100 GPU and a reduced context
window length of 65,536 tokens (vs. 128k for others). Still, for Experiment 1, none of
the websites exceed the reduced context window, therefore avoiding any unintended
information loss.

Finally, the experiment assesses the computational costs of running these models,
allowing a comparison to commercial approaches. Ultimately, the experiment provides
insights into the practical trade-offs between small open-source LLMs in phishing detection
and commercial alternatives, which are also obtained by using three proprietary language
models as a comparison baseline. To assess the reliability of the results with respect to the
data truncation steps, the best-performing model on the D5 dataset was used to analyse
the D5-reshuffled dataset.

Analysing the 40 websites in the D5 dataset took 291 min (~5 h), while analysing
the same websites in the D50 dataset took 440.5 min (~7 h 25 min), which is about 51.4%
longer, thus showing that prompt length clearly affects runtime. This is a key consideration
for Experiment 2, where the dataset size increases to 1000 websites.

As expected, larger models, such as the 70b models, needed the most time for both
datasets (25.8 to 102.5 min), whereas the smallest models, like llama3.2:1b and dolphin3:8b,
completed the task within just 1.8 to 7 min. Deepseek-r1:70b averaged 23.3 and 30.8 s per
analysis run for the D5 and D50 datasets, respectively, while llama3.2:1b was the fastest,
with averages of 0.5 and 0.9 s. Despite hardware and context window advantages, the two
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70b models remained among the slowest. Table Al in Appendix A contains the mean
runtime per analysis run for all models.
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Figure 2. Runtime for each model with D5 and D50 dataset.

Interestingly, runtime is influenced not only by model size but also by model family.
For instance, the Gemma and Llama models exhibit significantly lower runtimes compared
to other models, such as DeepSeek or Qwen. DeepSeek, Qwen, and gpt-oss are the only
tested “thinking” models.

Prompt length was another factor for runtime, possibly due to several factors such as
the tokenisation process, which takes longer for longer prompts, the quadratic scaling of
the self-attention mechanism with respect to sequence length [32,33] and the key-value (KV)
caches, which need to be built and get larger for longer prompts [34]. Figure 3 illustrates
the relationship between HTML token count and analysis runtime, with 400 data points
(five runs per website across D5 and D50 for each model). The dot overlap is high due to
repeated analyses.

The large discrepancy in the HTML token count is due to the dataset sampling scheme,
which exactly aimed at including websites of all lengths. Most models show a positive
correlation between token count and runtime (coefficients 0.27-0.95), but the strength of
this relationship depended more on the model family than size. For example, Gemma3 and
DeepSeek models had similar correlations within their families, highlighting the importance
of architecture.

Another way to compare the runtime is to compute the relative runtime, which was
calculated by dividing D5 runtime by D50 runtime for each model and website, then
logarithmising results to handle outliers and improve interpretability. Figure 4 shows the
resulting boxplots.
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token count of one website’s HTML code and the corresponding analysis time.
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Figure 4. Distribution of the logarithm of the relative analysis time differences between the D5 and
D50 datasets for each model.

For most models, the boxes fall below 10°, indicating smaller token counts (D5) yield
lower runtimes. Notable exceptions include deepseek-r1:14b and llama3.1:8b, which had
reduced runtimes for longer prompts. The smallest models (llama3.2:1b, llama3.1:8b)
analyse a website in about 1 s, so small timing changes can skew results, making the D5
website analyses take longer. Deepseek-r1:14b’s behaviour and Mistral-Nemo’s many
outliers cannot be explained as easily, but may be due to model structure, optimisations,
or quantisation. Quantisation could explain why the other DeepSeek models performed as
expected. Boxplots also highlight runtime variability: Gemma3 has low variability, while
mistral-nemo and deepseek-r1:1.5b show high variance and many outliers.

The key findings of malicious website detection runtime are:

*  Prompt length strongly affects runtime, with longer inputs leading to higher computa-
tional costs, for almost all models.

*  Model family, rather than model size alone, is a key determinant of runtime efficiency.

* Gemma and Llama models are generally faster and more consistent than DeepSeek
and Qwen models.

*  Runtime variability plays a crucial role in determining model practicality, with low-
variance models being more predictable.

5.1.2. Syntactic Performance

Adhering to the specified output format is vital for a model’s reliability and usabil-
ity. Consistent formatting enables automatic analysis and systematic comparison. Here,
models were instructed to output strictly in JSON format with three items: is_phishing,
phishing_score, and reasoning.

Table 3 lists, per model, the number of analysis runs (per website) with successful
JSON output. Some models, especially DeepSeek, included additional information (e.g.,
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thought process) with the JSON object, as shown in Model Output 1 in Appendix A. As long
as the JSON was in the correct format, the run was counted as successful.

Table 3. This table shows, for each model and website (40 from the D5 dataset and 40 from the
D50 dataset), how many of the five analysis runs produced valid JSON output.

Number of Runs per Website with Correct JSON Output

Model Name 0 1 2 3 4 5
deepseek-r1:70b 0 0 0 0 0 80
gemma3:12b 0 0 0 0 0 80
gemma3:27b 0 0 0 0 0 80
deepseek-r1:14b 1 1 0 0 0 78
gemma3:4b 2 0 0 0 0 78
llama3.3:70b 2 1 0 0 1 76
dolphin3:8b 8 0 0 0 1 71
phi3:14b 1 5 0 0 3 71
mistral-nemo:12b 8 2 0 0 0 70
qwen3:4b 23 0 0 0 0 57
llama3.1:8b 23 6 0 0 8 43
deepseek-r1:1.5b 33 10 0 0 7 30
gpt-0ss:20b 45 6 1 0 5 23
llama3.2:1b 77 0 0 0 1 2
qwen3:30b 77 1 0 0 0 2

All model parameters were set for deterministic results (see Section 4.2.1). If deter-
minism held, each model would always produce either correct or incorrect output for the
same website, which is represented by categories 0 or 5 in Table 3). However, some models
exhibit inconsistent behaviour, producing correct JSON output only in some of the five
runs (once, twice, or four times), indicating output instability. Often, the first run differed
from later ones (see Model Output 2 for gemma3:4b in Appendix A).

This likely results from loading/warm-up behaviour, kernel caching, and background
telemetry in the Ollama inference framework [35]. To address this, we discarded the first
run and treated subsequent runs as deterministic

GPT-o0ss was an exception: it produced correct JSON only twice out of five for one
website, likely due to our token output limit. Some models ignored the instruction and
included additional explanatory text before the actual JSON output. If the token limit was
reached, the output was truncated, making the JSON unparsable. We decided that models
that failed to produce the required output format at least four times per website across
more than half of all analysed websites will be excluded from Experiment 2.

5.1.3. Output Stability

This section examines output stability, specifically whether models consistently pro-
duce the same decisions across all runs. Each model is required to generate a JSON
format output containing three items (see Section 3.2): is_phishing, phishing_score,
and reasoning. When models provided the required format, we extracted these variables
to check consistency. Coherent output is crucial for evaluating a model’s reliability and
building trust in its decisions. There are two desirable scenarios:

. is_phishing = True, phishing_score > b5, reasoning says it is phishing,
* is_phishing = False, phishing_score < b5, reasoning says it is not phishing.

Since the phishing score ranges from 0 to 10, it is unclear whether a score of five should
count as phishing. In cybersecurity, it is often debatable which type of error is worse:
missing a phishing attempt or falsely flagging a benign website [14,36,37]. We deem the
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missed phishing attempt as more costly than disrupting the user experience, which is why
we treat a score of five as True.

We analyse coherence from two complementary perspectives: (i) quantitative consis-
tency between the binary decision (is_phishing) and the certainty score (phishing_score),
and (ii) qualitative coherence, examining the reasoning texts, for keywords linked to phish-
ing or benign websites.

Quantitative Analysis

Table 4 presents the quantitative consistency analysis, highlighting the relationship
between the boolean decision and phishing score.

Table 4. The table presents phishing scores and classification decisions (Phishing Cat) assigned by
the models over five analysis runs per website (200 runs per dataset). Scores that do not match the
corresponding decision are highlighted in red.

Phishing Score

Dataset Model Phishing Cat 0 1 2 3 4 5 6 7 8 9 10 NaN <5 2>5
d5 deepseek-r1:1.5b False 31 0 0 4 0 8 0 0 0 O 0 0 76 8
d5 deepseek-rl:1.5b True 0 o 0 0 O 0 0 5 0 30 0 0 0 35
d5 deepseek-r1:1.5b NaN 0 o 0 0 O 0o 0 O 0 0 0 81 0 0
d5 deepseek-r1:14b False 5 9 10 73 1 o o0 0 0 O 0 0 149 0
d5 deepseek-r1:14b True 0 0 0 0 0 23 0 19 5 0 0 0 0 47
d5 deepseek-r1:14b NaN 0 o 0 0 O 0 0 O 0 0 0 4 0 0
d5 deepseek-r1:70b False 4 64 43 28 6 0O 0O O O O 0 0 145 0
d5 deepseek-r1:70b True 0 0 0 0 0 14 5 17 17 2 0 0 0 55
d5 dolphin3:8b False 09 5 7 3 0 0 0 0 0 O 0 0 125 0
d5 dolphin3:8b True 6o 0 o0 0 0 10 25 30 0 ©0 0 0 0 65
d5 dolphin3:8b NaN o o o o0 o0 o O o0 o0 O 0 10 0 0
d5 gemma3:12b False 0 20 20 60 5 0 0 0 0 0 0 0 105 0
d5 gemma3:12b True 0 0 0 0 0 0 65 25 5 0 0 0 0 95
d5 gemma3:27b False 0 0 0 3 3 3 0 0 o0 O 0 0 70 30
d5 gemma3:27b True 0o 0 o 0O 0O 5 40 45 10 O 0 0 0 100
d5 gemma3:4b False o 0 o0 2 0 0 0 0 o0 O 0 0 25 0
d5 gemma3:4b True 0 0 0o O 0 5 40 9 35 0 0 0 0 170
d5 gemma3:4b NaN o o o o0 O o0 O o0 o0 O 0 5 0 0
d5 gpt-0ss:20b False 15 48 8 8 0 0 0 0 o0 O 0 0 79 0
d5 gpt-0ss:20b True 0 o 0 o o 4 o0 O 7 2 0 0 0 13
d5 gpt-0ss:20b NaN o o o o0 o0 o O o0 o0 O 0 108 0 0
d5 llama3.1:8b False 6 0 14 1 o o o 0 0 O 0 0 21 0
d5 llama3.1:8b True o o o O 0 9 0 0 34 4 O 0 0 87
d5 llama3.1:8b NaN o o o o0 O o 0 o0 o0 O 0 92 0 0
d5 llama3.2:1b False 0 0 0 0 0 0 5 0 0 0 0 0 0 5
d5 llama3.2:1b NaN o o o o0 o0 o 0 o0 o0 O 0 195 0 0
d5 llama3.3:70b False 5 14 101 0 0 0O O 0 0 0 0 0 120 0
d5 llama3.3:70b True o o o O O 0 5 0 66 9 0 0 0 80
d5 mistral-nemo:12b False 0 0 33 51 1 4 6 0 0 0 0 0 8 10
d5 mistral-nemo:12b True o o o O o0 5 8 32 2 3 0 0 0 100
d5 mistral-nemo:12b NaN 0 0 0 0 0 0 0 0 0 0 0 5 0 0
d5 phi3:14b False 8 6 21 5 0 O O O 0 O 0 0 116 0
d5 phi3:14b True o o o O O 5 4 37 15 10 O 0 0 71
d5 phi3:14b NaN o o o O O o0 O o0 o0 O 0 13 0 0
d5 qwen3:30b False 5 4 0 0 O 0o 0 O 0 o0 0 0 9 0
d5 qwen3:30b True 0o o0 o0 0 ©O 1 0 © 1 0 0 0 0 2
d5 qwen3:30b NaN o o o o0 O o O o0 o0 O 0 189 0 0
d5 qwen3:4b False % 0 0 0 O 0 0 O 0 o0 0 0 95 0
d5 qwen3:4b NaN o 0o o o0 o0 0o 0 0 0 ©0 0 105 0 0
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Table 4. Cont.
Phishing Score

Dataset Model Phishing Cat 0 1 2 3 4 5 6 7 8 9 10 NaN <5 2>5
d50 deepseek-r1:1.5b  False 1 o 0 4 0 12 0 O 0 0 0 0 5 12
d50 deepseek-r1:1.5b  True 4 0 0 0 0 1 0 11 0 36 0 0 4 48
d50 deepseek-r1:1.5b  NaN 0 o 0 0 O 0o 0 O 0 0 0 131 0 0
d50 deepseek-r1:14b False 50 0 0 79 O 0o 0 O 0 0 0 0 129 0
d50 deepseek-rl:14b True 0 0 0 0 0 31 0 21 14 O 0 0 0 66
d50 deepseek-rl:14b NaN 0 o 0 0 O 0 0 O 0 o0 0 5 0 0
d50 deepseek-r1:70b False 1 78 31 0 14 O 0 0 0 0 0 0 134 0
d50 deepseek-r1:70b True 0 0 0 0 0 12 4 30 19 1 0 0 0 66
d50 dolphin3:8b False 0 5 29 20 O 0 0 O 0 o0 0 0 54 0
d50 dolphin3:8b True 0 0 0 0 0 2 48 41 0 O 0 0 0 115
d50 dolphin3:8b NaN 0 0 0 0 O 0 0 0 0 0 0 31 0 0
d50 gemma3:12b False 0 10 5 4 15 0 0 O 0 0 0 0 70 0
d50 gemma3:12b True 0 o 0 0 O 0 65 45 20 O 0 0 0 130
d50 gemma3:27b False 0 0 0 15 45 10 15 O 0 0 0 0 60 25
d50 gemma3:27b True 0 o 0 0 O 0 3 50 30 O 0 0 0 115
d50 gemma3:4b True 0 o 0 0 O 0 40 70 8 0 0 0 0 19
d50 gemma3:4b NaN 0 0 0 0 O 0o o0 o0 0 0 0 5 0 0
d50 gpt-o0ss:20b False 5 27 5 4 0 0 0 O 0 o0 0 0 41 0
d50 gpt-0ss:20b True o o o O O 0 0O o0 4 o 0 0 0 10
d50 gpt-0ss:20b NaN 0 0 0 0 O 0 0 0 0 0 0 149 0 0
d50 llama3.1:8b False 10 0 4 O 1 0o 0 O 0 o0 0 0 15 0
d50 llama3.1:8b True 0 o 0 o0 o0 5 0 1 81 39 4! 0 0 130
d50 llama3.1:8b NaN 0 0 0 0 O 0o 0 o0 0 0 0 55 0 0
d50 llama3.2:1b False 0 o 0 0 O 0 5 0 0 0 0 0 0 5
d50 llama3.2:1b True 0 0 0 0 0 0 0 0 4 0 0 0 0 4
d50 llama3.2:1b NaN 0 0 0 0 O 0o 0 0 0 0 0 191 0 0
d50 llama3.3:70b False 5 5 5 0 0 1 5 0 0 0 0 0 69 6
d50 llama3.3:70b True 0 0 0 0 O 0 0 0 101 9 0 0 0 110
d50 llama3.3:70b NaN 0 0 0 0 © 0o o0 0 0 0 0 15 0 0
d50 mistral-nemo:12b  False 5 0 15 16 0 4 0 O 0 0 0 0 36 4
d50 mistral-nemo:12b  True 0 0 0 0 0 0 1 42 39 35 0 0 0 117
d50 mistral-nemo:12b ~ NaN 0 0 0 0 0 0 0 0 0 0 0 43 0 0
d50 phi3:14b False 19 5 5 14 0 0o 0 O 0 0 0 0 43 0
d50 phi3:14b True 0 0o 0o 0 0O 4 0 116 12 10 O 0 0 142
d50 phi3:14b NaN 0 0o 0 0 © 0o 0 o0 0 0 0 15 0 0
d50 qwen3:30b NaN 0 0 0 0 © 0o 0 o0 0 0 0 200 0 0
d50 qwen3:4b False 19 0o 0 0 O 0o o0 o0 0 0 0 0 190 0
d50 qwen3:4b NaN 0 0o 0 0 © 0o 0 0 0 0 0 10 0 0

! The model assigned a score of 12.

Model outputs were mostly coherent; nearly all inconsistencies occurred when the
decision was False, but the score was 5. The Mistral model was an exception, assigning a
score of 6 to a False decision. NaN rows/columns indicate failed JSON outputs.

Notably, no model ever assigned the highest score of 10, while 0 was common. Four
times, 1lama3.1:8b gave an erroneous score of 12 (should be < 10). Models tended to assign
low scores, possibly finding it easier to classify a website as benign if phishing indicators
were absent. This may also result from prompt design, where models rely too heavily on
the provided examples, or from similarities in website design, where phishing websites
share indicators with benign websites, which can create decision uncertainty.

Overall, models behaved similarly in scoring for the respective boolean decision,
as well as the amount of missing JSON outputs (NaNs). This indicates that using longer
HTML code does not guarantee a different (or better) classification result.

Although there are a few exceptions: gemma3:4b gave significantly more scores
<5 for the D5 dataset than the D50, and gpt-oss:20b, llama3.2:1b, and qwen3:4b had
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noticeably fewer NaNs for the D50 websites. Overall, the D5 dataset appears sufficient for
reasonable analysis.

Most models retained their assessment for the same website between datasets,
as shown in Table 5. Eight models scored 30 or more (out of 40) in column “0”, meaning
that for 75% or more of the websites, the boolean result was identical in all five runs. Most
models were consistent between datasets, except 1llama3.2:1b, which mostly produced
NaNs in both cases. The second most common case is that models changed all five of their
assessments, shown in column “5”. Table 3 highlights that the number of NaN classifica-
tions for the concerned models varies notably across the two datasets, suggesting that the
differences were due to missing JSON output rather than model opinion. The remaining
observed differences, denoted in columns “1” to “4”, reflect output consistency only after
the first run.

Table 5. Classification consistency across models for the D5 and D50 analyses. For each website,
the number of differing classifications across five runs is counted. A value of 0 indicates identical
results in all runs, while a value of 5 means that each run produced different results.

Number of Classification Result Differences
Between the D5 and D50 Dataset per Website Runs

Model Name 0 1 2 3 4 5
llama3.2:1b 39 0 0 0 1 0
qwen3:30b 37 1 0 0 0 2
gemma3:27b 35 0 0 0 0 5
gemma3:4b 33 0 0 0 0 7
deepseek-r1:14b 30 1 0 0 2 7
deepseek-r1:70b 30 1 0 0 3 6
gemma3:12b 29 0 0 0 0 11
llama3.3:70b 29 1 0 0 2 8
dolphin3:8b 24 1 0 0 0 15
mistral-nemo:12b 24 0 0 0 2 14
qwen3:4b 21 0 0 0 0 19
gpt-0ss:20b 20 4 0 1 4 11
phi3:14b 19 3 0 0 3 15
llama3.1:8b 16 7 0 0 4 13
deepseek-r1:1.5b 13 5 0 0 4 18

Qualitative Analysis of Reasoning Outputs

To complement the coherence checks, we conducted a qualitative analysis of the
models’ reasoning outputs, i.e., the explanatory texts contained in the reasoning key of
the JSON output. We focused on language used in the models’ reasoning text to justify
decisions by scanning for predefined keywords: (i) phishing indicators—terms associ-
ated with malicious or suspicious behaviour (e.g., “phishing”, “suspicious”, “fraudulent”,
“deceptive”), and (ii) legitimacy indicators—terms associated with safe or trusted web-
sites (e.g., “legitimate”, “safe”, “no phishing indicators”, “trusted”). These keywords
were derived by manually analysing model outputs during experimentation. For each
model-dataset pair, we counted the total mentions of each category and reported them as
phishing_score_tendency and legit_score_tendency, respectively. While this keyword-
based approach is inherently high-level and depends on the defined keyword set, it pro-
vides an indication of the style and focus of the models’ explanations.

Table A2 (in Appendix A) summarises differences in how models frame their reason-
ing. Some models, such as gemma3:4b, use many phishing-related terms, matching their
tendency to classify most sites as phishing. Others, such as mistral-nemo, return a more

balanced mix of keywords associated with phishing or benign websites, aligning with a
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more balanced Boolean decision profile. We also observe variability across datasets: for
instance, dolphin3:8b uses more language associated with phishing websites on the D5
dataset compared to the D50 dataset.

5.1.4. Consequences for the Setup of Experiment 2

The results from Experiment 1 were instrumental in determining an efficient and
reliable setup for Experiment 2. We excluded the following models due to their failures to
generate the required JSON result format: llama3.1:8b, llama3.2:1b, gpt-0ss:20b, qwen3:4b,
qwen3:30b and deepseek.r1:1.5b.

Furthermore, we observed that models are consistent after the first analysis run
(Section 5.1.2). To account for this, only two runs per website will be conducted. The first
run serves as initiation and will be discarded, while the second run will be used as the final
decision output. To maintain reasonable runtimes analysing the larger dataset, all websites
will be truncated using the D5 truncation scheme, retaining at most 5% of the original
HTML code for analysis. This choice is supported by the quantitative coherence check,
which showed minimal performance differences between the D5 and the D50 datasets.
Finally, while the context window size could be reduced due to the smaller token number
in the D5 scheme, we decided against modifying model parameters, as doing so could
negatively impact comparability between the experiments.

5.2. Results Experiment 2

In this experiment, the objective is to evaluate the classification performance of the
models on a larger dataset comprising 1000 websites. Performance is measured using well-
established evaluation metrics, namely accuracy, precision, recall, and F1-score. Although
models with excessive NalN outputs were excluded after Experiment 1, some missing predic-
tions still occur in Experiment 2. These NaN values affect the computation of performance
metrics and were therefore omitted from the metric calculations. However, the resulting
reduction in sample size is minor and does not compromise the interpretability of the
results. Tables 6 and 7 show the performance results.

Table 6. Summary of performance metrics per model based on the boolean classification decision,
sorted in descending order by Fl-score. Bold numbers indicate the highest value per metric.

Model F1_Score Accuracy Precision Recall NaN Proportion
llama3.3:70b 0.893 0.887 0.845 0.948 0.001
deepseek-r1:70b 0.873 0.865 0.824 0.929 0.073
mistral-nemo:12b 0.858 0.849 0.811 0.909 0.009
deepseek-rl:14b 0.842 0.842 0.810 0.877 0.086
gemma3:27b 0.835 0.809 0.737 0.964 0.004
gemma3:12b 0.828 0.804 0.734 0.951 0.008
gemma3:4b 0.690 0.562 0.533 0.980 0.007
dolphin3:8b 0.651 0.729 0.913 0.506 0.000
phi3:14b 0.462 0.601 0.701 0.345 0.014

For Table 6, the boolean decision was taken as the predicted label, whereas Table 7
shows the metrics based on the numeric decision of the models. Numeric values smaller
than five correspond to a decision of “not phishing”, and all values of five or larger
correspond to the decision “phishing”.

The evaluation in Table 6, based on the boolean decision output, highlights the relative
strengths of the different models in phishing website classification. When prioritising
overall effectiveness, the Fl-score and accuracy are particularly informative, as both false
positives and false negatives can have serious consequences in this domain.
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Table 7. Summary of performance metrics per model based on the numeric classification decision,
sorted in descending order by Fl-score. Bold numbers indicate the highest value per metric.

Model F1_Score Accuracy Precision Recall NaN Proportion
llama3.3:70b 0.892 0.885 0.842 0.948 0.001
deepseek-r1:70b 0.870 0.862 0.821 0.927 0.073
mistral-nemo:12b 0.843 0.823 0.761 0.946 0.009
deepseek-rl:14b 0.842 0.839 0.795 0.895 0.086
gemma3:12b 0.828 0.803 0.732 0.951 0.008
gemma3:27b 0.764 0.690 0.618 1.000 0.004
gemma3:4b 0.690 0.562 0.533 0.98 0.007
dolphin3:8b 0.651 0.729 0.913 0.506 0.000
phi3:14b 0.462 0.601 0.701 0.345 0.014

Llama3.3:70b emerges as the strongest overall model, achieving the highest F1-score
(0.893) and accuracy (0.887). It maintains a good balance between precision (0.845) and
recall (0.948), with an almost negligible proportion of NaNs (0.001), making it highly reliable
for deployment. Similarly, deepseek-r1:70b achieves a strong F1-score (0.873) and accuracy
(0.865), balancing precision (0.824) and recall (0.929), while maintaining consistent output
formatting (NaN proportion: 0.073).

Mistral-nemo:12b also performs strongly, with an F1-score of 0.858 and accuracy of
0.849. It emphasises a balanced trade-off between precision (0.811) and recall (0.909), and a
low rate of missing predictions (0.009). The best-performing models all exhibit higher
recall than precision, indicating greater success in identifying actual phishing sites than in
correctly identifying benign websites.

Mistral-nemo:12b, deepseek-r1:14b, gemma3:27b and gemma3:12b show solid all-
round performance (F1-score 0.828-0.858, accuracy 0.804-0.865), and similar error patterns
compared to the top models. While the overall performance is slightly worse than for the
70b models, this tier of models is considerably smaller, which affects deployability and
analysis runtime.

At the lower end, gemma3:4b, dolphin3:8b, and phi3:14b show the weakest results,
with F1-scores (0.462-0.690) and accuracies (0.562-0.729).

Overall, models such as llama3.3:70b and deepseek-r1:70b provide the most balanced
and reliable performance, excelling in both F1-score and accuracy. Mistral-nemo:12b and
gemma3:27b also perform strongly when maximising recall is essential, while deepseek-
rl:14b offers dependable, balanced detection. Overall, model size impacts the result
performance, with the largest models performing the best. However, considerably smaller
models only perform marginally worse.

The results in Table 7 present a similar picture, where instead of the Boolean decision,
the numeric categorisation was taken as the decision criterion. Consistent with Experiment
1, we observe that models only rarely assign conflicting boolean decisions and numeric
assessments. Overall, however, measuring the model’s performance based on the phishing
score results in a slightly worse performance across most performance metrics in almost all
cases. A notable outlier is gemma3:27b, which now achieves only a 0.764 F1-score, down
from 0.835 for the boolean decision. In conclusion, the models’ binary decisions yield better
results across almost all tested models, indicating that relying solely on a binary decision
can be sufficient.

Regarding dataset-related biases, gemma3.3:70b achieved an F1-score of 0.897 when
performing the analysis on the D5-reshuffled dataset, indicating that there are only minor
result consistency effects regarding the tag order.

In Section 2, the results of comparable approaches are summarised. Most prior studies
report results using large, proprietary models, such as Gemini Pro 1.0 or GPT-4, with F1-
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scores reaching up to 0.99. However, due to differences in the analysis architecture and
datasets, these results should be interpreted with caution, as direct comparisons are not
always meaningful. Therefore, we additionally evaluated state-of-the-art proprietary large
language models to assess whether the performance gap can also be observed within the
same analysis framework used for the SLMs. Table 8 reports the corresponding results
and confirms that these models achieve higher classification performance than the best-
performing SLMs. Notably, NaN values occur in some cases when provider-specific safety
mechanisms prevent the prompt from being executed, and consequently, no prediction is
returned for the respective website.

Table 8. Summary of performance metrics per proprietary model based on the boolean classification
decision, sorted in descending order by F1-score.

Model F1_Score Accuracy Precision Recall NaN Proportion
gpt-5.2 0.929 0.927 0.900 0.960 0.001
gpt-4.1 0.920 0.921 0.932 0.908 0.000
gemini-2.5-flash 0.910 0.902 0.852 0.978 0.026

Overall, the evidence suggests that large models tend to outperform smaller ones,
which is consistent with expectations. It is, however, encouraging to see that the tested
70b models come close to 90% F1-score and accuracy, while more compact models sit
around 85% for both metrics. This shows the improvement in small open-source models,
which previously achieved only around 74% accuracy or were worse, for state-of-the-
art models one or two years ago [17]. This suggests that smaller, more efficient models
are closing the performance gap, making them increasingly viable for practical phishing
detection scenarios.

Threshold Sensitivity Analysis

Although the primary evaluation relies on the models’ native Boolean classification
outputs, the numeric phishing score allows for analysing threshold sensitivity. In the main
experiments, the cut-off was set to 5; however, alternative thresholds may change the
precision-recall trade-off. We therefore evaluated all thresholds between 0 and 10 and
recomputed the performance metrics for each model.

For most models, the threshold maximising the Fl-score is slightly above 5 (see
Table A3 in Appendix A). However, as shown in Figure A1, the performance differences
compared to the fixed cut-off of 5 are marginal. At a threshold of 10, recall collapses to 0 for
several models, as no instance is assigned the maximum score.

The numeric score also enables incorporating asymmetric misclassification costs.
To emphasise the higher cost of false negatives, we evaluate (i) the Fg score with f = 2 and
(ii) minimisation of an empirical expected cost function: Expected cost = cpn - FN +cpp - FP,
using an asymmetric cost matrix with cpn:crp = 10:1. Both criteria yield similar recall-
oriented operating points (see Table A3).

To assess deployment implications under realistic phishing prevalence, we addi-
tionally compute the expected Positive Predictive Value (PPV) using Bayes’ rule for
m € {0.1%,1%,5%}. PPV decreases at very low prevalence levels despite stable True
Positive Rate (TPR) and False Positive Rate (FPR), highlighting the sensitivity of rare-event
detection to false positives, as shown in Table A4 in the Appendix A. Low PPV rates do not
mean that language models are not fit for the task of phishing detection, but rather that
user experience might suffer as benign websites are misclassified too frequently. Focusing
on controlling FPR rates or using language models as a secondary instance in multi-stage
detection systems might mitigate the problem.
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Overall, the models achieve their best performance in operating regions with relatively
high recall, which is desirable for phishing detection, where missing a phishing website
is typically more harmful than incorrectly flagging a benign website. This holds for both
SLMs and proprietary LLMs.

6. Discussion

The goal of this study was to evaluate how small, non-fine-tuned LLMs perform on
a phishing detection task. While the detection performance of SLMs is promising, these
models still lag behind proprietary large-scale models. In the following, we discuss the
advantages and disadvantages of both approaches, highlighting the trade-offs related to
performance, feasibility, costs, and data privacy.

6.1. Costs

One of the primary advantages of small local LLMs is their low operational cost.
Running models locally eliminates recurring API fees that are typical of proprietary services,
making them particularly attractive for organisations with limited budgets that aim for
large-scale deployments, where models are queried almost continuously. The following
hosting options are typically available:

*  Proprietary API: In related literature, GPT40 and GPT4-turbo are frequently used
for phishing detection. At the time of writing (September 2025), GPT4o is priced at
$2.5 per million input tokens and $10 per million output tokens, while GPT4-turbo
costs $10 per million input tokens and $30 per million output tokens. The newer
and comparable GPT5 models, such as GPT5, GPT5.1, and GPT5.2, are priced at a
similar level (as of February 2026), with $1.25 to $1.75 per million input tokens and
$10 to $14 per million output tokens. The most expensive GPT5.2-pro model sits at
$21 per million input tokens, and $168 per million output tokens [38]. More precisely,
to obtain the results in Experiment 2, which includes two analysis runs for each of
the 1000 websites, or 3.8 million tokens in total, per model, for the three proprietary
models, we paid $11.26 for GPT4.1, $10.09 for GPT5.2 and $10.05 for gemini2.5-flash.
Across both experiments in this study, each model processed approximately 8 million
input tokens. While output token counts varied between models, using gpt-oss as an
example, which belongs to the same family as GPT-4, generated roughly 1.6 million
output tokens in total. Using these figures, the total cost of running the experiments
for commonly used models in related work would be approximately $36 (31€) for
GPT4o, or $128 (109€) for GPT4o-turbo.

* Renting GPUs: In this study, models were executed on rented GPUs via runpod,
with the following rates: Nvidia A100, 1.4 EUR per GPU hour, and Nvidia H100,
2.03 EUR per GPU hour. The total runtime for Experiments 1 and 2 was slightly over
28 h, resulting in a total cost of approximately 41 EUR for the A100 setup, including
disc storage fees. For the two largest 70b models, which required an H100 GPU,
the total runtime was 22 h and 20 min, amounting to roughly 46 EUR, including
disk storage.

¢  Fully local Setup: As the Nvidia A100 is no longer widely available, the latest GPU
generation (H100 series) is an option, which costs between 27,000 EUR and 39,000 EUR,
depending on the provider and specifications (https://www.newegg.com/p/pl?d=hl
00 (accessed on 11 September 2025), https:/ /geizhals.at/nvidia-h100-nvI-900-21010-
0020-000-a3356480.html (accessed on 11 September 2025)). In addition to the initial
investment, electricity, cooling, and maintenance costs must be factored in, which can
vary significantly by region and infrastructure.
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Taking all these factors into account, the break-even point where investing in local
hardware becomes more economical than relying on proprietary APIs ranges between
625 million and 3.6 billion tokens (input and output combined). This range depends on
both the GPU price and the selected GPT model. With a high GPU price and a cheaper GPT
version, the hardware costs only balance out after a substantial number of tokens are pro-
cessed. For perspective, in this study, gpt-oss processed about 9.6 million tokens to analyse
2400 websites. At this rate, the break-even point would be reached after roughly 160,000
to 900,000 analysis runs. Considering that the APWG reported over 1 million phishing
websites in Q2 2025 alone [3], running a GPU with local LLMs becomes economically viable
compared to using commercial models within just a few months. However, the results
in Section 5.2 show that models take several seconds to analyse a website. Therefore,
(repeated) scans of hundreds of thousands of websites call for more efficient models or,
more likely, parallelised analysis setups. Considering the costs for the three approaches,
none of them remains economically feasible. A potential solution is to reduce the number
of websites to analyse by combining classical ML approaches as preselectors and LLMs as
final decision-makers.

6.2. Benefits of SLMs

The following advantages make (locally hosted) SLMs attractive for phishing detection
and similar security-critical applications.

¢ Data Privacy, Control and Security: Running all inference on local infrastructure
ensures that sensitive information such as URLs, HTML content, and user metadata
remains internal and is not transmitted to external providers. This is particularly
important for organisations subject to strict data protection regulations or operating in
sensitive domains. In the context of phishing detection, local models allow organisa-
tions to maintain full control over their data, reducing exposure to external systems.
Furthermore, keeping the analysis methods and intellectual property (IP) in-house
provides a competitive advantage, preventing sensitive prompts and detection strate-
gies from being shared with third parties. It also lowers the risk of manipulation or
infiltration by adversaries.

e  Customisability: Although models in this study were evaluated in their out-of-
the-box state, local models can be fine-tuned for phishing detection. Organisations
with relevant expertise can leverage their proprietary data to partially retrain model
weights or implement a retrieval-augmented generation (RAG) system to improve
performance. The current open-source LLM ecosystem offers a wide variety of models
for domain-specific adaptations. Furthermore, fine-tuned models for related tasks
are often shared on platforms such as Hugging Face. However, to the best of our
knowledge, no fine-tuned models specifically for phishing detection are publicly
available at this time.

* Independence and Availability: Local model deployment eliminates vendor lock-
in, ensuring that operations are not dependent on the availability, pricing policies,
or strategic decisions of external providers. Local models can also offer greater reli-
ability, as they are not affected by cloud service outages or external network issues.
In addition, they can deliver lower latency and faster response times, which is particu-
larly beneficial for time-critical applications such as real-time phishing detection.

6.3. Challenges of SLMs

Despite these benefits, small local LLMs come with a set of limitations that must
be acknowledged.
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Performance: The most evident drawback is the lower performance of small models
compared to larger proprietary ones. The results achieved in this study are promising;
the tested 70b models, for instance, demonstrated solid overall performance, while
other models excelled in specific areas such as precision or recall. However, the best
proprietary large models used in related work outperformed local models across
all performance metrics. We could confirm these results by using state-of-the-art
large models in the same analysis framework that was used for the SLMs. Even
though the performance gap is relatively small (F1-score difference of 0.036), it still
could have practical implications, leading to higher rates of false positives or false
negatives. Such errors can have severe consequences, including missed threats or
unnecessary disruptions.

Customisability: Customisability is one of the key strengths of local models, but re-
alising it is non-trivial. First, a suitable base model must be selected, which requires
in-depth knowledge of available models and careful evaluation of their strengths
and weaknesses. Second, high-quality, domain-specific data is needed to achieve a
meaningful fine-tuning result. Finally, fine-tuning itself can be a computationally
intensive process, requiring specialised hardware and expertise.

Hardware cost: Running even relatively small models locally requires specialised
hardware, and the technical expertise to set up, optimise, and maintain the infras-
tructure. For organisations without existing ML infrastructure, the initial hardware
investment can be substantial. In short-term or exploratory projects, this upfront
investment may be too high, making proprietary models or rental GPU services more
cost-effective alternatives. Ultimately, the exact cost must be carefully calculated based
on the organisation’s specific strategy.

Scalability: Proprietary cloud-based solutions offer elastic scaling with demand.
In contrast, local deployments are constrained by on-site hardware capacity. Han-
dling sudden spikes in phishing detection workloads may require over-provisioning
hardware or accepting degraded performance.

Both SLMs and proprietary LLMs exhibit low PPV rates when the dataset has only a

low prevalence of phishing websites, which negatively affects user experience as benign

websites are misclassified. Combating this challenge either involves focusing on reducing

the FPR, as it is the main driver of PPV, or increasing the prevalence of phishing websites

within a dataset, for instance, when pre-filtering is available.

6.4. Application Recommendation

Based on the highlighted advantages and disadvantages in Section 6, determining an

optimal setup is challenging, as the decision depends heavily on organisational priorities

and operational constraints. With the results, two primary paths emerge:

(i)

(ii)

Proprietary models: for high performance: If high performance and accuracy are
the primary objectives and economic considerations are less critical, proprietary
models are the preferred choice. This is particularly true when the dataset size
of websites to analyse is small to moderate, or if the analysis is only performed
infrequently. Ease of deployment, scalability, and superior performance outweigh
the recurring costs.

Local LLMs: for cost efficiency and privacy: The results show that there is potential
in running smaller local LLMs for phishing detection, particularly when cost, data
control, and privacy are key priorities. Using local models in combination with
customisation techniques could become sustainable long-term solutions. While the
initial investment may be substantial, these upfront costs can be offset over time.
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Furthermore, having full ownership of the model enables continuous improvements
through iterative fine-tuning,.

Among the tested local models, llama3.3:70b, deepseek-r1:70b and mistral-nemo:12b
stand out as the most promising options out of the box. The two 70b models
demonstrated particularly strong performance. While all three models are small
enough to be fine-tuned at a reasonable computational cost, especially the Mistral
model, which only consists of 12 billion parameters, it is a promising candidate.
Regarding analysis runtime, Llama, Gemma, and the Mistral model are among
the fastest.

Another consideration that needs to be accounted for is the type of response variable
that the models should use. In Experiment 2, we observed that relying on a boolean
classification decision yielded better results than relying on the numeric score. A potential
reason may originate from the chosen few-shot prompt design. Models may base their score
just on the provided (non-exhaustive) examples by matching them to the techniques found
in the HTML code. The llama3.2:1b model at some point responded with a Python script,
which basically counted the number of occurrences of the phishing techniques mentioned in
the prompt. Furthermore, we observed interesting patterns regarding the model warm-up,
where the first of the analysis runs differed from all subsequent runs. To ensure stable
results, each website should be analysed twice, and the first result should be discarded
to avoid unwanted behaviour when the model first analyses a new website. Generally,
models with high runtime variability are harder to manage in production environments,
as their runtime behaviour is less consistent and may lead to uncertainty in planning.

Regarding large-scale deployment, simulating low phishing website prevalence in the
data indicates that using language models as a secondary step after a prefiltering stage
might improve user experience compared to using them as the only classification tool.

7. Limitations

Although we carefully conducted this work, we acknowledge some limitations. A
more detailed investigation into the linguistic patterns of the reasoning outputs could
provide additional insights (e.g., with more advanced Natural Language Processing (NLP)
methods or LLMs). In this study, we focused exclusively on HTML code and URLSs as input
for phishing detection. While we expect performance improvements from incorporating
multimodal data (e.g., text and screenshots), a careful analysis of such approaches is left
for future research. Adversarial attacks on the model or specific HTML code alterations
that hinder a correct website analysis were not tested. Conducting such experiments could
provide further insights into the resilience of SLMs when they are specifically targeted.
Diving deeper into thresholding of the numerical value as well as considering the PPV,
for both SLMs and proprietary LLMs, choosing optimal threshold values can improve
detection accuracy, and low phishing website prevalence may require additional filtering
steps before the final classification can be made. While our results indicate that efficient
HTML code truncation retains classification performance and reduces analysis runtime,
our framework allows for reproducible results, only starting with the second analysis run.
These gains in stability come at the cost of doubling the analysis runtime. We hope that
for future frameworks for language model-based phishing detection, reproducible model
output can be achieved after the first analysis run.

8. Conclusions and Future Work

In this work, we evaluated and benchmarked 15 small, local (non-fine-tuned) LLMs
for the task of website phishing detection. The tested models represent a diverse selection
of frequently used architectures, ranging from 1b to 70b parameters. Over the course
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of two experiments, we systematically assessed analysis runtime, output coherence and
classification performance. Of the 15 models, nine were deemed practical and provided
accurate results on a small sample dataset. These models were then further evaluated on a
larger dataset of 1000 websites.

The results show that overall classification accuracy for most models ranges from 56%
to 89%, with most models achieving 80% or more. However, more substantial differences
were observed in precision. For example, the gpt:oss model achieved an impressive
precision of 98% in test runs, but numerous missing JSON outputs and a low recall score
hinder its applicability; it was therefore excluded. Models with a more balanced F1-score,
such as llama3.3:70, deepseek-r1:70b or mistral-nemo:12b, are more practical in most use
cases, as they strike a balance between relatively high accuracy and moderate error rates.

A key observation is that even some mid-sized models in the 10b—20b parameter range
achieve F1-scores comparable to those of previous generations of 70b models. While the
current-generation 70b models can outperform proprietary models such as GPT3.5. This
reflects a promising trend toward smaller, more efficient models becoming increasingly
viable for phishing detection. Tracking future developments of these models will be
particularly interesting.

While the out-of-the-box local models tested in this work do not fully match the
performance of state-of-the-art large proprietary LLMs, they offer several advantages,
including greater data privacy, customisation potential, and operational independence.
Regarding deployment cost, SLMs becomes a viable option when a heavy workload over
an extended period of time is expected, as then the upfront cost of the hardware levels out
with the API cost of proprietary alternatives.

While the results offer valuable insights, several opportunities for future research
remain. First, customisation is a key advantage of open-source models. Future work could
focus on fine-tuning these models or integrating RAG techniques to improve performance.
Second, the dataset used in this work includes additional information, such as website
screenshots and other website components, which could be utilised for (multimodal)
phishing detection. Another interesting research avenue is a deeper investigation into
HTML truncation, especially a structured analysis of HTML tag importance and their
order. A key point regarding larger-scale deployment is also to assess the resilience of
SLMs towards adversary attacks like evasion tactics contained in the website’s structure
or through attacks targeting the language model directly. Finally, integrating LLMs into
a larger framework for phishing detection, combining multiple tools and analysis stages,
could further improve the results.
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Appendix A. Additional Materials
Appendix A.1. Prompt Template

Prompt Template 1 shows the complete, non-truncated prompt template used in this work,
which includes the detailed list of the few-shot examples provided to the model.

Prompt:

You are a cybersecurity expert analysing websites for phishing attempts. Your
task is to examine the provided HTML code and the original website URL to
determine if the website is likely a phishing site.

**Important:** The HTML may be truncated to reduce costs, so CSS styles and
JavaScript code may be missing. Focus on the HTML structure, text content,
URLs, and the original URL.

Original URL: ‘{original_url}’

HTML: “{html_text}’

Original HTML character count: ‘{original_character_count}’

When assessing the likelihood of phishing, consider both your general knowledge
of phishing techniques and the evidence you see in the data—focus on HTML
structure, content, and domain/URL consistency.

Below are common examples of phishing indicators you may find useful, but you
are not limited to them:

1. **Suspicious URLs/domains**—Check href attributes, form actions, image
sources for:

- Misspelled brand names, unusual domains, suspicious subdomains
- IP addresses instead of domains, excessive hyphens, unusual TLDs

2. *Form analysis**—Login/input forms with:

- Action URLs pointing to wrong domains
- Password/sensitive data collection for mismatched brands
- Excessive personal information requests (SSN, full address, etc.)

3. *Content and language**—Text containing:

- Urgent threats: “Account suspended’, “Verify immediately’, ‘Limited time’
- Fear tactics: ‘Security breach’, “Unauthorised access detected’
- Reward baits: “You have won’, ‘Free gift’, ‘Exclusive offer’

4. *HTML structure issues**:
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- Spelling / grammar errors in text content
- Inconsistent or poor HTML structure
- Missing or suspicious meta tags (title, description)

5. **Link analysis**—Check all href attributes for:

- Links to different domains than expected
- Shortened URLs (bit.ly, tinyurl, etc.)
- Misleading anchor text vs actual URL

6. **Brand impersonation**—Look for:

- Company names in text that don’t match domain

- References to legitimate services (PayPal, Amazon, banks, ...) on wrong
domains

- Official-sounding but incorrect terminology

7. *Missing legitimacy markers**:

- No contact information or privacy policy links
- Missing proper company details in footer
- No legitimate copyright notices

**Note:** Since CSS/]JS may be truncated, focus on HTML tags, text content,
and URL analysis rather than visual styling or dynamic behaviour.
**Scoring guide:**

- 0-2: Very unlikely phishing (legitimate site)

- 3-4: Low risk (minor suspicious elements)

- 5-6: Medium risk (several concerning indicators)
- 7-8: High risk (multiple clear phishing signs)

- 9-10: Very high risk (obvious phishing attempt)

**Required output format (JSON only):**

{

phishing_score: int [0-10],

is_phishing: boolean [true/false],

reasoning: string [Brief explanation of your decision based on specific indicators
found]

}

**Qutput Constraints:**
Do only output the JSON-formatted output and nothing else.

Appendix A.2. Runtime Analysis

Table Al is referenced in Section 5.1.1, where only the fastest and slowest models
are discussed.
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Table Al. Average analysis runtime (in seconds) per model and website run for the D5 and the
D50 dataset. The table is sorted by dataset and in ascending order according to runtime.

Dataset Model Runtime
d5 llama3.2:1b 0.550
d5 dolphin3:8b 0.892
d5 mistral-nemo:12b 1.793
d5 gemma3:4b 1.966
d5 deepseek-r1:1.5b 2.916
d5 gemma3:12b 3.545
d5 phi3:14b 4.515
d5 qwen3:4b 5.725
d5 llama3.1:8b 5.729
d5 gpt-0ss:20b 5.784
d5 deepseek-r1:14b 6.386
d5 gemma3:27b 7.077
d5 llama3.3:70b 7.731
d5 qwen3:30b 9.375
d5 deepseek-r1:70b 23.318
d50 llama3.2:1b 0.876
d50 dolphin3:8b 2.162
d50 mistral-nemo:12b 3.358
d50 deepseek-r1:1.5b 3.752
d50 gemma3:4b 3.840
d50 deepseek-r1:14b 4.618
d50 llama3.1:8b 5.353
d50 gemma3:12b 7.846
d50 gpt-0ss:20b 7.946
d50 qwen3:4b 8.601
d50 phi3:14b 8.913
d50 qwen3:30b 12.709
d50 gemma3:27b 15.658
d50 llama3.3:70b 15.748
d50 deepseek-r1:70b 30.775

Appendix A.3. Qualitative Analysis

The qualitative reasoning output analysis in Table A2 is part of Section 5.1.3 and
contains the complete information of the phishing and benign wording tendencies per
model and dataset.

Table A2. Overview of the qualitative output analysis per model and dataset, summarised in the
Phishing Score and Benign Score tendencies.

Model Dataset Phishing Score Tendency Benign Score Tendency
deepseek-r1:1.5b d5 336 86
deepseek-r1:14b d5 322 109
deepseek-r1:70b d5 333 127
dolphin3:8b d5 257 125
gemma3:12b d5 485 212
gemma3:27b d5 483 186
gemma3:4b d5 518 123
gpt-0ss:20b d5 194 95
llama3.1:8b d5 116 19
llama3.2:1b d5 10 0
llama3.3:70b d5 306 151
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Table A2. Cont.

Model Dataset Phishing Score Tendency Benign Score Tendency
mistral-nemo:latest d5 219 166
phi3:medium d5 304 117
qwen3:30b d5 14 2
qwen3:4b d5 101 106
deepseek-r1:1.5b d50 207 31
deepseek-r1:14b d50 301 166
deepseek-r1:70b d50 318 176
dolphin3:8b d50 197 83
gemma3:12b d50 475 190
gemma3:27b d50 425 195
gemma3:4b d50 470 115
gpt-0ss:20b d50 107 63
llama3.1:8b d50 170 19
llama3.2:1b d50 18 0
llama3.3:70b d50 246 113
mistral-nemo:latest d50 156 112
phi3:medium d50 235 57
qwen3:30b d50 0 0
qwen3:4b d50 164 239

Appendix A.4. Model Output Example

Model Output 1 shows the typical result of the DeepSeek models, highlighting the
combination of the thinking process and the required JSON output. Although other models
used in this work are also reasoning models, only the DeepSeek models provide a thinking
process in this way.

Result Samples:

“\n\nOKkay, so I need to analyze this website’s HTML code for phishing attempts.
The user provided an HTML snippet that seems very minimal—just a title link.
But since CSS and JS might be missing, I have to focus on the structure and
content.\n\nFirst, let me look at the HTML structure. It starts with <html>, then
<head> which includes meta tags, charset, and a title. The body is empty except
for some empty <body></body></html>. So, no actual content in the page
beyond the title link.\n\nNow;, looking at the phishing indicators:\n\n1. **Sus-
picious URLs/Domain**: The HTML doesn’t have any links or href attributes
because it’s just an empty body. But wait, maybe there are other elements? No,
the structure is very minimal—probably no form fields or images either since
they’re not present.\n\n2. **Form Analysis**: There are no login inputs or forms
in this snippet. So, that’s probably not a concern here.\n\n3. **Content and
Language**: The only text is the title: \“Amazon\”. That doesn’t seem like it
contains any phishing indicators. It’s just a link to an account sign-in page for
Amazon. I don’t see any urgency, threats, or reward baits here.\n\n4. *HTML
Structure Issues**: There are no errors in the HTML structure because there are no
tags beyond what'’s already present. So, that doesn’t add anything.\n\n5. **Link
Analysis**: The only link is to \“Amazon\”, which is a legitimate account sign-in
page for Amazon. It doesn’t point to any other domain or have any suspicious
links.\n\n6. **Brand impersonation**: The text has \*Amazon\” in the title,
but it’s just a regular brand name. There are no references to other companies or
services on this page. So, that’s not a phishing indicator either.\n\n7. **Missing
Legitimacy Markers*: The HTML doesn’t have any meta tags like title or descrip-
tion. It does have a link tag, which is fine because it’s pointing to a legitimate
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domain. There are no proper company details in the footer or any privacy policy
links. So, that’s not an issue here.\n\nPutting this all together: The website
has very minimal HTML structure and content. It doesn’t contain any phishing
indicators like suspicious URLs, form fields, incorrect domains, or references to
other companies. The only link is to a legitimate account sign-in page for Ama-
zon, which isn’t phishing material. \n\nTherefore, based on the analysis, there
are no clear signs of phishing attempts here. So, the phishing score should be
0-2, indicating very unlikely. \n</think>\n\n“/json\n{\n \“phishing_score\":
0,\n \"is_phishing\”: false,\n \“reasoning\”: \"“The website’s HTML code is
minimal and lacks any links or content that would indicate phishing attempts.
The only link points to a legitimate Amazon account sign-in page, which does
not contain phishing indicators.\”\n}\n"”

Model Output 2 illustrates a common occurrence, where the model’s first output
differs from all subsequent runs, which are then identical.

Result Samples:

Run 1: ““json\n{\n"phishing_score”: 3,\n"is_phishing”: false,\n"“reasoning”:
“The HTML code is minimal and lacks significant content. It contains basic HTML
tags for a webpage, but there are no suspicious URLs, forms, or text content that
would immediately indicate a phishing attempt. The lack of content makes it
difficult to assess the legitimacy of the site.”\n}\n"”

Run 2: ““json\n{\n\“phishing_score\": 3,\n\"is_phishing\": false,\n\“reasoning\":
\“The HTML code is minimal and lacks significant content. It contains basic
HTML tags for a webpage, but no suspicious URLs, forms, or text content are
present. It’s difficult to assess the legitimacy of the site without more information.
The score reflects the lack of indicators, but it’s not a definitive determination of
legitimacy.\”\n}\n”""”

Run 3: “*json\n{\n\"phishing_score\": 3,\n\"is_phishing\": false,\n\“reasoning\"":
\*“The HTML code is minimal and lacks significant content. It contains basic
HTML tags for a webpage, but no suspicious URLs, forms, or text content are
present. It’s difficult to assess the legitimacy of the site without more information.
The score reflects the lack of indicators, but it’s not a definitive determination of
legitimacy.\”\n}\n"""

Run 4: “’json\n{\n\“phishing_score\”: 3,\n\"is_phishing\": false,\n\“reasoning\":
\*“The HTML code is minimal and lacks significant content. It contains basic
HTML tags for a webpage, but no suspicious URLs, forms, or text content are
present. It’s difficult to assess the legitimacy of the site without more information.
The score reflects the lack of indicators, but it’s not a definitive determination of
legitimacy.\”\n}\n"""”

Run 5: ““json\n{\n\"“phishing_score\"": 3,\n\"is_phishing\": false,\n\“reasoning\":
\*“The HTML code is minimal and lacks significant content. It contains basic
HTML tags for a webpage, but no suspicious URLs, forms, or text content are
present. It’s difficult to assess the legitimacy of the site without more information.
The score reflects the lack of indicators, but it’s not a definitive determination of
legitimacy.\"\n}\n""’
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Table A3. Optimal numerical cut-off thresholds according to F1, FB and expected cost metrics

per model.
Model F1-Score F1-Threshold F2-Score F2-Treshold Exp. Cost Exp. Cost Threshold
llama3.3:70b 0.901 8 0.925 5 349 6
deepseek-r1:70b 0.871 6 0.910 3 267 2
mistral-nemo:12b 0.854 7 0.902 5 377 3
deepseek-r1:14b 0.842 5 0.888 3 337 1
gemma3:27b 0.850 7 0.920 6 277 6
gemma3:12b 0.832 6 0.897 5 385 4
gemma3:4b 0.694 7 0.840 4 498 3
dolphin3:8b 0.791 3 0.863 2 450 2
phi3:14b 0.664 0 0.832 0 496 0
gpt-5.2 0.972 4 0.987 3 39 3
gpt-4.1 0.910 4 0.931 3 280 2
gemini-2.5-flash 0.920 7 0.952 3 164 3
phi3:14b mistral-nemo:12b llama3.3:70b gpt-5.2
1.0 1 - R 1.0 1.0 1.04
—— Precision
0.8 - Recal 0.8 0.8 0.8
L %81 L 01 Y 08 , 061
" 0.4 4 0.4 1 “ 0.4 " 0.4 1
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o 2 4 & & 10 o 2 4 & & 10 o 3 4 & 8 10 o 3 i s 10
Threshold Threshold Threshold Threshold
gpt-4.1 gemma3:4b gemma3:27b gemma3:12b
1.01 1.04 1.01 1.01
0.81 0.8 1 0.8 0.8 1
o 0.6 q o 0.6 o 0.6 N 0.6
a 0.41 a 0.4+ a 0.4 s 0.4+
021 —, e — 021, 021 — .
—— Precision ~—— Precision ~—— Precision ~—— Precision
0.04 — Recall 0.0 — Recall 0.0 — Recall 0.04 — Recall
o 2 4 & & 10 o 2 4 6 & 10 o 2 4 & 8 10 o 2 4 6 10
Threshold Threshold Threshold Threshold
gemini-2.5-flash dolphin3:8b deepseek-r1:70b deepseek-rl:14b
1.01 1.04 1.01 1.04
0.8 0.8 1 0.8 0.8 1
0.6 4 0.6 0.6 -
0.6 o p v
a a 0.4+ a 0.4 s 0.4+
0.41
— F1 R — 021 —; 021 — .
0.24 —— Precision —— Precision —— Precision —— Precision
—— Recall 0.0 — Recall 0.0 — Recall 0.04 — Recall
o 2 4 & & 10 o 2 4 & & 10 o 2 4 & 8 10 o 2 4 6 10
Threshold Threshold Threshold Threshold

Figure A1. Fl-score, precision and recall for all possible numerical decision cut-off values.
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Table A4. PPV rates for each model at three phishing website prevalence levels m €
{0.050, 0.010, 0.001}. The table is sorted according to the maximum PPV rate per model. PPV
values are listed in the order [t = 0.050, 7= = 0.010, 7= = 0.001].

Model TPR FPR PPV list
gpt-4.1-url 0.910 0.066 [0.420, 0.122, 0.014]
dolphin3:8b 0.506 0.048 [0.357, 0.096, 0.010]
gpt-5.2-url 0.960 0.162 [0.238, 0.057, 0.006]
gemini-2.5-flash-url 0.978 0.175 [0.227, 0.053, 0.006]
llama3.3:70b 0.948 0.174 [0.223, 0.052, 0.005]
deepseek-r1:70b 0.929 0.199 [0.197, 0.045, 0.005]
deepseek-r1:14b 0.877 0.189 [0.196, 0.045, 0.005]
mistral-nemo:12b 0.909 0.213 [0.184, 0.041, 0.004]
gemma3:27b 0.964 0.347 [0.128, 0.027, 0.003]
gemma3:12b 0.951 0.340 [0.128, 0.027, 0.003]
phi3:medium 0.345 0.145 [0.111, 0.023, 0.002]
gemma3:4b 0.980 0.853 [0.057, 0.011, 0.001]
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