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Abstract
Reconfigurable optical circuit switches revolutionize datacenter
networks by allowing to adjust the physical topology in a dynamic
and demand-aware manner. These switches directly match cur-
rently frequently communicating racks, reducing bandwidth tax
and hence improving throughput. The underlying optimization
problem is essentially the NP-hard Weighted 𝑘-Disjoint Match-
ings problem. Existing efficient solutions to this problem require
a centralized controller, which constitutes a scalability bottleneck.
This paper introduces the first distributed approach. Our main con-
tributions are four new algorithms and a new approach to trade
solution quality for running time via a parameter 𝜀 ∈ [0, 1]. Our
best algorithm guarantees a 1

3 -approximation. We provide an exten-
sive empirical evaluation on 87 real-world and synthetic workloads
with billions of edges showing scalability and a speedup over state-
of-art algorithms up to 1-2 orders of magnitude on most instances
while retaining high-quality solutions.
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• Theory of computation→ Distributed algorithms; Approx-
imation algorithms analysis; Graph algorithms analysis.
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1 Introduction
Datacenters are experiencing a massive growth in communication
traffic. This is also due to the data-intensive applications related
to AI/ML [59], the trend toward resource disaggregation and het-
erogeneous computing, as well as the storage on high I/O speed
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Figure 1: Distributed computation of the OCS configurations.
Each configuration corresponds to a weighted matching that
is edge-disjoint from all others. ET represents an electrical
topology over which the remaining demand can be routed.

media [43]. Accordingly, great efforts are being made to improve
datacenter network performance [40].
Optical switching technologies provide a particularly interesting
approach to improve datacenter network performance. Emerging
optical circuit switches (OCSs) not only avoid overheads related to
the optical-electrical signal conversion, which greatly increases
bandwidth capacity, they also support fast reconfigurations of the
physical network topology to optimize for the current communica-
tion demand [13, 26]. The latter allows to reduce route lengths and
hence bandwidth tax, which in turn improves throughput [48]. A
prominent example of such a demand-aware reconfigurable optical
network is Google’s evolving Jupiter datacenter [54].
While optical switching technologies, such as reconfigurable mi-
cromirrors and tunable lasers, allow to change the physical intercon-
nect faster and faster, within microseconds [26] or even nanosec-
onds [5], the control plane required to perform demand-aware
optimizations is becoming a bottleneck. Specifically, each OCS pro-
vides direct connections between endpoints in form of a matching,
which pairs entities, e.g. top-of-rack (ToRs) switches, that communi-
cate intensively. By offloading traffic from the traditional electrical
network to the optical one, network bandwidth performance can be
improved significantly [28]. Computing an optimal configuration
which offloads a maximum amount of traffic to an optical network
consisting of 𝑘 OCSs requires to find 𝑘 pairwisely edge-disjoint
matchings of maximum total weight. This problem is known to
be NP-hard [23, 35]. While several heuristics and approximation
algorithms have been developed to solve this problem more effi-
ciently in the offline [35], streaming [25] and dynamic [33] setting,
these approaches require a centralized control architecture, which
limits scalability.
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Modeling the Problem. In this paper, we study the problem of
computing 𝑘 pairwisely edge-disjoint matchings in a distributed set-
ting. See Figure 1 for a visualization of our abstract model. Whereas
most prior work on reconfigurable network architectures assumes
a centralized controller, there is broad consensus that scalability
will require decentralized designs [4].
We consider the typical scale-out architecturewhere optical switches
connect racks or pods (see for example Google’s Jupiter network);
the leafs in Figure 1 hence represent electrical switches.
Our Contributions.We initiate the study of distributed (and hence
scalable) control algorithms for reconfigurable datacenter networks.
Towards this goal, we present several efficient algorithms which
come with formal performance guarantees. Some of these algo-
rithms are also of independent interest, as they improve upon ex-
isting offline algorithms.
Specifically, we present a 0.393-approximation algorithm which is
based on the repeated computation of a matching, where we employ
two different algorithms to obtain the matching in the distributed
setting: local maximality [55] and suitor [44]. By using a known
theorem for a more general problem, we can plug in any distributed
algorithm for matching, leading to a 1 − (1 − 𝛽

𝑘
)𝑘 approximation,

where 𝛽 is the approximation ratio of the matching algorithm and
𝑘 is the number of matchings (i.e, optical circuit switches).
Moreover, we extend two paradigms for computing (distributed)
matchings, local maximality [55] and suitor [44], to obtain 𝑘 disjoint
matchings simultaneously. We also introduce a novel approach to
trade solution quality for running time via a parameter 𝜀, which
can be combined with the local max principle. Our best algorithm,
kCS, guarantees a 1

3 -approximation.
We perform extensive empirical evaluations using 87 real-world
traffic matrices on a server-to-server and synthetic workloads, with
billions of communication pairs, and find that kCS scales well and
outperforms the state-of-the-art non-distributed algorithms on the
majority of instances. On large instances, it achieves 1 to 2 orders
of magnitude speedup while the solution weight remains between
+0.1 % and −2.8 % on average. On traces and synthetic graphs, kCS
achieves weights within 99.7% of the best quality-achieving algo-
rithm while using 32 controllers being 5 to 87× faster. Compared to
the previously fastest algorithm, it outruns it with 32 controllers on
most instances by multiple factors and improves solution quality.
As a contribution to the research community, to ensure reproducibil-
ity and to facilitate follow-up work, we share the source code of
our simulations and datasets together with this paper1.

2 Preliminaries
In Figure 2, we show our model: Multiple distributed controllers
observe the demand network and coordinate to compute 𝑘 pairwise
edge-disjoint matchings, which are deployed as configurations on
the optical switches. The remaining demand is routed over the
electrical network.
We model the demand as an undirected graph 𝐺 = (𝑉 , 𝐸, 𝐷) with a
set of vertices𝑉 representing servers, pods, or top-of-rack switches
in the network and a set of edges 𝐸 that represent non-zero demands
between these vertices. Each edge 𝑒 ∈ 𝐸 is assigned a demand
𝐷 (𝑒) ∈ R+, which represents the traffic or weight associated with
1https://github.com/DJ-Match/DistroMatch [32]
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Figure 2: Distributed computation of the OCS configura-
tions. The demand network (left) is observed by multiple
controllers which configure the OCSs (right). Edge weights
in the demand network are shown by thickness.

the edge. For a subset of edges 𝑆 ⊆ 𝐸, we write 𝐷 (𝑆) = ∑
𝑒∈𝑆 𝐷 (𝑒).

Note that the edges in𝐺 represent communication demand and not
the physical links in the data center.
We call two vertices 𝑢, 𝑣 ∈ 𝑉 adjacent to each other if {𝑢, 𝑣} ∈ 𝐸.
Then, {𝑢, 𝑣} is also said to be incident to𝑢 and 𝑣 . Similarly, two edges
are adjacent if they share a common end vertex. The neighborhood
of an edge 𝑒 = {𝑢, 𝑣} is 𝑁 (𝑒) = {𝑒′ ∈ 𝐸 : |𝑒 ∩ 𝑒′ | = 1}, i.e., the set
of all edges adjacent to it. The degree deg(𝑣) of a vertex 𝑣 is its
number of incident edges, and Δ is the maximum vertex degree. A
matching 𝑀 ⊆ 𝐸 is a set of edges such that no vertex is incident
to two edges contained in𝑀 . A matching is maximal if no further
edge can be added to it.

Weighted 𝑘-Disjoint Matchings Problem. The OCSs provide
direct routing options in form of one matching per switch. Since
routing over electrical networks can incur a bandwidth tax and
require multiple hops, we aim to maximize throughput by routing
as much as possible over the optical switches. Therefore, we aim
to compute a set of matchings whose edges have high demand.
Capacity constraints can be modeled by using multiple parallel
edges for demands exceeding capacity in the demand graph [33].
The task of computing a throughput-optimized configuration for
𝑘 optical switches can be formulated as the Weighted 𝑘-Disjoint
Matchings Problem on the demand graph. We follow the formal
definition provided by Hanauer et al. [33]:

Definition 1 (Weighted 𝑘-Disjoint Matchings Problem (𝑘-DM)).
Given an edge-weighted, undirected graph 𝐺 = (𝑉 , 𝐸, 𝐷) and an
integer 𝑘 ∈ N, find 𝑘 pairwisely edge-disjoint matchings M =

(𝑀1, . . . , 𝑀𝑘 ) such that the demand 𝐷 (M) := ∑
1≤𝑖≤𝑘 𝐷 (𝑀𝑖 ), with

𝐷 (𝑀𝑖 ) =
∑
𝑒∈𝑀𝑖

𝐷 (𝑒), is maximized. We also refer to 𝐷 (M) as
solution weight.

This problem can equivalently be formulated asWeighted 𝑘-Edge
Coloring Problem (𝑘-EC). Let C : 𝐸 → [𝑘] ∪ {⊥} be a partial
coloring function2, where C(𝑒) =⊥ indicates that edge 𝑒 remains
uncolored. It aims to find a partial edge coloring C such that no
two adjacent edges share the same color and maximize the total
demand of colored edges. Two of the introduced algorithms are
based on this view. The equivalence between 𝑘-DM and 𝑘-EC is as
follows: In 𝑘-EC, each set of same colored edges forms a matching
2 [𝑘 ] := {1, . . . , 𝑘 }

https://github.com/DJ-Match/DistroMatch
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since no two adjacent edges share the same color. Conversely, in
𝑘-DM, assigning color 𝑖 to all edges in matching 𝑖 yields a valid
edge coloring.

Distributed control. With the quickly increasing scale of dat-
acenters, the control plane is becoming a bottleneck and more
decentralized solutions are critical.
In such a distributed control setting, the graph 𝐺 = (𝑉 , 𝐸, 𝐷) is
spread across multiple controllers. Each controller 𝑝 handles a sub-
set of verticesV𝑝 ⊆ 𝑉 (i.e., top-of-rack switches) and their incident
edges E𝑝 ⊆ 𝐸, enabling parallel computation and efficient resource
utilization. We denote the number of controllers in the system by
𝑛𝑝 . Note that memory is not shared between the controllers. This
results in a local view of the graph for every controller 𝑝 .
An edge {𝑢, 𝑣} ∈ E𝑝 is said to be local if both 𝑢, 𝑣 ∈ V𝑝 and cross
otherwise. A vertex 𝑣 ∉ V𝑝 is a ghost vertex for controller 𝑝 if there
is a vertex 𝑢 ∈ V𝑝 with a cross edge {𝑢, 𝑣} ∈ E𝑝 . We denote by
V′𝑝 ⊇ V𝑝 the set of the local and ghost vertices of the controller 𝑝 .
All running times stated in the following refer to the total work
done in sum by all controllers.

3 Distributed Control
In this section, we describe and analyze four new distributed algo-
rithms for 𝑘-DM: MRepLM, MRepS, kCS, and kMM. Our algorithms are
based on established concepts for computing traditional weighted
matchings (1-DM) in a distributed setting. For 𝑘-DM, we follow
different approaches to adapt this concept: Our first two algorithms
compute 𝑘 matchings successively, while the other two adopt the
𝑘-EC approach to obtain all 𝑘 disjoint matchings simultaneously.

3.1 Review: Distributed/Parallel Matching
Webriefly review twowidely used paradigms for parallel/distributed
matching, i.e., 1-DM, which serve as a base for the algorithms de-
scribed later. Both use asynchronous communication overlapping
sending and receiving with latency.

Local maximality. The distributed LocalMax algorithm [11, 37] is
an edge-greedy method based on the principle of local maximality.
An edge 𝑒 = {𝑢, 𝑣} is locally maximal if its weight is maximum
among all incident edges at both endpoints. A vertex 𝑣 is called can-
didate of 𝑢, denoted by 𝐶 (𝑢), iff 𝐷 ({𝑢, 𝑣}) ≥ 𝐷 ({𝑢, 𝑥}) ∀𝑥 ∈ 𝑁 (𝑢)
and locally maximal iff 𝐶 (𝑢) = 𝐶 (𝑣). The algorithm proceeds in
rounds. Each controller performs the following steps: Local vertices
𝑢 select their candidate 𝐶 (𝑢), where 𝐶 (𝑢) may point to a local or a
ghost neighbor. Then, matches where both endpoints are local are
resolved:We add {𝑢, 𝑣} to thematching iff𝐶 (𝑢) = 𝑣 and𝐶 (𝑣) = 𝑢; in
this case,𝑢 and 𝑣 are marked as matched. For remaining ghost candi-
dates, the controller sends a proposal to the owner of that neighbor
and receives proposals from other controllers. Incoming proposals
are checked for mutual selection (i.e., whether 𝐶 (𝑢) = 𝐶 (𝑣)) and
upon success, the corresponding edge is added to the matching and
their endpoints are marked as matched. Matched (local and ghost)
vertices and all their incident edges are then removed. Vertices not
incident to a selected edge remain unmatched and participate in
the next round. A consistent global tie-breaking rule is assumed to
ensure determinism across controllers.

LocalMax terminates in at most𝑚 synchronous rounds, with each
round completing a linear pass over all edges inO(𝑚) time [11]. The
resulting matching provides a 1

2 -approximation of the maximum-
weight matching [37].

Suitor-based algorithms. We adopt the vertex-centric Suitor par-
adigm into the distributed-memory setting, following the sorted-
adjacency variant SortSuitor for the shared-memory setting intro-
duced by Manne and Halappanavar [44], which often outperforms
edge-centric methods in practice [44]. The distributed Suitor ap-
proach has also been used for the more general 𝑏-matching3 prob-
lem [41]. The central idea is that vertices propose to their current
best potential match, i.e., initially a neighbor to which they have a
heaviest edge. The algorithm computes a stable matching, i.e., every
pair of matched vertices cannot find a better matching partner from
their local perspective.
As long as an unmatched local vertex has a neighbor it has not yet
proposed to, the respective controller performs the following steps:
Each local vertex 𝑢 proposes to its most preferred neighbor 𝑣 to
which it has not yet proposed, making 𝑢 a suitor of 𝑣 . Neighbors
are processed in non-increasing order of demand, breaking ties
deterministically. Each vertex 𝑢 issues at most one proposal per
round. For each proposal from 𝑢 to 𝑣 , first check whether 𝑣 is local.
If 𝑣 is local, the controller compares 𝑢 with its own proposal and
accepts 𝑢 if it matches; upon acceptance, mark 𝑢 and 𝑣 as matched,
otherwise reject 𝑢. If 𝑣 is a ghost, prepare a proposal message to
𝑣 ’s owner. The controller sends proposals and receives proposals
of ghost vertices from other controllers to local vertices. For a
local vertex 𝑢 and a ghost vertex 𝑣 , the controller applies the same
comparison: if𝑢 is a suitor of 𝑣 , accept and mark𝑢 and 𝑣 as matched;
otherwise reject the proposal (by symmetry no acknowledgment
to the sender is required). Rejected vertices advance to their next
preferred neighbor and continue proposing in subsequent rounds.
When no proposals remain, the set of held pairs forms the matching.
SortSuitor computes a matching in O(𝑛 +𝑚 logΔ) and obtains a
1
2 -approximate maximum-weight matching [44].

3.2 MRep: Repeated Distributed Algorithms
A rather straightforward approach that extends distributed match-
ing to 𝑘 > 1 is to compute a single matching, remove the matched
edges from the graph, and repeat the process on the remaining
graph 𝑘−1 times. We call this algorithm MatchingRepeated (MRep).
For the analysis of the approximation ratio of MRep, we use the
observation that 𝑘-DM is a special case of the (weighted) Maxi-
mum Coverage problem, as demonstrated by Feige et al. [23]. Con-
sequently, Theorem 1 below directly follows from a proof about
Maximum Coverage by Hochbaum [36, Theorem 3.9].

Theorem 1. A solution to 𝑘-Disjoint Matchings computed by 𝑘
times computing a maximal matching with approximation ratio 𝛽

is a 1 − (1 − 𝛽

𝑘
)𝑘 > 1 − 1

𝑒𝛽
approximation of the optimal solution.

Note that with an optimal matching subroutine in MRep, we would
obtain a ≈ 0.63 approximation [36] for 𝑘-DM.

3A set of edges is a 𝑏-matching if every vertex is incident to at most 𝑏 edges. This
problem is polynomial-time solvable and fundamentally different from 𝑘-DM, see,
e.g., [19].
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Algorithm 1: kColoringSuitor (kCS)
Input: Local verticesV and their edges E
∀𝑒 ∈ 𝐸 : C(𝑒) ← ⊥ ; 𝑄 ←V; ∀𝑣 ∈ V: Sort E[𝑣];
while 𝑄.𝑠𝑖𝑧𝑒 > 0 do

// Proposal phase
Determine proposals 𝑃 to make for all 𝑣 ∈ 𝑄 ;
Remove done vertices from 𝑄 ;
Prepare messages for done vertices;
// Proposal processing phase
forall 𝑣 ∈ 𝑄 do

𝑢 ← 𝑃 [𝑣];
if u is local and 𝑃 [𝑢] = 𝑣 then

Color 𝑢 and 𝑣 with a common free color if
possible;
Mark 𝑢 and 𝑣 to move to new partners;

else
Prepare proposal w. F (𝑣) for 𝑞 s.t. 𝑢 ∈ V𝑞

// Communication phase
Send out messages to active controllers;
Receive messages from active controllers;
forall Received messages𝑚𝑠𝑔 do

if 𝑚𝑠𝑔 is a proposal of 𝑢 to 𝑣 and 𝑃 [𝑣] = 𝑢 then
Color 𝑢 and 𝑣 with a common free color if
possible;
Mark 𝑣 to move to new partner;

else if 𝑚𝑠𝑔 is vertex or controller done message then
Store this information ;

Prepare and send done messages

We consider two variants of this concept with SortSuitor and
LocalMax as distributed matching algorithms. In the following,
we refer to these algorithms as MatchingRepeatedSuitor (MRepS)
and MatchingRepeatedLocalMax (MRepLM), respectively. As both
guarantee an approximation ratio of 1

2 for weighted matching [37,
44], we have:

Corollary 1. MRepS and MRepLM are approximation algorithms for
𝑘-DM with ratio 1 − (1 − 0.5

𝑘
)𝑘 > 1 − 1

𝑒0.5
≈ 0.393.

The running time of MRepS and MRepLM is determined by the num-
ber of matchings 𝑘 and the time to obtain one matching. Recall that
the time to compute amatching isO(𝑛+𝑚 logΔ) for SortSuitor [44]
and O(𝑚2) for LocalMax [11].

Lemma 1. MRepLM and MRepS run in worst-case time O(𝑘𝑚2) and
O(𝑘 (𝑛 +𝑚 logΔ)), respectively.

3.3 kCS: Distributed Coloring Suitor
In this section, we present an extension of the SortSuitor [44] al-
gorithm for 𝑘-DM. We refer to this algorithm as kColoredSuitors
(kCS) and provide the pseudocode in Algorithm 1.
Recall that SortSuitor is vertex-based, where unmatched vertices
propose to their heaviest neighbors. A receiving vertex accepts
the best proposal and rejects others, forcing rejected vertices to
propose again. kCS aims to find 𝑘 matchings simultaneously, where
we represent each matching with a color. The main idea is that each
vertex makes one proposal at a time while it still has an available

color and there is a neighbor left to propose to. The neighbors are
asked in order of their edge’s weight. Note that a proposal as such
does not contain a color, which is only chosen once a matching
proposal is found.
The algorithm maintains a queue 𝑄 of all active local vertices. An
active vertex has still unassigned colors and has not yet proposed
to all its neighbors. For each local vertex 𝑣 , the algorithm maintains
a set of available colors F (𝑣) as well as the active degree, i.e.the
number of active neighbors. Additionally, it maintains an active
flag for each ghost vertex which indicates whether it still has free
colors left. The algorithm operates in rounds, where each round
refers to one iteration over all active vertices 𝑄 . First, every active
vertex submits a proposal. Next, all proposals are processed. Finally,
in the communication phase, all outgoing messages are sent and
all incoming messages are received and handled. We now describe
each phase of the round in detail.

Proposal phase. Each active vertex proposes to its heaviest active
neighbor 𝑢 that it has not yet proposed to. Ties are broken by
choosing the neighbor with the smaller ID. We refer to the proposal
of vertex 𝑣 as 𝑃 [𝑣] and call 𝑣 a suitor of 𝑢. If a vertex cannot make
a proposal, it is no longer active and removed from 𝑄 . In this case,
an inactive vertex message is prepared for all affected controllers,
which will be sent in the communication phase. With this further
proposals to vertices without free colors are avoided.

Proposal processing phase. kCS tries to find matching proposals by
checking all vertices. We say the proposals match if two vertices
𝑢, 𝑣 made proposals to each other, i.e., 𝑃 [𝑣] = 𝑢 and 𝑃 [𝑢] = 𝑣 . Such
proposals are processed by𝑢 and 𝑣 by choosing a common free color
F (𝑣) ∩ F (𝑢) if possible. Otherwise, the edge remains uncolored.
In case there are multiple common colors, we use a fixed selection
scheme to choose one. The processing concludes with marking 𝑢
and 𝑣 to make proposals to their next heaviest neighbor. Matching
proposals between local vertices can be directly identified and pro-
cessed. In case of a proposal to a ghost vertex, the current controller
cannot know whether the proposals match. Therefore, it prepares
a proposal message to the controller of the proposed vertex that
contains the suitor, the proposed vertex, and the available colors of
the suitor. If this proposal matches, the controller of the ghost also
sends a proposal message in the same round, so both controllers
can identify and process the match in the communication step.

Communication phase. The controller sends all prepared messages
to the appropriate other controllers which still have active vertices
and receives their answers. This is done asynchronously such that
sending and receiving can overlap and received messages can di-
rectly be processed. There are three message types: a proposal, a
flag that a vertex is inactive, and a flag that a controller has finished.
For proposals from a ghost, a controller can now check whether it
matches the proposal from the local vertex. If so, it processes them
as described above while using the received colors for ghost vertex
and locally maintained ones for the local vertex. For the other two
message types, it simply stores the received information.
Once a controller has no active vertices left, it sends a finishmessage
to all other controllers to avoid idle messages to a finished process.
Each vertex can only color one incident edge per round. Handling
multiple proposals in a single round would raise a challenge in
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the distributed setting, as the two controllers would need to agree
on the same colors without introducing conflicts. The number of
messages per round for kCS is in O(𝑛2𝑝 ), as each controller can
communicate proposals or statuses to every other controller.
Hanauer et al. [34, Lemma 6] proved that a 1

3 -approximation al-
gorithm for 𝑘-DM can be achieved if, for every uncolored edge
𝑒 and every color 𝑐 ∈ [𝑘], there exist one or two adjacent edges
already colored with 𝑐 whose combined weight is at least as large
as the weight of 𝑒 . This holds for kCS, as the edges of a vertex are
considered in weight-decreasing order and hence, an edge will only
remain uncolored if all colors were used by at least one heavier
adjacent edge before.

Corollary 2. kCS is a 1
3 -approximation algorithm for 𝑘-DM.

To analyze the running time, we observe that sorting the neighbor
lists once in the beginning takes O(𝑛Δ logΔ) = O(𝑚 logΔ) time.
In each round, kCS iterates over all active vertices, which takes
O(𝑛) time. The number of rounds is again at most𝑚 (and at least
𝑘). This dominates the first step.

Lemma 2. kCS runs in worst-case time O(𝑛𝑚).

3.4 kMM: Distributed Local (𝜀-)Maximality
For our next algorithm, kMM, we introduce an extension of the
LocalMax principle, so that 𝑘 disjoint matchings are handled simul-
taneously. We take the 𝑘-EC view here, where the edges of the 𝑖-th
matching𝑀𝑖 receive color 𝑖 .
The primary concept underlying this approach is the intention to
color multiple edges within a single iteration. To avoid explicitly
keeping track of multiple candidates, we define a candidate weight
𝑊𝑐 for each vertex to be theweight of its heaviest incident uncolored
edge.We slightly revise the definition of a candidate and say that 𝑒 =
{𝑢, 𝑣} is a candidate iff C(𝑒) = ⊥, 𝐷 (𝑒) =𝑊𝑐 (𝑢), and 𝐷 (𝑒) =𝑊𝑐 (𝑣).
This deviates from the definition in the plain matching algorithm,
where a candidate is one-sided. Note that there may be more than
one candidate edge for a vertex if they have the same weight; in
this case, more than one of its candidate edges may be colored in
the same iteration.
To speed up the algorithm and have even more candidates in the
same round, we consider a relaxation of the candidate selection
process. Instead of using only the heaviest edges of a vertex as
candidates, we also consider further “heavy” edges. Formally, we
introduce a parameter 𝜀 and extend the candidate definition such
that an edge 𝑒 = {𝑢, 𝑣} is a candidate iff 𝐷 (𝑒) ≥ (1 − 𝜀)𝑊𝑐 (𝑢) and
𝐷 (𝑒) ≥ (1 − 𝜀)𝑊𝑐 (𝑣). We call this relaxation local 𝜀-maximality.

Invariant 1. Let 𝑒, 𝑒′ be adjacent edges. With local 𝜀-maximality, 𝑒
can only be colored before 𝑒′ if 𝐷 (𝑒) ≥ (1 − 𝜀)𝐷 (𝑒′).

The invariant naturally holds as 𝑒 would not be a candidate in the
same round when an edge 𝑒′ with demand more than 1

(1−𝜀 )𝐷 (𝑒)
is still in the graph. Note that local maximality is the special case
with 𝜀 = 0. In the following, we first outline the main structure
sequentially and then discuss the communication.
Similar to LocalMax for 1-DM, our algorithm operates in rounds.
For every vertex 𝑣 ∈ 𝑉 , it maintains a set of free colors F (𝑣), which
are colors not assigned to any of its incident edges. Every round
starts by initializing the candidate weight𝑊𝑐 (𝑣) for each vertex

Algorithm 2: kMatchMediator (kMM)
Input: SetsV and E of local vertices and their edges
∀𝑒 ∈ 𝐸 : C(𝑒) ← ⊥;
while ∃𝑒 ∈ 𝐸 : 𝑐 (𝑒) = ⊥ do

setDistributedCandidateWeights();
forall candidates 𝑒 = {𝑢, 𝑣} ∈ 𝐸 do

if 𝑢 and 𝑣 have a common free color then
Select color at random;
Set candidate;
Receive 𝑝 − 1 other candidates;
Handle candidates and conflicts;
if 𝑒 has no conflict then

color 𝑒 with free color;
𝐸 = 𝐸 \ {𝑒};

if 𝑢 and 𝑣 have no common free color then
𝐸 = 𝐸 \ {𝑒};

forall non-candidates 𝑒 = {𝑢, 𝑣} ∈ 𝐸 do
if 𝑢 and 𝑣 have no common free color then

𝐸 = 𝐸 \ {𝑒};

𝑣 ∈ 𝑉 based on the weights of its uncolored incident edges. Next, for
every candidate edge 𝑒 = {𝑢, 𝑣}, we checkwhetherF (𝑢)∩F (𝑣) ≠ ∅.
If positive, we color 𝑒 with a random color 𝑖 ∈ F (𝑢)∩F (𝑣) and leave
it uncolored otherwise. To enhance the efficiency of the algorithm,
we remove an edge from the graph if it is colored or if its end
vertices have no common free color. Here, we examine candidate
edges before non-candidate edges to maximize the number of edges
removed in each round, as each newly colored edge reduces the
number of free colors at its adjacent edges.
The central idea to distribute this approach is to make local de-
cisions and handle conflicts if necessary. We call this algorithm
kMatchMediator (kMM) and outline it in Algorithm 2.
For edges with endpoints in different controllers, we arbitrarily
choose a responsible controller to avoid duplicated edges. Cross
edges and local edges are then treated alike.
At the start of each round, setDistributedCandidateWeights() com-
putes the local candidate weights followed by a synchronous com-
munication step to ensure all controllers have the correct candidate
weights. This can be implemented efficiently with MPI Allgather.
Otherwise, the candidate weight𝑊𝑐 would be a local view, such
that a controller 𝑝 might have a ghost vertex 𝑣 with𝑊 𝑝

𝑐 (𝑣), but the
controller 𝑞 of 𝑣 has a𝑊 𝑞

𝑐 (𝑣) >𝑊
𝑝
𝑐 (𝑣).

Each controller 𝑝 maintains a local set of free colors F𝑝 (𝑣) for
every vertex 𝑣 ∈ V′𝑝 , i.e., for every local and ghost vertex. Note
that F𝑝 (𝑣) ⊇ F (𝑣) and

⋂
𝑝 F𝑝 (𝑣) = F (𝑣). During the candidate

iteration phase, the controllers need to communicate to maintain
consistency and resolve conflicts. As communication is synchro-
nized, a main challenge for efficient scaling is to perform similar
local work between communication steps.
Each controller 𝑝 performs the following steps for each candidate
edge {𝑢, 𝑣}: It assigns a random preliminary color 𝑐 based on the
local information F𝑝 (𝑢) ∩ F𝑝 (𝑣), then collects the decisions from
the 𝑛𝑝 − 1 other controllers in a synchronous communication step
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decision and resolves conflicts if necessary. If there was no con-
flict, {𝑢, 𝑣} is colored. The conflict detection and handling works
as follows. Let R be a list of all 𝑛𝑝 local coloring decisions, i.e., for
each controller 𝑝 , it contains an entry with 𝑝’s current edge and
preliminary color. The order of R is arbitrary, but consistent across
all controllers. Conflicts are handled by processing the information
in R one by one and updating the local information F𝑝 (𝑣) for every
𝑣 ∈ V′𝑝 if there is no conflict. This ensures that every controller has
a global view of the candidate edges and can make informed deci-
sions for subsequent edges. The algorithm maintains the following
invariant during each step of the conflict resolution process.

Invariant 2. Let R be the list of edge-color pairs containing the local
decisions of all controllers in algorithm kMM. After each processed pair,
every controller 𝑝 has globally correct internal state of free colors
F𝑝 (𝑣) for every 𝑣 ∈ V′𝑝 .

We omit the details due to space restrictions. The candidate commu-
nication step can be implemented efficiently with an MPI Allreduce
routine. Furthermore, whereas total communication cost in MRepLM,
MRepS and kCS scales with the number of cross edges, it instead
scales with the number of considered candidates in kMM. This makes
kMM efficient on graphs where relatively few edges are matched.
Similar to MRepLM, the running time of kMM depends on the number
of rounds and the time for one round, but noticeably not on 𝑘 . As
each candidate is communicated to all controllers, the worst case
running time of a round is based on the number of local edges plus
the number of received candidates. Due to the conflict handling
being done in every controller, this results in O(𝑚 +𝑚′𝑛𝑝 ), where
𝑚′ is the number of candidates during the execution, which is upper
bounded by𝑚. The maximum number of rounds is again𝑚.

Lemma 3. kMM runs in worst-case time O(𝑚2𝑛𝑝 ).

As kMM has global candidate weights, it meets Invariant 1. We prove
that the approximation guarantee is 1−𝜀

3−𝜀 , following the proof in [34].
We will later see in our empirical evaluation that our worst-case
analysis is conservative and that the algorithm performs even sig-
nificantly better under real-world workloads.

Theorem 2. The weight of a 𝑘-disjoint matching𝑀 produced by
local 𝜀-maximality for 𝑘-DM is at least 1−𝜀

3−𝜀 of the weight of an
optimal 𝑘-disjoint matching.

Proof. Let M★ = (𝑀★
1 , 𝑀

★
2 , . . . , 𝑀

★
𝑘
) be an optimal 𝑘 disjoint

matching, and let M = (𝑀1, 𝑀2, . . . , 𝑀𝑘 ) be a 𝑘-disjoint match-
ing produced by local 𝜀-maximality for 𝑘-DM. Let C★ and C be the
colorings corresponding toM★ andM, respectively.
We categorize the edges based on their colorings in C★ and C,
where 𝐸= contains edges with the same color in C★ and C, 𝐸𝑐 those
that are colored inM, but not inM★, 𝐸𝑢 vice-versa those that are
uncolored inM, but colored inM★, and 𝐸≠ those that received
different colors.
Consider an edge 𝑒 = {𝑢, 𝑣} ∈ 𝐸𝑢 , i.e., C(𝑒) = ⊥. This can only occur
if F (𝑢) and F (𝑣) had no common free color. By Invariant 1, before
𝑒 only adjacent edges with weight at least (1 − 𝜀)𝐷 (𝑒) could have
been colored. Hence, there is an adjacent edge 𝑒′ ∈ 𝑁 (𝑒)∩ (𝐸𝑐∪𝐸≠)
with C(𝑒′) = C★(𝑒) and 𝐷 (𝑒′) ≥ (1 − 𝜀)𝐷 (𝑒). We charge 𝑒′ the
cost of 𝐷 (𝑒) ≤ 1

1−𝜀𝐷 (𝑒
′).

Vise versa, every edge 𝑒′ ∈ (𝐸𝑐 ∪ 𝐸≠) is charged at most 2
1−𝜀𝐷 (𝑒

′):
There can be at most two edges in the neighborhood 𝑒, 𝑒 ∈ 𝑁 (𝑒)
with C★(𝑒) = C★(𝑒) = C(𝑒′). More precisely, 𝑒, 𝑒 ∈ 𝐸𝑢 ∪ 𝐸≠, and
each of them can contribute at most 1

1−𝜀𝐷 (𝑒
′). As every edge 𝑒 ∈ 𝐸𝑢

is charged to an edge in 𝐸𝑐 ∪ 𝐸≠, we have 𝐷 (𝐸𝑢 ) ≤ 2 1
1−𝜀𝐷 (𝐸𝑐 ) +

2 1
1−𝜀𝐷 (𝐸≠). Hence,

𝐷 (M★) = 𝐷 (𝐸=) + 𝐷 (𝐸𝑢 ) + 𝐷 (𝐸≠)
≤ 𝐷 (𝐸=) + 2

1−𝜀𝐷 (𝐸𝑐 ) +
2

1−𝜀𝐷 (𝐸≠) + 𝐷 (𝐸≠)
≤ 3−𝜀

1−𝜀𝐷 (M) .
Note that if 𝐸𝑢 = ∅, thenM is optimal and 𝐸𝑐 = ∅. Vice versa, if
𝐸𝑐 = ∅ and 𝐸≠ ≠ ∅, it may be that 𝐸𝑢 ≠ ∅ because the different
coloring hinders the coloring of additional edges. 𝐸= may or may
not be empty. □

4 Empirical Evaluation
In this section, we complement our theoretical analysis with empir-
ical evaluations to assess the performance of our algorithms under
realistic workloads.

4.1 Methodology
We implemented4 all algorithms in C++20 with MPI and compiled
with GCC and the -O3 flag. For the implementation of the LocalMax
in MRep we used implementation provided by Birn et al. [11]5.
We used two test environments for our experiments. Machine A is
an Ubuntu 24.04.1 LTS machine with Linux kernel version 6.8, a
dual-socket AMD EPYC 9534 CPU with 128 physical cores running
at max 3.72 GHz, and 1.48 TB of RAM. We let all MPI ranks com-
municate only via TCP. Machine B is part of the Austrian Scientific
Cluster (ASC) and consists of AlmaLinux 8.8 nodes with kernel ver-
sion 4.18, each of which is equipped with two AMD 7713 processors
with 512GB of RAM each. The nodes are connected by Mellanox
HDR InfiniBand with 200 Gbit/s bandwidth. Here, each MPI rank
used one node exclusively. Unless stated otherwise, all experiments
were run on Machine A, which simulates a dedicated, fast com-
munication structure between the controllers; this is a reasonable
assumption, and existing literature often assumes such out-of-band
control channels. We also report on scaling experiments on a cluster
using Machine B.
We use non-blocking, asynchronous communication by MPI to
hide network latency by overlapping it with computation for all
algorithms except kMM. This algorithm requires synchronized phases
to resolve inter-matching conflicts, limiting overlap.
In all cases, the input vertices were distributed randomly over the
controllers using different random seeds. We also experimented
with different vertex partitioning schemes, but with none we could
more than compensate the additional computational overhead by a
speedup in running time, see Section A. A similar observation was
made by Khan et al. for 𝑏-matching [41].
We use the geometric mean to average results over different in-
stances and/or values of 𝑘 . To indicate that an algorithm A is run
on 𝑛𝑝 controllers, we refer to it as A_𝑛𝑝 , e.g., kCS_32.

4https://github.com/DJ-Match/DistroMatch [32]
5https://github.com/LocalMaxMatching/LocalMaxMatching

https://github.com/DJ-Match/DistroMatch
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Table 1: Overview of all instances. For rmat instances, we
aggregated averages over the six instances of same scale.
min/max deg refer to the overall min/max degree.

graph n m density
mean
deg

max
deg

min
deg

fbA 457.0K 64.6M 1.0e-3 241.18 57 676 1
fbB 4.9M 164.3M 1.3e-5 66.20 376 689 1
fbC 990.0M 61.0M 1.24e-4 82.13 104 821 1
𝑟𝑚𝑎𝑡𝑥14 16.4K 1.1M 8.1e-3 88.64 2827 0
𝑟𝑚𝑎𝑡𝑥15 32.8K 2.2M 4.1e-3 90.34 4392 0
𝑟𝑚𝑎𝑡𝑥16 65.5K 4.5M 2.1e-3 91.64 6676 0
𝑟𝑚𝑎𝑡𝑥17 131.1K 9.1M 1.1e-3 92.65 9944 0
𝑟𝑚𝑎𝑡𝑥18 262.1K 18.4M 5.3e-4 93.42 15 249 0
𝑟𝑚𝑎𝑡𝑥19 524.3K 37.0M 2.7e-4 94.01 22 838 0
𝑟𝑚𝑎𝑡𝑥20 1.0M 74.3M 1.4e-4 94.47 33 800 0
𝑟𝑚𝑎𝑡𝑥21 2.1M 74.9M 3.4e-5 47.63 30 482 0
𝑟𝑚𝑎𝑡𝑥22 4.2M 150.1M 1.7e-5 47.72 44 636 0
𝑟𝑚𝑎𝑡𝑥23 8.4M 300.7M 8.7e-6 47.79 65 348 0
𝑟𝑚𝑎𝑡𝑥24 16.8M 601.9M 4.0e-6 47.84 94 574 0
𝑟𝑚𝑎𝑡𝑥26 67.1M 536.4M 2.4e-07 15.99 78 174 0
𝑟𝑚𝑎𝑡𝑥27 134.2M 1.1B 1.2e-07 15.99 111 795 0
𝑟𝑚𝑎𝑡𝑥28 268.4M 2.1B 6.0e-08 15.99 158 717 0
mycielskian20 786.4K 1.36B 4.40e-3 3446.42 393 217 19
com-Friendster 65.6M 1.81B 8.39e-7 55.06 5214 1
GAP-kron 134.2M 2.11B 2.34e-7 31.47 1 572 838 1
GAP-urand 134.2M 2.15B 2.38e-7 32.00 68 6
MOLIERE_2016 30.2M 3.34B 7.30e-6 220.81 2 106 904 1
AGATHA_2015 184.0M 5.79B 3.42e-7 62.99 12 642 631 1

4.2 Datasets
Following the methodology of prior work [25, 33, 35], we use a
variety of datasets to ensure a robust evaluation of our algorithms.
These datasets include real-world datacenter workloads and syn-
thetic graphs. We provide an overview in Table 1. In addition to
real-life traces, we also used synthetic data introduced in previ-
ous work [25, 33]. We are not aware of datacenter-specific traffic
generators or simulators for general workloads.

Real-world Traffic Instances. We use real-world traffic data collected
from Facebook data centers [56]. Attributes include timestamps,
source/destination IPs, and packet lengths. We aggregated the
packet lengths for each IP pair across all timestamps to reflect
server-to-server traffic.

Synthetic Instances. We generated 75 synthetic instances using the
R-MAT model [12]. To test scalability, we increased the number
of vertices (and edges) to 2𝑥 with 𝑥 ∈ {14, . . . , 24}, compared
to {10, . . . , 20} in [25, 33, 35]. Following Hanauer et al. [33, 35],
we use three initiator matrices for the R-MAT model: 𝑟𝑚𝑎𝑡𝑎 =

(0.55, 0.15, 0.15, 0.15), 𝑟𝑚𝑎𝑡𝑏 = (0.45, 0.15, 0.15, 0.25), and 𝑟𝑚𝑎𝑡𝑐 =

(0.25, 0.25, 0.25, 0.25). In addition, following Khan et al. [41], we
also consider very big instances with 𝑛 = {2026, 2027, 2028} ver-
tices using the same initiators. We assigned edge weights in the

Table 2: Comparison of the benchmark algorithms, approxi-
mation ratios, and time complexities.

Algorithm Approximation Time

k-EC ≤ 1/2 O(
√
𝑚 + 𝑘𝑛2)

stk 1
3+𝜀 O(𝑘𝑚)

stk-dp 1
3+𝜀 O(𝑘𝑚)

kMM 1−𝜀
3−𝜀 O(𝑛𝑝𝑚2)

MRepLM 1 − (1 − 0.5
𝑘
)𝑘 > 0.393 O(𝑘 ·𝑚2)

MRepS 1 − (1 − 0.5
𝑘
)𝑘 > 0.393 O(𝑘 (𝑛 +𝑚 logΔ))

kCS 1/3 O(𝑛𝑚)

range of one to half a million, drawn from uniform and exponential
distributions. We refer to these synthetic instances as rmat graphs.

Large Real-world Instances. In addition to synthetic and real-world
data traffic instances, we also incorporated large real-world in-
stances to showcase performance. Following [25], we used the
six largest available instances from the SuiteSparse Matrix Collec-
tion [16]. Since half of these instances are unweighted, we created
two versions of each graph, assigning edge weights up to half a
million drawn from uniform and exponential distributions.

4.3 Benchmark Algorithms
We compare our algorithms against several benchmark algorithms.
As this work introduces the first distributed algorithms for 𝑘-DM,
no state of the art in this setting exists so far. To show the in-
creased efficiency of our approach, we also compare with the state-
of-the-art sequential algorithms. The current state-of-the-art offline
algorithms are due to Hanauer et al. [35]. We consider their best-
performing algorithm k-EC, which is based on the Misra-Gries edge
coloring algorithm [50]. As recommended by the authors, we set
the algorithm’s CC and RL flags. k-EC processes edges in decreas-
ing weight order. If both endpoints share a free color, the edge is
colored immediately. Otherwise, the algorithm tries to free a color
by recoloring other edges on a potentially very long path. Hence,
k-EC takes a global view, which yields high solution quality.
Moreover, we compare with the streaming approach by Ferdous
et al. [24]. Their stk algorithm is based on the primal-dual inter-
pretation of the Paz and Schwartzman [53] algorithm. It maintains
stacks for each color and uses approximate dual variables when
considering edges as candidates for the solution, thus ensuring that
only sufficiently heavy edges are added to the stacks. The 𝑘-disjoint
matchings are computed in the post-processing phase. They also
use a dynamic programming-based weight improvement method
proposed by Manne and Halappanavar [44] to enhance the weight
of a matching. This is achieved by computing 2𝑘 edge-disjoint
matchings with stk and then merging these into 𝑘 matchings using
dynamic programming. They refer to this variant as stk-dp. All
algorithms with approximation guarantee and running time are
listed in Table 2.
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Figure 3: Strong scaling of all proposed algorithms for 𝑘 ∈
{4, 8, 16, 32} on fbA, fbC, and rmat instances with 𝑛 = 220
vertices. Values were aggregated using the geometric mean.

4.4 Performance Analysis
4.4.1 Scaling of our Algorithms. Distributed algorithms are
commonly evaluated in terms of scalability as the number of con-
trollers increases, which is what we look at first.
For strong scaling, we run an algorithm repeatedly on the same
instances, but double the number of controllers in each step. Here,
we vary the number of controllers𝑛𝑝 ∈ {1, 2, 4, 8, 16, 32, 64, 128} and
consider different values of 𝑘 ∈ {4, 8, 16, 32}. We focus on a subset
of real-world and synthetic instances that contains all six rmat
graphs with 220 vertices and the facebook traces fbA and fbC. The
experiment was run on machine A, and the results were aggregated
over the different values of 𝑘 using the geometric mean. The results
for all our distributed algorithms are depicted in Figure 3.
For kMM, we observe very different scaling behavior for rmat and
facebook graphs. The structure of the facebook graphs results in
a small number of matched edges compared to the total number
of edges. Hence, the number of communicated candidates is low,
and most work can be done locally. On rmat graphs, we observe
a runtime increase when introducing the distributed setting. Note
that with more controllers the number of participants needed for
synchronization and the message size increase, while the number
of total communication steps goes down. Per communication step,
each controller makes one local decision, hence the number of
communication steps is roughly the number of candidates divided
by 𝑛𝑝 (plus the differences in number of candidates between the
controllers), while each communication has more candidates. How-
ever, even with a larger number of controllers, it does not outrun
sequential execution on these instances.
For the other three algorithms we observe a near-linear speedup
on all instances as the amount of local work compared to com-
munication depends on the locality of the graph, i.e., the ratio
of local and cross edges. They also use asynchronous commu-
nication to overcome delays. When analyzing the running time
as the number of controllers doubles, ideally the running time
halves, corresponding to a scaling factor of 0.5. Doubling the num-
ber of controllers from initially 1 to [2, 4, 8, 16, 32, 64, 128] in turn,
we get the factors [0.35, 0.68, 0.58, 0.57, 0.68, 0.88, 0.74] for MRepS,
[0.48, 0.70, 0.56, 0.58, 0.75, 0.63, 0.94] for MRepLM, and for kCS the
factors are [0.74, 0.59, 0.47, 0.46, 0.59, 0.82, 1.24] . While kCS demon-
strates better scaling for smaller numbers of controllers, it does not
scale over 64 controllers in this experiment. As additional experi-
ments on larger instances showed scaling also for more controllers,
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Figure 4: Strong scaling of kCS on machine B for 𝑘 ∈
{4, 8, 16, 32} on all facebook and rmat instances with 𝑛 = 220
vertices. Values were aggregated using the geometric mean.
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Figure 5: Strong (a) and weak (b) scaling of kCS on machine B
for 𝑘 = 4 and rmat instances with 𝑛 = {2026, 2027, 2028} ver-
tices. As different weight distributions performed similar,
we group these for better readability.

we assume that the results here are due to the (in comparison)
limited size of the instances. Despite this, kCS is the overall fastest.
We therefore also evaluated the scaling of kCS on machine B and
show the results of the same experiment including fbB with 𝑘 ∈
{4, 8, 16, 32} in Figure 4. The results are consistent with the results
on machine A, with scaling factors [0.64, 0.50, 0.50, 0.57, 0.67, 1.22].
This is expected since the only difference is the larger message delay,
which is largely avoided due to asynchronous communication and
interleaved local computation. However, on some instances, we
notice that scaling stops earlier, likely due to the impact of this
delay combined with less local work.
To further investigate this, we also considered very large synthetic
instances with 𝑛 = {2026, 2027, 2028} vertices, similar to Khan et
al. [41], and ran scaling experiments for 𝑘 = 4 on machine B. The
results for strong scaling are shown in Figure 5a. Note that we
grouped the different weight distributions for better readability,
as they performed similarly. On these large instance we observe
near optimal scaling factors [0.54, 0.52, 0.52, 0.53] even with a large
number of controllers.
We additionally performed weak scaling experiments, where both
the number of controllers and the input size doubles in each step.
doubling the number of controllers also doubling the input size.
Ideally, this would result in an unchanged running time. We used
32 controllers with the graphs of size 2026, 64 controllers with the
graphs of size 2027 and 128 controllers with the graphs of size 2028.
As Figure 5b shows, the results are nearly optimal.
In summary, all our proposed algorithms scale well on traces, whereas
on differently structured graphs only the MRep algorithms and kCS
perform well.
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Figure 6: Tradeoff between running time and weight of kMM
for 𝑘 = {8, 16} according to 𝜀. Weights are normalized by the
result for 𝜀 = 0 with the same graph, 𝑘 , and 𝑛𝑝 .

4.4.2 Tradeoff between SolutionQuality and Running Time.
We proposed a scaling parameter 𝜀 for kMM to trade solution quality
for running time (see Section 3.4). In this experiment, we investigate
the sensitivity to different values of 𝜀.
We used a subset of our instances consisting of the three facebook
graphs and the six rmat graphs with 220 vertices. To get a good
overview, we vary 𝜀 ∈ {0.0001, 0.001, 0.01, 0.1, 0.5, 1}, 𝑘 ∈ {8, 16}
and use different numbers of controllers 𝑛𝑝 ∈ {1, 8, 32}. Figure 6
shows that for values of 𝜀 up to 0.1 the running time decreases
significantly, while the weight of the solution is only marginally
affected. Only for 𝜀 ⪆ 0.5, the solution weight starts to decrease
noticeably. However, with a larger number of controllers for rmat
graphs, we see much less improvement in running time due to the
communication overhead. A more thorough examination of the
cutoff point 𝜀 = 0.1 reveals that for facebook traces, on average,
there is a 84.95% reduction in running time, accompanied by only
a 0.3% decrease in the weight of the solution. For rmat graphs, we
observe a 49.15% running time reduction and 0.27% weight decrease.
In summary, we can drastically improve the running time without
losing significant weight.We hence fix 𝜀 = 0.1 for all other experiments
with kMM.

4.4.3 Comparison to Sequential Algorithms. As we are the
first to propose distributed algorithms for 𝑘-DM, we compare to
the best sequential algorithms on realistic workloads and synthetic
graphs and evaluate the quality and efficiency.
In the first part, we investigate the behavior of the algorithms de-
pending on𝑘 . For𝑘 ∈ {2, 8, 32, 64}, we run all distributed algorithms
on one controller (i.e., sequentially) and, due to the observed scaling
behavior, on 32 controllers. For the rmat instances, we report results
for graphs with 220 vertices. Figure 7 shows the results for traces
and rmat instances separately.
Among the repetition-based algorithms MRepLM and MRepS, we ob-
serve that MRepS outperforms MRepLM in terms of running time in
the sequential and distributed setting for all 𝑘 , except 𝑘 = 2 on one
controller. On average over all instances, MRepS achieves speedups
over MRepLM of 0.657×, 1.182×, 1.688×, and 1.951×, with one con-
troller and 1.591×, 2.442×, 3.915×, and 4.593× with 32 controllers
for the different values of 𝑘 . As both algorithms compute the same
solution, MRepS is the clear winner in this comparison.
For kMM, we first observe that in the sequential setting, it outper-
forms one of the so far best offline algorithms k-EC with average
speedup factors of 7.426×, 4.388×, 2.829×, and 2.505×, respectively,
as 𝑘 increases, while incurring only a small weight loss of up to
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Figure 7: Comparison on facebook (a) and rmat (b) graphs
for different 𝑘 . We normalized the weight results by k-EC.
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Figure 8: Comparison of the benchmark algorithms on all
66 rmat graphs for 𝑘 = 16. Results are normalized for each
instance by k-EC (geometric mean runtime: 14.93s across all
instances). The star refers to the weight, the box plots to time.

0.9%. As previously discussed, kMM scales well only for facebook
traces, which is why we focus on these in the following. With 32
controllers, the so far fastest algorithm, stk, still remains faster
for 𝑘 ∈ {2, 4}. However, for larger values of 𝑘 ∈ {32, 64}, kMM
outperforms stk, achieving speedups of up to 2.946× and 5.488×,
respectively. Additionally, kMM results in a weight increase of 3.2 %
and 8.1 %, respectively, over stk, while incurring only a small loss
of 1.1 % to 0.3 % compared to the best quality result from k-EC.
Finally, we analyze kCS. In terms of matching weight, it stays within
0.3% percent of the best quality result (k-EC), and increases it by
between 2.5% and 8.6% over the weight of the fastest algorithm
(stk). While kCS does not outperform other offline algorithms se-
quentially for large 𝑘 on traces, it scales well to 32 controllers across
all instances. Using 32 controllers, kCS achieves speedups over k-EC
of 5.3 to 87.2×. Against stk, it achieves 2.498×, 8.008×, 15.538×,
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Figure 9: Comparison of the benchmark algorithms on the
large graphs for different 𝑘 , normalized by stk.

and 19.368×, respectively, on rmat graphs for the different values of
𝑘 , and 0.937×, 1.842×, 3.977×, and 6.004×, respectively, on facebook
traces. It is outperformed by stk on facebook instances only for
𝑘 = 2. kCS on 32 controllers also always computes heavier match-
ings faster than the quality-optimized version stk-dp. Even though
kMM on 32 controllers performs well on the facebook traces, kCS
consistently outperforms it, achieving speedups over it of 1.961×,
2.302×, 1.35×, and 1.094×, respectively, for increasing 𝑘 .
In the second part, we compare the benchmark algorithms on all 66
rmat graphs for 𝑘 = 16 and show the results in Figure 8. Note the
logarithmic scale for the running time axis. The results resemble the
already found results on the synthetic graphs with 220 instances.
Unfortunately, stk and stk-dp encounter a segmentation fault
on 𝑟𝑚𝑎𝑡𝑏 with 224 vertices and exponential edge weight distribu-
tion. To obtain a fair comparison on the remaining algorithms, we
therefore excluded this instance. The results show that kCS on 32
controllers still performs the overall best, being 23.847× faster than
k-EC and 4.976× faster than stk. Regarding the matching weight,
we see a 0.1% loss compared to k-EC, but a 9.1% increase over stk.
In summary, kCS outperforms previous static and streaming algo-
rithms by up to multiple factors and also dominates all distributed al-
gorithms. kMM run sequentially is more than twice as fast and quality-
wise almost as good as k-EC.

4.4.4 Performance on Large Instances. In this experiment, we
evaluate the capability of our algorithms to handle large-scale prob-
lems and compare their performance with the streaming algorithm.
Ferdous et al. [24] showed that the offline algorithm k-EC could not
be run with a 1 TB limit on all except the smallest graph, myciel-
skian20. Hence, we only compare stk with kCS on 128 controllers.
Figure 9 shows relative running time and solution weight. The geo-
metric mean results indicate that kCS_128 consistently outperforms
stk, with runtimes increasing from 13.30s to 73.68s for kCS_128
and from 82.79s to 2859.82s for stk as 𝑘 scales from 2 to 64. These
constitute significant speedups of 6.226×, 15.733×, 29.381×, and
38.813× as 𝑘 increases. For matching weight, we observe on aver-
age changes of +0.2 %, +0.3 %, −2.4 %, and −2.8 %, respectively. One
outlier can be observed on the mycielskian20 graph with uniform
edge weights and 𝑘 = 64, where kCS achieves a speedup of 151.18×,
however at the cost of a loss of 20% in weight.
Overall, kCS on 128 controllers distinctly outperforms stk in terms
of running time by several factors with only a little loss in weight on
almost all instances.

5 Related Work
Reconfigurable datacenter networks have recently received much
attention [4, 30], both the demand-oblivious versions such as Ro-
torNet [47] and others [1, 3, 46], as well as the demand-aware ver-
sions (the focus of our paper), such as Helios [21], ProjecToR [26],
and Cerberus [28], and others [13, 14, 60, 61, 63, 64]. Due to the
required optimizations, the control plane of demand-aware net-
works has also been studied intensively already. The problem is
related to switch scheduling [45], and researchers have extended
classic results to the datacenter context, both in the offline [63]
and online [8, 18, 42, 58] setting. Recently, Han et al. [31] proposed
a demand-aware distributed scheduling framework for reconfig-
urable datacenter networks. The problem is further related to graph
augmentation problems [27, 49], where the optical links can be com-
pared to so-called ghost edges [51] that can be added into the graph
(modeling a hybrid electrical-optical datacenter network); in classic
literature, however, the goal of these extra links is not to improve
throughput but to provide small world properties [52] or to min-
imize the network diameter [10, 17]. From an online perspective,
the problem is also related to caching where reconfigurable links
can dynamically extend an otherwise fixed datacenter topology [9].
For throughput-optimized configurations of optical circuit switches,
we need to find entire matchings in the demand network. Hanauer
et al. have proposed the state-of-the-art algorithms for the weighted
𝑘-disjoint matchings problem in the static offline [35] and dy-
namic [33] settings, while a state-of-the-art algorithm for the static
semi-streaming setting was proposed by Ferdous et al. [25].
Much less is known about distributed control algorithms. One ex-
ception is ProjecTor [26, 42] which however focuses on a slightly
different architecture, based on free-space optics.
The problem of computing maximum-weight 𝑘-disjoint matchings
is equivalent to the maximum 𝑘 edge-colorable subgraph problem,
which has been extensively studied. Several fundamental theoretical
results are known for this problem. Feige et al. [23] demonstrated
that approximating the problem within a ratio better than 1 − 𝜀
is NP-hard. The optimal solution can be formulated as LP [36],
which has been tested experimentally [35] but is slow even for
small instances. Hochbaum [36] proves an algorithm that iteratively
computes 𝑘 maximum coverage, which includes matching, to have
an approximation ratio of 1 − (1 − 1

𝑘
)𝑘 . For small 𝑘 , better bounds

are provided: Chen et al. [15] give a ratio of 0.842 for 𝑘 = 2, and
Kamiński and Kowalik [38] provide ratios for 3 ≤ 𝑘 ≤ 7 as 13/15,
9/11, 19/22, 23/27, and 22/25, respectively. When using greedy
maximal instead of maximum matchings, the approximation ratio
can not be better than 1

2 [35]. El-Hayek et al. [19] give a dynamic
(2 + 𝜀) (𝑘 + 1)/𝑘-approximation algorithm for unweighted 𝑘-DM
against an oblivious and a (7 + 𝜀) (3𝑘 + 3)/(3𝑘 − 1)-approximation
against an adaptive adversary, both with polylogarithmic update
time. In addition, the problem has been researched in the online [22]
and parameterized setting [2, 29].
The broader field of graphmatching has been the subject of consider-
able research, including the development of parallel and distributed
approaches to classical matching problems. Efficient distributed
matching algorithms have been proposed for problems such as
simple matchings [7, 11].
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6 Conclusion and Future Work
In this work, we initiated the study of distributed control algorithms
for reconfigurable datacenters based on optical circuit switches,
and, in particular, for 𝑘-DM.We showed that our new algorithm kCS
outperforms known algorithms with up to 1-2 orders of magnitude
and little loss in solution weight.
For dynamic scheduling, our fast algorithms provide a distributed
baseline, and the optical circuit switch configurations can be recom-
puted periodically. The switches’ reconfiguration latency during
updates can be overlapped with computation of the next config-
uration. An interesting direction for future work is to support
dynamic updates without full recomputation in the dynamic or the
adjustable batch-dynamic setting. Further, it will be interesting to
study how to further improve the scalability of our approaches. It
would also be interesting to study additional performance metrics,
such as flow completion times, and to explore extensions to switch
types based on 𝑏-matchings. Further, full-system evaluations in
simulated or real environments would offer insights in the over-
all system performance. However, this would require a significant
additional methodological contribution. In particular, a simulator
would have to be highly scalable yet accurate, possibly using both
packet-level and flow-level approaches.

A Edge-Balanced Vertex Partitioning
We study graphs distributed across multiple controllers, each own-
ing a subset of vertices and incident edges, and ask whether par-
titioning can improve runtime. Classical partitioners (METIS [39],
KaHIP [57]) optimize vertex balance and minimize weighted edge
cut, that is, the sum of weights of inter-partition edges. However,
because our algorithms color edges, balance must reflect the balance
over edges per controller, not vertices. We refer to this optimization
problem as edge-balanced vertex partitioning.

Offline Edge-Balanced Vertex Partitioning. We introduce two ways
to achieve edge-balanced vertex partitioning using classical offline
partitioners. In the first approach, we focus on unweighted graphs
to reduce the number of cut edges rather than the cut weight. As
this method minimizes the number of cross edges, it improves the
efficiency. When using a partitioner P, we refer to this setting as
U-P. In the second approach, we use the capabilities of classical
partitioners to process graphs with vertex weights. To gain edge-
balance, we pre-process the input instance by assigning each vertex
a weight equal to its degree. We use this in combination with the
first approach and, when using a partitioner P, refer to this as UW-P.

Distributed Streaming Edge-Balanced Vertex Partitioning. In recent
literature, streaming partitioning has become more popular [6, 20,
62]. In particular, using the fennel cost function [6], which assigns a
vertex 𝑣 to a block𝑉𝑖 which maximizes |𝑣𝑖 ∩𝑁 (𝑣) | − 𝛼 ∗𝛾 ∗ |𝑉𝑖 |𝛾−1
according to the two fennel parameters 𝛼 and 𝛾 .
We introduce Distributed Weighted Fennel (DW-FENNEL) by combin-
ing the approaches of Faraj et al. [20] and Battaglino et al. [6]. Faraj
et at. [20] introduce a generalized fennel for the sequential setting
with an edge weight function 𝑤 and a vertex weight function 𝑐

as
∑
𝑢∈𝑉𝑖∩𝑁 (𝑣) 𝑤 (𝑢, 𝑣) − 𝑐 (𝑣) ∗ 𝛼 ∗ 𝛾 ∗ 𝑐 (𝑉𝑖 )

𝛾−1 . To achieve edge
balance, we assign the vertex weight function 𝑐 (𝑣) = 𝑑𝑒𝑔(𝑣) and
use the edge demand for the edge weight function 𝑤 (𝑒) = 𝐷 (𝑒).
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Figure 10: Effects of partitioning on the computation time.

We adapt the distributed approach of Battaglino et al. [6], which
reassigns vertices to the partition with maximal fennel score over
multiple passes, replacing the score with the weighted edge-balance
cost. After each reassignment, we perform global communication
of assignments. We use communication after every reassignment,
compared to a single communication per round as in [6], since the
latter caused stampedes toward the perceived smallest partition
and high imbalance.

Impact of Partitioning on Running Time. We next explore how par-
titioning affects our distributed algorithms. Surprisingly, we find
that the tested partitioning techniques do not improve the overall
running time compared to random partitioning.
We evaluate offline partitioners METIS and KaHIP using unweighted
variants (U-METIS, U-KaHIP) and a degree-weighted METIS (UW-
METIS). Since U-KaHIP is slow and both tools failed on original edge
weights, we preprocess weights and apply the aforementioned sec-
ond approach only to METIS. We also test the distributed streaming
method DW-FENNEL and a uniform RANDOM baseline. Experiments
use six RMAT graphs with 220 vertices and two Facebook traces (ex-
cluding fbB). We vary 𝑘 ∈ {4, 8} and controllers𝑛𝑝 ∈ {1, 4, 8, 16, 32},
reporting execution and partitioning times separately in Figure 10.
Overall, U-METIS andU-KaHIP performworst. This can be explained
since they achieve very good vertex balancing. However, the edge
imbalance increases with the use of more controllers, i.e., only a
few controllers handle the vertices with the majority of the edges
and therefore perform the most work. Hence, they are the slowest
for a larger number of controllers with all algorithms.
Using UW-METIS or DW-FENNEL can lead to a reduction in the exe-
cution time. However, in particular when including the partitioning
times, RANDOM is the overall best choice.
In conclusion, graph partitioning fails to improve performance due
to its high computational cost compared to 𝑘-DM and the limited
locality of the tested instances, resulting in high edge cuts under
edge-balance constraints.
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