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Abstract. Reinforcement learning (RL) systems deployed in produc-
tion face monitoring challenges absent in traditional machine learning:
policies degrade silently under environment drift, reward signals can be
gamed, and agents may develop hacking behaviors that evade standard
evaluation. Despite growing practitioner interest, no systematic study
has mapped the architectural design decisions (ADDs) practitioners face
when building monitoring infrastructure for deployed RL agents. We ad-
dress this gap through a Straussian Grounded Theory analysis of 29 gray
literature sources, performing open, axial, and selective coding to extract
ADDs, decision options, and decision drivers related to post-deployment
RL monitoring. Our analysis identifies seven ADDs organized along a
layered monitoring pipeline, spanning signal selection, statistical degra-
dation testing, false alarm calibration, automated response mechanisms,
and reward hacking detection and mitigation, together with 57 deci-
sion options and 72 decision drivers grounded in verbatim evidence.
The emerging theory reveals that monitoring must be multi-signal and
adversary-aware, as aggregate metrics can remain stable while dangerous
behaviors grow in specific interaction contexts. The results are formalized
as a decision model with UML visualizations to support practitioners in
navigating the RL monitoring design space, with the full catalog available
in our replication package.

Keywords: reinforcement learning - deployment monitoring - software
architecture - architectural design decisions - grounded theory - gray
literature - MLOps.

1 Introduction

Reinforcement learning (RL) has moved from research experiments to produc-
tion systems that make consequential decisions, from recommendation engines
and dynamic pricing to robotic control and dialogue agents. A deployed RL
agent interacts continuously with its environment, and its performance depends
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on the stability of the environment’s dynamics, reward structure, and state dis-
tribution. When any of these shift after deployment, a phenomenon variously
called environment drift, concept drift, or distribution shift, the agent’s pol-
icy can degrade silently, sometimes catastrophically, without any change to the

policy itself IEII .

This factor makes monitoring deployed RL systems both critically important
and qualitatively different from monitoring supervised machine learning models.
Supervised ML monitoring techniques, such as input-distribution tracking and
accuracy dashboards, address only part of the problem. RL monitoring must
additionally contend with delayed and sparse reward signals, non-stationary en-
vironments, the possibility of reward hacking, where an agent maximizes a proxy
reward while violating the designer’s true intent, and the risk that an agent learns
to evade its own monitors . These RL-specific failure modes demand ded-
icated architectural decisions about what to monitor, how to detect degradation
statistically, how to distinguish genuine performance loss from reward manipu-
lation, and how to respond when problems are detected.

Despite growing practitioner interest, evidenced by a rising volume of engi-
neering blogs, industry reports, and applied research publications on RL deploy-
ment, no systematic study has mapped the architectural design decisions (ADDs)
that practitioners and researchers face when building monitoring infrastructure
for deployed RL agents. Prior ADD studies for ML cover the upstream work-
flow: data processing, feature persistence, model building, and AutoML ,
and the deployment layer: CI/CD automation, pipeline triggering, data version-
ing, model versioning, and MLOps adoption . These studies acknowledge
monitoring as a prerequisite practice: model performance degradation and data
distribution changes appear as pipeline trigger options, and model performance
monitoring is noted as a required practice for the degradation trigger . How-
ever, monitoring itself is never decomposed into its own architectural decisions.
The questions of what signals to monitor, which statistical tests to apply, how to
calibrate detection thresholds, and how to respond when degradation is detected
remain outside the scope of these models.

A recent multivocal literature review of 136 ML monitoring studies com-
prehensively catalogs monitoring techniques, metrics, and tools for production
ML systems, but confirms that RL monitoring is rare. Only five of 136 reviewed
studies address RL, all in formal literature, and no existing work organizes mon-
itoring practices into ADDs. The gap is even wider for the other monitoring
challenges in RL systems, where the monitoring challenges described above (en-
vironment non-stationarity, reward hacking, and monitor evasion) have no coun-
terpart in the general ML monitoring literature. Similarly, while the academic
literature proposes specific detection algorithms for individual RL monitoring
concerns, such as environment drifts |§||, reward degradation 13|, and agents’
behaviors , each addresses a single monitoring concern in isolation. Existing
work does not organize these diverse detection methods into a coherent decision
space that a practitioner could navigate when designing a monitoring architec-
ture for a deployed RL system.
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We address this gap through a Straussian Grounded Theory (GT) analysis
of gray literature on RL deployment monitoring and drift detection. Gray liter-
ature, such as engineering blogs, practitioner guides, conference talks, GitHub
repositories, and informal reports, was chosen as the primary data source be-
cause it most directly represents the voice and contemporary understanding of
practitioners . Following the methodology of Strauss and Corbin @I ,
we iteratively collected sources, performed open, axial, and selective coding with
constant comparison and memoing, and modeled the emerging theory as a for-
mal decision model with UML visualizations. We coded 29 sources to theoretical
saturation, applying the same research method successfully used in prior ADD
studies for the ML workflow and ML deployment .

Our study addresses the following research questions:

— RQ1: Which ADDs are available to choose from in the context of monitoring
deployed RL systems, and what are the relations between them?

— RQ2: What are the relations between these decisions and their decision
options?

— RQ3: Which decision drivers (forces) are relevant to the decision options?

By structuring the results as a formal model, the study maps the relationships
among ADDs, decision options, and decision drivers in the context of monitoring
deployed RL systems. This framework not only offers a practical roadmap for
industry professionals but also advances academic understanding of the field’s
methodologies and challenges.

The remainder of this paper is structured as follows: Section [2| discusses
related work, Section [3] describes the research method, Section [] presents the
ADDs, Section [finterprets the results and considers threats to validity, Section|[6]
concludes, and Section [7] describes our replication package availability.

2 Related Works

Our study is related to the following research areas: ADD modeling for ML
systems, runtime monitoring of production ML systems, and RL-specific moni-
toring. This section discusses the related works of each area.

2.1 Architectural Design Decisions for ML Systems

The growing adoption of ML in production systems has prompted research into
the software engineering (SE) and architectural challenges practitioners face.
Sculley et al. [28] identified ML-specific sources of technical debt, including en-
tanglement, hidden feedback loops, data dependencies, and configuration issues
that make production ML systems costly to maintain. Washizaki et al. cat-
egorized software patterns and smells for ML pipelines. Lwakatare et al.
proposed an empirical taxonomy of SE challenges for ML systems. Bosch et
al. identified open research areas at a high level of abstraction. Nascimento
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et al. conducted a comprehensive SLR on SE for Al and ML, and Serban
et al. surveyed adoption of engineering best practices. In prior work ,
we modeled ADDs for the ML workflow and deployment using Straussian GT
on gray literature, producing UML-based decision models with decision options
and drivers. Ntentos et al. extended this line to RL training strategies. Col-
lectively, these studies cover SE challenges, patterns, and ADDs for ML data
processing, model building, deployment, and serving. None of these works de-
composes monitoring into its own ADDs, nor addresses the RL-specific failure
modes of environment drift, reward hacking, and monitor evasion. Our afore-
mentioned prior studies , the closest methodological predecessors, treat
monitoring only as a pipeline trigger rather than a structured decision space.
In contrast, the study described herein directly extends our existing ADD land-
scape into this gap, applying the same GT approach to a domain that those
works acknowledge but leave unmodeled.

2.2 Monitoring Production ML Systems

A growing body of work addresses the challenge of monitoring ML systems after
deployment. Schréder and Schulz proposed a taxonomy of ML monitoring
methods across data, model, and non-technical categories. Karval and Singh
surveyed drift detection, outlier detection, and adversarial detection techniques.
Leest et al. classified contextual information in ML monitoring along system,
aspect, and representation dimensions. Protschky et al. combined a multi-
vocal literature review with practitioner interviews, finding that practitioners
struggle with monitoring configuration and that existing tools do not support
the full monitoring lifecycle. In the domain of safety-critical systems, Ferreira et
al. surveyed safety monitoring for ML perception functions in cyber-physical
systems but did not extend their scope to RL agents. Most comprehensively,
Naveed et al. reviewed 136 monitoring studies, confirming that supervised
learning dominates the literature and that RL monitoring is rare, with only five
of 136 studies addressing it. The production ML monitoring literature targets
stationary supervised models and does not account for the reward signal, se-
quential decision-making, or adversarial failure modes specific to RL. Protschky
et al. come closest to a practitioner-facing framework but do not organize
their findings as ADDs. None of these works provides decision options, drivers,
or trade-offs structured for RL deployment. Our study fills this gap by apply-
ing the ADD modeling paradigm to RL monitoring, producing the structured
decision model that these surveys confirm is absent.

2.3 RL-Specific Monitoring

Research on monitoring deployed RL systems addresses three distinct concerns:
detecting environment drifts, detecting unsafe agent behaviors at runtime, and
detecting reward hacking, where the agent exploits its objective function. These
three threads have developed largely independently, each proposing individual
detection or mitigation algorithms without considering how they interact as
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ADDs within a deployed monitoring pipeline. Our study addresses this gap by
identifying and organizing the ADDs that span all three concerns.

Environment Drift Detection Environment drift in RL refers to changes
in the underlying transition dynamics P(0:41|0¢, at) that can silently degrade a
deployed agent’s policy performance. Wang et al. proposed detecting envi-
ronment drift by exploring the environment with equal probability. Greenberg
and Mannor applied a statistical test over the episodic returns. Fang and
Zdun @ used Gaussian Processes and SVMs, respectively. Haider et al.
developed PEDM using probabilistic ensemble models. Danesh and Fern m ap-
plied recurrent implicit quantile networks, and Wang et al. proposed OIL-
AD, a transformer-based anomaly detection framework.

Agent Safety Monitoring Mallozzi et al. introduced a framework that
blocks unsafe actions and uses reward shaping to penalize violations. Chen
et al. proposed a runtime assurance framework for autonomous vehicles
that switches between an unverified RL controller and a verified safe fallback.
Zolfagharian et al presented a black-box approach that predicts safety vio-
lations from an agent’s Q-values.

Reward hacking and alignment monitoring Skalse et al. provided
the first formal definition of reward hacking. Pan et al. conducted the first
systematic empirical study across four RL environments. Laidlaw et al. [17]
proposed occupancy-measure regularization as a mitigation. Greenblatt et al. [14]
demonstrated that frontier language models can strategically fake alignment
under monitoring. Baker et al. [2] showed that chain-of-thought monitoring can
detect reward hacking in frontier reasoning models.

3 Research Method

To explore how industry practitioners conceptualize the monitoring of RL agents
in production, we conducted a systematic gray literature study (GLS) groun-
ded in Straussian Grounded Theory (GT) I@ . GT is a qualitative, inductive
research method in which theory emerges from systematic coding and constant
comparison of empirical data, with data analysis occurring simultaneously with
data collection rather than afterward. Gray literature, defined as any material
not formally peer-reviewed nor formally published , such as blog posts, prac-
titioner guides, and industry reports, was chosen as the primary data source
because it most directly represents the voice and contemporary understanding
of practitioners [26].

Figure[T]illustrates our research method. We searched for practitioner and ap-
plied research sources using standard search engines (e.g., Google, DuckDuckGo)
and topic portals (e.g., Towards Data Science, Medium). The initial search term
was “reinforcement learning in production”. Subsequent sources were searched
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Fig. 1. Research Method

for using terms guided by theoretical sampling, including “RL production moni-
toring”, “environment drift detection RL”, “reward hacking detection”, “RL safety
dashboards”, “RLHF deployment”, and “RL retraining playbooks”. We then re-
peatedly and iteratively applied GT coding practices and constant comparison
to identify concepts, categories, properties, and relations. The resulting entities
were modeled in Python code, which was then used to generate a UML model.
Subsequent sources were actively sought based on topics identified in the previ-
ous iteration, with particular consideration given to topics needing coding and
their potential contribution to the model.

Sources were deemed candidates if they were relevant to the monitoring of
deployed RL systems, i.e., they concerned observing, evaluating, or maintaining
agent behavior after training is complete and the policy is deployed. Sources
focused exclusively on RL training, algorithm design, or general ML deployment
without RL-specific monitoring content were excluded.

Our methodology began with open coding, where conceptual details were
systematically translated into distinct labels. This process was followed by axial
coding, grouping recurring and synonymous concepts into broader categories.
Throughout these initial stages, we conducted an in-depth analysis of each
source, documenting our interpretations and reasoning in memos to ensure full
traceability between the data and the resulting codes. During the selective cod-
ing phase, we synthesized these findings to identify core theoretical themes, re-
visiting previous data as needed to refine our understanding. To conclude, we
integrated formal modeling with UML generation into the axial and selective
stages, ensuring the final theory was both precise and internally consistent.

Sources were classified into three categories based on their contribution to
the emerging theory. Primary sources introduced new ADDs and were coded
in full with detailed memos. Supporting sources did not introduce new ADDs
but contributed new decision options or decision drivers to existing ADDs. Con-
firming sources confirmed existing ADDs, decision options, and decision drivers
without adding new elements.

Following Strauss and Corbin [5], we considered theoretical saturation to
be reached when subsequent sources no longer introduced new ADDs, decision
options, or decision drivers. In our study, the last eleven sources confirmed ex-
isting categories without substantively altering the decision structure. Only one
source (s26) contributed a single additional option to an existing ADD with
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nine options, confirming the stability of the overall model. In total, we coded
29 sources to saturation, identifying seven ADDs, 53 decision options, and 59
decision drivers. Our knowledge sources are summarized in Table [T

We utilized CodeableModelsEI to model the phenomena we discovered. This
Python-based framework then facilitated the automated generation of UML di-
agrams through integrated PlantUMIﬁ model view generators. Project artifacts
can be found in our replication package [3].

Table 1. List of Knowledge Sources Included in the Study.

ID|Title Source Type Class

sl [RL in Production: Building Adaptive AI Systems Practitioner Article|Primary

s2 [Detecting Rewards Deterioration in RL Practitioner Article|Primary

s3 |Building a Self-Healing RL Agent Practitioner Article|Supporting
s4 [What is Offline RL? (2026 Guide) Practitioner Article|Supporting
[s5 |Closing the Eval-Deployment Gap in AI Systems! Practitioner Article|Supporting
s6 |Reward Hacking: Detection and Prevention (2026) Practitioner Article|Primary

s7 |Implementing Automated Rollback Mechanisms, Practitioner Article|Supporting
s8 |Handling LLM Model Drift in Production Practitioner Article|Supporting
s9 [Deployment Considerations for RLHF Models Practitioner Article|Supporting
[sI0|RLaaS: RL at Scale for Enterprise Practitioner Article|Confirming
[s11|Reward Hacking in RL (Lilian Weng) Blog Post Supporting
[s12|Reward Hacking in RL (Pan et al. summary) Topic Summary Confirming
[s13|Emergent Misalignment from Reward Hacking Research Blog Supporting
[s14|Reward Hacking in RLVR Systems Topic Summary Supporting
[s15|O0D Detection for RL (Fraunhofer IKS) Research Blog Confirming
s16|When RL Safety Constraints Break Practitioner Article|Supporting
[s17|How Can RL Agents Be Monitored? Q&A Forum Confirming
s18|Diagnosing Instability in Production RL Engineering Blog |Supporting
s19|Deploying RL Models: MLOps Challenges Practitioner Article|Confirming
s20|Deploying RL with Ray and Amazon SageMaker Engineering Blog |[Confirming
s21|Deploying RL Agents in Private Clouds: Practitioner Article|Confirming
[s22|RLHF at Scale: Enterprise LLMs with HITL Practitioner Article|Confirming
[s23|RLHF: Enterprise Integration Practitioner Article|Confirming
s24|Evaluate, Monitor, Tune LLMs Practitioner Article|Confirming
[s25|Reward Hacking Is Becoming More Sophisticated Forum Post Confirming
[s26|MONA: Steganography Without Optimisation Forum Post Supporting
[s27|CoT Monitoring for Frontier Reasoning Models Research Blog Confirming
s28|Reasoning Models Don’t Always Say What They Think|Research Blog Confirming
s29|Gaming the System: Reward Hacking in LLM Training |Blog Post Confirming

4 Architectural Design Decisions

We present the ADDs derived from the gray literature in this section. An overview
of the various ADDs, their corresponding number of decision options, and the
number of decision drivers (forces) is provided in Table [2| The full catalog of
decision options, decision drivers, and gray literature sources is available in our
replication package . Our_analysis identified seven ADDs organized along a
layeredmmonitorineapipeline that addresses two distinct failure axes: feWardNdes
@emioration. where the agent’s performance degrades due to environment drift,

3 https://github.com/uzdun/CodeableModels
4 https://plantuml.com
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and fewardmliaeking, where the agent’s measured reward remains high while its
true performance degrades. Figure [2] illustrates the seven ADDs and the rela-

tions between them. ADD 1 addresses gafelexplosation in production. ADDs 2-5
form the detectiomi@yed: ADD 2 determines which signals to monitor, ADD 3
selects how to respond when issues are detected, ADD 4 chooses the statisti-
cal test for reward degradation, and ADD 5 calibrates false alarm thresholds.
ADDs 6-7 address the Gewardiiaeking threat: ADD 6 selects a detection strategy,
and ADD 7 selects a mitigation architecture. Throughout this section, individ-
ual decision options are written in CamelCase bold italics (e.g., Conser-
vativePolicyUpdates), decision drivers are written in CamelCase italics (e.g.,
SafetyConstraints), and analytical groupings of related options into families are
written in stalic title case (e.g., Agent-Internal Signals).

Table 2. Overview of ADDs, the Number of Decision Options and the Number of
Decision Drivers.

ADD ID ADD Name #Decision Options|# Decision Drivers
1 Safe Exploration Strategy Selection 3 4
2 Production Monitoring Signal Selection 16 17
3 Automated Response Mechanism Selection 9 12
4 Reward Degradation Test Statistic Selection 6 9
5 False Alarm Rate Control Method 4 5
6 Reward Hacking Detection Strategy 9 16
7 Reward Hacking Mitigation 10 9
[Detection Layer\

Production Monitoring Signal Selection (ADD2),

«Feeds Into Via Trigger»
«Mandatory Next»
«Enables»

offer an abstraction layer for
data access, monitoring enables
automated response

«Constrains»
signal repertoire determines afailable
statistical tests

i (ADD3)| [Reward Degradation Test Statistic (ADD4)
| : Decision Selection : Decision
«Cpmplements But Limited By»
«Constrains» Can Be Combined With»
selected test determines applicable | doymward drift detection needs \«Complements»
calibration methods gamjng coverage, combine for full
coverage
I~
Reward Hacking Layer\
. T
False Alarm Rate Control Method (ADDS) Reward Hacking Detection Strategy (ADD6)
: Decision  Decision

fo Exploration Layer\ «Tense Interaction Requires Separatign»
Safe Exploration Layer ( RLHF hiding degrades CoT

Safe Exploration Strategy Selection (ADD1) Reward Hacking Mitigation Architecture (ADD7)

: Declsion : Decision

Fig. 2. Overview of the seven ADDs for monitoring deployed RL systems.
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4.1 Safe Exploration Layer

ADD 1 addresses the fundamental tension in a production RL system: how much
freedom should the agent explore during deplovment? EXplOEGHGN is necessary
for the agent to adapt to a non-stationary environment. Yet, unconstrained ex-
ploration in production can cause direct harm, violate operational constraints,
or produce catastrophic performance regressions that are difficult to recover
from . ADD 1 and the monitoring layer are mutually dependent: safe explo-
ration requires monitoring to be in place, since circuit breakers and performance
signals are what make bounded policy updates recoverable when they go wrong.
The decision is therefore not whether to explore, but how to bound it. ADD 1
yields 3 decision options and 4 decision drivers.

The entire option space is shaped by two forces that constrain it from the

outset: SafetyConstraints and CatastrophicDegradation together rule out uncon-
strained exploration in production, establishing a shared baseline requirement

that any chosen strategy must limit what the agent can do and how fast it
can change. Within that constrained space, EnvironmentNonStationarity and
DelayedSparseRewards act as the differentiating forces that pull practitioners
toward one option over another. ConservativePolicyUpdates, which limit
the magnitude of each policy change to prevent large deviations from a vali-
dated baseline, are the most direct expression of SafetyConstraints and Catas-
trophicDegradation. Still, they respond poorly to EnvironmentNonStationarity: a
globally penalized deviation budget leaves little room to track a drifting environ-
ment. ConstrainedPolicyOptimization, which encodes safety requirements
directly into the optimization objective through constrained MDPs or safe-RL
formulations, resolves this tension by separating the safety envelope from the
exploration range, allowing the agent to adapt freely within bounds; it is there-
fore favored when FEnvironmentNonStationarity is high, but SafetyConstraints
remain strict. MultiArmedBanditIntegration, which routes a fraction of traf-
fic to candidate policy variants and treats each as a bandit arm, is the option
most distinctively shaped by DelayedSparseRewards: when reward feedback is
infrequent or noisy, structured variant testing is statistically more reliable than
free exploration, and traffic splitting addresses CatastrophicDegradation by lim-
iting live exposure to any single untested policy.

4.2 Detection Layer

ADDs 2-5 form the detection layer that, together, operationalize monitoring in
production. ADD 2 determines which signals to observe, establishing the infor-
mational foundation on which all subsequent decisions rest. ADD 3 selects how
the system should respond when those signals cross a threshold, coupling detec-
tion directly to intervention. ADD 4 chooses the statistical test used to identify
reward degradation from the observed signals, and ADD 5 calibrates the false
alarm rate of that test. The four decisions are therefore not independent: the

signal repertoire chosen in ADD 2 constrains the statistical tests available in
ADD 4, since some tests assume episodic structure or specific distributional
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properties that not all signals satisfy; the chosen test in ADD 4. in turn. deter-
mines what calibration methods are applicable in ADD 5. Furthermore, as shown
in Figure 2] ADD 4 also feeds into ADD 6 via a complementary relationship:
downward drift detection addresses reward deterioration, while reward hacking
requires gaming coverage, and the two must be combined for full coverage across
both failure axes. A central cross-cutting tension runs through all four decisions:
broader and more diverse signal coverage improves detection sensitivity across
both failure axes, but increases operational complexity, cost, and the risk of alert
fatigue, which ADD 5 specifically exists to manage.

ADDs 2-5 collectively yield 35 decision options and 43 decision drivers; the
full catalog is available in our replication package . The driver landscape
across ADDs 2-5 is shaped by three dominant forces that constrain the en-
tire option space. EnvironmentNonStationarity and SignalNonStationarity to-
gether establish that static, single-metric approaches are insufficient: the en-
vironment and the signals used to observe it both change over time, disfa-
voring fixed thresholds and naive moving averages in favor of adaptive and
multi-signal strategies. CatastrophicDegradation and FlappingRisk exert oppos-
ing pressure across ADD 3 and ADD 5, the former demanding fast, decisive
responses and the latter penalizing overly sensitive thresholds that trigger un-
necessary rollbacks. Within that constrained space, the differentiating forces
resolve into three option families. The first family, Agent-Internal Signals, in-
cluding RLSpecificMetric Tracking, Covariance Weighted RewardSignal,
RewardModelScoreMonitoring, and KLDivergenceFromReferencePol-
icy, is driven primarily by RewardModelStaleness, AlignmentImpermanence, and
EvaluationMismatch, and pairs naturally with Covariance Weighted Mean-
Test in ADD 4 and BootstrapFAR in ADD 5. The second family, Environment-
Facing Signals, including FeatureDistributionDrift, EmbeddingDriftDe-
tection, and ActivationDeltaMonitoring, is driven by CovariateShift, Hid-
denVariableShift, and DriftInevitability, and motivates AdaptiveThreshold in
ADD 5 since distributional shift invalidates fixed baselines. The third family,
Outcome-Facing Signals, including Business OutcomeCorrelation, Reward-
ProxyGapTracking, ShieldInterventionRateTracking, and ActionFail-
ureRateMonitoring, is driven by GoodhartsLaw, MonitoringIndependence, and
DelayedSparseRewards, and connects most directly to ADD 3, where Automat-
edCircuitBreakers and HumanInTheLoopIntervention are triggered by
business-level rather than internal metrics. GovernanceTraceability and Securi-
tyCompliance apply across all three families, favoring signals and response mech-
anisms whose baselines, thresholds, and audit trails can be versioned and ex-
plained. This consideration bears on both the choice of statistical test in ADD 4
and the response architecture in ADD 3.

4.3 Reward Hacking Layer

ADDs 6-7 address the second failure axis identified in our analysis: reward hack-
ing, where the agent’s measured reward remains high while its true performance
degrades. Unlike the reward deterioration axis covered by ADDs 2-5, where
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the environment changes and the agent’s performance follows, reward hacking
is an adversarial failure mode in which the agent itself exploits weaknesses in
the reward specification, the evaluator, or the feedback loop. ADD 6 determines
how to detect such exploitation, and ADD 7 determines how to mitigate it once
detected or anticipated. The two decisions are closely coupled: as shown in Fig-
ure[2] ADD 6 and ADD 7 interact tensely, mitigations such as RLHF can induce
context-dependent hiding that degrades ChainOfThoughtAnalysis in ADD 6,
requiring architectural separation of detection and mitigation concerns. Further-
more, ADD 4 and ADD 6 complement each other, and ADD 6 limits ADD 4:
reward signal tests in ADD 4 detect downward drift but miss upward gaming or
reward inflation, meaning ADD 4 and ADD 6 must be combined for full cover-
age across both failure axes. A further asymmetry distinguishes this pair from
ADDs 2-5: detection in ADD 6 is fundamentally harder than performance mon-
itoring, because a reward-hacking agent may actively conceal its behavior from
the monitoring infrastructure, meaning that the choice of mitigation architecture
in ADD 7 must cater for the possibility that ADD 6 detectors are evaded.

ADDs 6-7 collectively yield 19 decision options and 25 decision drivers, re-
flecting the depth and diversity of the reward hacking threat landscape; the
full catalog is available in our replication package . Two dominant forces
constrain the entire option space of both ADDs. UnhackabilityHardness, the
recognition that no single detector or mitigation is sufficient against a capable
agent, rules out any single-technique approach and mandates layered strategies
across both decisions. ScaleCompounding reinforces this: as agent capabilities
increase, hacking becomes subtler and harder to detect, pushing practitioners
toward options that remain robust under capability growth rather than those
optimized for current behavior. Within that constrained space, the differenti-
ating forces resolve into two option families that span both ADDs. The first
family, Behavioral and Evaluator-Facing Strategies, grouping options that ob-
serve or stress-test what the agent does: MetricDivergenceDetection, Ad-
versarialTesting, BehavioralTestingOnHeldOutEnvironments, Ensem-
bleRewardModelAgreement, and AnomalyDetection WithTrustedPolicy
in ADD 6, and RewardFunctionRedesign, PeriodicRewardModelRefresh,
and DecoupledApproval in ADD 7, is driven by GoodhartsLaw, Specifica-
tionGaming, and FvaluatorHackability, which together motivate cross-validating
multiple signals and evaluators rather than relying on any single metric or judge.
The second family, Internal Reasoning and Structural Strategies, grouping op-
tions that intervene at the level of the agent’s objectives or representations:
ChainOfThoughtAnalysis, VerbalisationSelfReport, and Deployment-
TimeFeedbackLoopSimulation in ADD 6, and RegularisationToRefer-
encePolicy, PreferenceAsReward, InoculationPrompting, MyopicOp-
timisation, and GatedRewardAccumulation in ADD 7, is driven by Covert-
Misalignment, EvaluatorDeception, and InContextRewardHacking, which moti-
vate looking inside the agent’s reasoning and restructuring its optimization hori-
zon rather than relying solely on external behavioral signals. AlignmentImper-
manence and RewardModelStaleness apply across both families, favoring options


Zephyrine


12 Zhizhou Fang, Stephen John Warnett, and Uwe Zdun

that treat alignment as an ongoing process, through TargetedRLHF, Peri-
odicRewardModelRefresh, and continued monitoring, rather than a property
established once at training time.

5 Discussion

5.1 Discussion of the Research Questions

RQ1: We identified 7 ADDs, 57 decision options, and 72 decision drivers from
the gray literature regarding monitoring deployed RL systems. The seven ADDs
naturally organize into three layers, reflecting two distinct failure axes: reward
deterioration and reward hacking. ADD 1 establishes the safe exploration enve-
lope that any subsequent monitoring must operate within. ADDs 2-5 form the
detection layer: ADD 2 feeds directly into ADD 3, as detection signals trigger
automated responses; ADD 2 also constrains ADD 4, since the signal repertoire
determines which statistical tests are applicable; and ADD 4 in turn constrains
ADD 5, since the selected test determines which calibration methods are valid.
ADD 4 and ADD 6 complement each other, and ADD 6 limits ADD 4, since
reward signal tests detect downward drift but miss upward gaming, and the two
must be combined for full coverage across both failure axes. ADDs 6 and 7 in-
teract tensely: mitigations such as RLHF can induce context-dependent hiding,
degrading detection capabilities in ADD 6, requiring architectural separation of
detection and mitigation concerns.

RQ2: Several significant relations between decisions and their decision op-
tions emerged from the analysis. Several options recur across decisions, re-
flecting shared infrastructure that simultaneously unlocks choices in multiple
ADDs. KLDivergenceFromReferencePolicy appears as a monitoring sig-
nal in ADD 2 and as a regularization technique in ADD 7, reflecting its dual
role as both a diagnostic and a corrective instrument. ShadowDeployment
appears as a response option in ADD 3 and as an evaluation mechanism sup-
porting detection in ADD 6, connecting the detection and reward hacking layers
at the option level. Within the detection layer, the signal repertoire chosen in
ADD 2 constrains the statistical tests applicable in ADD 4: Agent-Internal Sig-
nals with episodic structure pair naturally with Covariance Weighted Mean-
Test and BootstrapFA R, while Environment-Facing Signals motivate Adap-
tive Threshold in ADD 5 since distributional shift invalidates fixed baselines.
At the mitigation level, VerbalisationSelfReport in ADD 7 is only meaningful
if ChainOfThoughtAnalysis has been adopted in ADD 6, and PeriodicRe-
wardModelRefresh as a mitigation is most directly motivated when Reward-
ModelScoreMonitoring has been selected in ADD 2.

RQ3: Our analysis revealed 72 decision drivers across the seven ADDs, which
fall broadly into five categories. Safety and alignment drivers, including Safety-
Constraints, AlignmentImpermanence, and CovertMisalignment, are the most
pervasive category and appear across all three layers, reflecting the centrality of
safe and aligned behavior as a non-negotiable constraint in RL deployment. En-
vironment and signal dynamics drivers, including EnvironmentNonStationarity,
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SignalNonStationarity, and DriftInevitability, motivate adaptive, multi-signal
monitoring strategies and appear most prominently in the detection layer, collec-
tively disfavoring static single-metric approaches. Operational cost and reliability
drivers, including CatastrophicDegradation, FlappingRisk, and FalseAlarmCost,
introduce opposing pressures most visible in ADD 3 and ADD 5, where the
former demands fast decisive intervention and the latter two penalize overly
sensitive triggers. Specification and evaluation integrity drivers, including Good-
hartsLaw, UnhackabilityHardness, and RewardModelStaleness, are concentrated
in ADDs 6 and 7, reflecting the adversarial character of the reward hacking axis.
Governance and traceability drivers, including GovernanceTraceability and Se-
curityCompliance, cut across all layers, favoring monitoring architectures whose
signals, thresholds, and interventions can be versioned and audited.

5.2 Threats to Validity

Our study applies Straussian GT |§|| exclusively to gray literature, and several
threats must be acknowledged. The risk of method slurring is mitigated
by adherence to all essential GT activities: simultaneous data collection and
analysis, constant comparison, open, axial, and selective coding, and systematic
memo writing. No seed categories or pre-existing frameworks were used to ini-
tiate coding. Interpretive bias is inherent to any qualitative methodology; we
reduced this risk through iterative cross-checking between the two authors, with
all coding decisions documented in memos and traceable to their sources in our
replication package . The gray literature corpus introduces a source-quality
threat: RL monitoring is less mature than general ML deployment, and certain
sub-domains, such as safety-critical robotics or regulated financial RL, may be
underrepresented. This risk was mitigated by sampling to theoretical satura-
tion. As with any GT study, we make no claim to capture all phenomena in
the domain exhaustively or to quantify their frequency; the modeled decisions,
options, and drivers represent observed practitioner concerns, not prescriptive
recommendations . The qualitative nature of our study introduces potential
interpretive bias, which was mitigated through iterative cross-checking between
all authors throughout the coding process. Any differences in interpretation were
resolved through discussion and reaching a consensus.

5.3 Model Usage

The ADD model serves as a practical decision support tool for practitioners
designing monitoring tools for deployed RL systems, providing a structured
roadmap of seven decisions, from bounding exploration (ADD 1), through signal
selection, statistical testing, and false alarm calibration (ADDs 2-5), to reward
hacking detection and mitigation (ADDs 6-7), replacing ad hoc discovery with
a systematic starting point.
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6 Conclusions

We presented seven architectural design decisions (ADDs) for monitoring de-
ployed RL systems, derived from a Straussian Grounded Theory study of gray
literature. The ADDs organize along a layered monitoring pipeline addressing
two distinct failure axes, reward deterioration and reward hacking, and collec-
tively yield 57 decision options and 72 decision drivers. We formally modeled the
relations among decisions, including directed dependencies within the detection
layer and a tense interaction between reward-hacking detection and mitigation
that requires architectural separation. The resulting ADD catalog, together with
the UML-based overview and the full replication package , is intended to sup-
port practitioners in navigating the complex decision space of RL monitoring.

7 Data Availability

For replicability, all project artifacts, such as our GT memos with source URLs
and our ADD model and model visualizations, are available in our replication

package .
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